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About VASAFETY

To set policies for road safety in the coming decades and push for Vision Zero, an accepted and
reliable method for the comparison of any type of safety measure is needed. The VASAFETY
method will deal with the safety of all road users, from vulnerable road users to vehicle occupants.
Emphasis in VASAFETY is on those measures, including CCAM measures, that involve at least
one motorised vehicle.

VASAFETY will provide a prospective safety assessment framework that can handle a large variety
of safety measures, ranging from in-vehicle safety solutions, new vehicle types, and infrastructure
solutions to regulations that influence road-user behaviour. It includes methods to project the
results in future scenarios and over EU regions for use by policy makers, authorities, and consumer
organisations.

To help users understand the differences between studies and the influence of underlying data,
assumptions, and models, the method provides tools to characterise the influence of the
contributing factors and their uncertainties. The resulting transparency and consistency in
simulation-based safety assessments should lead to much improved comparability and reliability of
assessment conclusions.

The VASAFETY consortium, led by TNO, consists of the following international partners: BMW,

BASt, Chalmers, Fraunhofer VI, IDIADA, IKA, LAB France, SWOV, THI, TME, UNIFI, VIF, VCC,
ZF, ERTICO, and W2Economics. The project will run for three years.
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Terms and Definitions

Automated Driving System

The hardware and software that are collectively capable of performing the entire dynamic driving
task on a sustained basis, regardless of whether they are limited to a specific operational design
domain (ODD). This term is used specifically to describe a SAE J3016 level 3, 4, or 5 driving
automation system.

Baseline
A set of data without the road safety measure under study, to be compared with prospective
assessments of a safety measure’s performance.

Concrete Scenario
A concrete scenario is a scenario depicted with explicit parameter values describing physical
attributes. It is always anchored in the real world.

Case
A case is equivalent to a concrete scenario.

Extrapolation of a Measure’s Performance over Space (abbr. Performance Extrapolation)
Any technique aimed at inferring the performance of a target measure in a region, based on data
and/or performances of a set of measures (which may include the target measure) originating from
a subset area of this region or from another region (or subset area). Linear extrapolations (also
known as "scaling-up" techniques), often using simplified hypotheses, are a subset of these
techniques.

Extrapolation of Data over Space (abbr. Data Extrapolation)

Any technique aimed at inferring the state of target data (e.g., network length, annual distances
travelled) in a region, based on the state of a set of data (which may include the target data) from a
subset area of this region or from another region (or subset area).

Pre-crash phase
Time phase immediately prior to the crash. This phase ends with the contact between road users
and/or objects involved in the crash.

Projection of Data over Time (abbr. Data Projection)

Any technique aimed at inferring the future state of target data (e.g., building timelines for fleet
size, fleet characteristics, or penetration/installation rates of measures in the fleet) from past states
of a set of data (which may include the target data).

Projection of a Measure’s Performance over Time (abbr. Performance Projection)

Any technique aimed at inferring the future performance of a target measure based on past data
and/or past performances of a set of measures (which may include the target measure). Data
Projection (e.g., building timelines for penetration/installation rates of measures in the fleet) might
be required to feed the Performance Projection process.

V4SAFETY | Deliverable D2.1 | WP2 | Final vii
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Prospective Safety Assessment Framework
A structured process for using simulation models and tools to predict the safety performance of a
road safety measure.

Retrospective assessment

Assessment of the performance of a deployed safety measure, based on comparing real-world
data from equipped and non-equipped vehicles (for in-vehicle measures) or affected and
unaffected territories (for measures related to infrastructure/regulations/behaviour).

Safety measure
A measure intended to improve road safety, whether implemented as an in-vehicle technology,
infrastructure measure, policy, or regulation/legislation.

Safety performance
Quantified capability of a safety measure to achieve an improvement in road traffic safety.

Scenario

A sequence of scenes for the simulation defined in terms of time and space. A scene is a snapshot
that encompasses the mobile and immobile elements of the traffic, infrastructure, and environment
(for example, weather and lighting conditions), as well as all actors and observers, and the
relations between them.

Simulation Framework
Theoretical sketch of all elements (and their interactions) necessary for the simulation.

Simulation Model
A representation of a specific component of traffic (e.g., driver, vehicle, environment, sensor, safety
measure) in a virtual environment, designed for a specific assessment.

Simulation Structure
For simplicity, within VASAFETY simulation structure is equivalent to simulation framework.

Test
The use of quantitative measures to evaluate a safety measure under a set of specified conditions,
with reference to values that represent an acceptable outcome.

Test case

A test case is a test scenario that also includes a description of the needed output (e.g., change of
velocity during the crash or time-to-collision) on which the assessment is done, and any pass/fail
criteria for a successful execution of the simulation.

Test scenario
A test scenario, typically a simpler version of a concrete scenario, is created for a specific
assessment.

Treatment

Use of at least one specific safety measure to affect the course of events in a scenario in order to
avoid or mitigate safety-relevant situations, when prospectively assessing a technology’s
performance.

V4SAFETY | Deliverable D2.1 | WP2 | Final viii
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Unit tests
implemented software test to check whether an isolated component or section of code works as
intended.

Use case
A combination of the assessed scenario and safety measure.

Vulnerable Road Users (VRUS)
Pedestrian, cyclist, and users of powered two-wheeler (including e-scooters and mobility scooters).

Abbreviations

ACC Adaptive Cruise Control

ADS Automated Driving System

AEB Automated Emergency Braking

AIS Abbreviated Injury Scale

ASM Assessment Phase

BCR Benefit-Cost Ratio

BTG Baseline & Treatment Generation Phase
CBA Cost-Benefit Analysis

CCAM Connected, Cooperative, and Automated Mobility
DFN Definition Phase

ESP Electronic Stability Program

ESRA E-Surveys of Road Users’ Attitudes

EU European Union

FCW Forward Collision Warning

FMU Functional Mock-up Unit

GDPR General Data Protection Regulation

HIC Head Injury Criterion

HiL Hardware in the Loop

IRF Injury Risk Function

ISA Intelligent Speed Assist

ISS Injury Severity Score

LKA Lane-Keeping Assist

MAIS Maximum Abbreviated Injury Scale

MiL Model in the Loop

NCAP New Car Assessment Protocol

NPV Net Present Value

NUTS Nomenclature of Territorial Units for Statistics
ODD Operational Design Domain
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PET Post-Encroachment Time
PDO Property-Damage-Only
QALY Quality-Adjusted Life Year
SiL Software in the Loop

SIM Simulation Phase

SSM Surrogate Safety Measure
TLC Time to Line Crossing

TTB Time To Brake

TTC Time To Collision

TTCE Time To Closest Encounter
TT™ Time To Manoeuvre

TTS Time To Steer

V&V Validation and Verification
V2X Vehicle to Everything (Vehicle or Infrastructure) Communication
VRU Vulnerable Road User
WHO World Health Organisation

Abbreviation for Baseline Approaches

Simulate original cases without modification
Simulate original cases with modification
Simulate synthetically generated cases
Case cloning

Case aggregation

N P OO W >

Case generation
In-simulation

P Pre-simulation
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Executive Summary

Prospective safety assessment by simulation is a complex topic which can have very different
facets. For example, the type of safety measure under assessment (in-vehicle, infrastructure,
behavioural), the time point of action (pre-crash, in-crash), the applied baseline approach, the
models used, the data source, etc. can all lead to different solutions and cause confusion.
Therefore, VASAFETY has prepared these instructions to guide people who intend to conduct a
prospective safety assessment by simulation.

This deliverable provides the instructions for the VASAFETY Framework, which consists of the
following five themes:

1. General Framework Overview

2. Prepare Assessment

3. Execute Simulation

4. Analyse Assessment

5. Perform Cross-Assessment
In the next four sections, this deliverable provides instructions for specific topics covered by
themes 2-5.

The theme Prepare Assessment consists of four topics. The first is Define Evaluation Scope, which
affects the procedures in the following topics. A template is provided in Appendix A which supports
the scope’s definition and documentation. The next topic, Select Baseline Approach, supports the
selection of the most suitable baseline approach by means of a set of screening questions,
provided in Appendix B. The third topic, Prepare Data, gives several instructions to help identify,
evaluate, select, process, and document potentially relevant data sources. These instructions
summarise the information of V4Safety Deliverables D4.1 (Sander et al., 2024) and D4.2
(Glasmacher et al., 2025). The fourth and last topic, Select Model, provides an overview of the
model-selection process. Details can be found in Deliverables D3.1 (Bargman et al., 2025;
selection of behaviour model) and D5.1 (Wimmer et al., 2025; selection of all other models).

The theme Execute Simulation consists of two topics, Configure Simulation and Manage
Simulation. Due to the variety of possible tools, simulation approaches, models, and input data, it is
a challenge to provide specific instructions without focussing on specific tools. Consequently, the
topics focus instead on general aspects to be considered when performing simulations for a
prospective safety assessment.

The theme Analyse Assessment focusses on pointing out the key aspects for the assessment and
use of the simulation results. It covers three topics: Evaluate Safety Performance, Project the
Results, and Analyse Cost/Benefit. The last two might not need to be considered, depending on
the evaluation scope. Some EU statistics are provided in Appendix C which may be useful for
projecting results.

The last theme, Perform Cross-Assessment, consists of two topics: Conduct Validation &
Verification (V&V) and Document Assessment. In the former, several questions (presented in
Appendix D) have been defined to assist in evaluating whether the assessment has been done
properly. The questions also invite reflection about decisions made in the assessment. The latter

V4SAFETY | Deliverable D2.1 | WP2 | Final 1



topic describes three forms of documentation: a short 3-pager, a 30-pager which could be seen as
an extended scientific paper, and a 300-page document which should cover everything. Note that
the lengths are suggested, not required; further, the long document may not even be needed. The
topic focusses on providing guidance for the content of the 3- and 30-page reports.

The draft VASAFETY Framework (Fahrenkrog et al., 2024) formed the basis of these instructions.

In addition, the experience that partners gained during the various VASAFETY work packages was
also used when creating this instruction document. Internal checks (within the VASAFETY project)
were performed to optimise the instructions’ applicability.

Important aspects in this document are marked with /.
The VASAFETY partners welcome feedback on these instructions. Please feel free to provide

feedback by contacting us, either through the website (https://v4safetyproject.eu/ga) or directly
through feedback@v4safetyproject.eu

VASAFETY | Deliverable D2.1 | WP2 | Final 2
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1.

1.1

The VASAFETY Framework

The first subsection of this introductory section provides an overview of the VASAFETY
Framework. In the second, the scope of the instructions is presented. The third subsection
describes the application of the framework. The milestone report “Draft Prospective Safety
Assessment Framework” (Fahrenkrog et al., 2024) forms the basis of the framework.

Overview of the VASAFETY Framework

The V4SAFETY Framework, shown in Figure 1.1, consists of five themes. These themes are:
General Framework Overview

Prepare Assessment

Execute Simulation

Analyse Assessment

Perform Cross-Assessment

aprwbhpE

V4SAFETY Framework

Definitions Users & Stakeholders SEMTIES Formulate Conclusion

Figure 1.1: The VASAFETY Framework, based on work by Fahrenkrog et al., (2024).

The first theme covers the general aspects of the framework, identifies and describes its users, and
provides an overview of the examples used throughout. It further includes the formulation of
conclusions from the application of the framework in VASAFETY.

The next three themes follow the sequence of a virtual assessment. The second, Prepare
Assessment (Section 2), consists of four topics. The first topic, Define Evaluation Scope (2.1), has
huge implications for all following topics, and therefore should be carefully considered. To support
the definition and documentation of the evaluation scope, a template is provided in Appendix A.
The second topic, Select Baseline Approach (2.2), provides a set of screening questions to support
the identification of the most suitable baseline approach. The questions are provided in Appendix
B. The third topic is Prepare Data (2.3); it contains several instructions that should help identify,
evaluate, select, process, and document potentially relevant data sources. And finally, the topic
Select Model (2.4) provides an overview of the model-selection process.

VASAFETY | Deliverable D2.1 | WP2 | Final 3



1.2.

Once the preparation is completed, the simulation can be executed (Section 3). Here, the topics
are Configure Simulation (3.1) and Manage Simulation (3.2). Due to the variety of possible toaols,
simulation approaches, models, and input data, it is a challenge to provide specific instructions.
Consequently, the topics focus on general aspects to be considered when performing the
simulations for a prospective safety assessment.

After the simulations are conducted, the output is analysed (Section 4). The first topic is Evaluate
Safety Performance (4.1). The other two topics are Project Results (4.2) and Analyse Cost-Benefit
(4.3). It should be noted that the relevance of 4.2 and 4.3 depends on the evaluation scope; they
are not necessary in every assessment. Projection in time, which can be part of the Cost-Benefit
Analysis (CBA), may require updates of the baseline over time and by this consequently affects
earlier topics of the framework. To support the extrapolation of results over regions, some EU
statistics are provided in Appendix D.

The last theme, Perform Cross-Assessment (Section 5), deals with two important overarching
topics: Conduct Validation and Verification (V&V) of the virtual assessment (5.1) and Document
Assessment (5.2). For the V&V, several questions have been defined that aim to evaluate whether
the assessment has been done properly. The V&V questions that are presented in Appendix C
also encourage reflection on the decisions taken in the assessment. The documentation topic
outlines three forms of documentation: a brief 3-pager, a 30-pager which could be seen as an
extended scientific paper, and a 300-page document which covers all aspects. Note that the
lengths are suggested, not required; further, the long document may not even be needed. The
topic focusses on providing guidance for the content of the 3- and 30-page reports.

The framework structure organises the topics in a logical sequence. Thus, the framework should
not be viewed as a strict chronological process.

Scope of instruction

The objective of this deliverable is to accompany the VASAFETY framework, first described in the
internal VASAFETY report MS10 (Fahrenkrog et al., 2024), with practical guidelines that allow
users to apply the framework in their prospective safety performance assessment. Deliverable D2.2
(Fahrenkrog et al., 2025) explains the theoretical background, whereas this deliverable provides
guidance and support for the application of the framework—focussing on the framework topics that
have direct practical implications, i.e. theme Prepare Assessment (Section 2) to theme Perform
Cross-Assessment (Section 5).

The users applying the VASAFETY framework might come from different areas and have different
backgrounds and interests. An overview of users and stakeholders, provided in the draft framework
by Fahrenkrog et al., (2024), is shown in Figure 1.2.

The extent to which users rely on the instructions depends on their knowledge and experience.
Those who are not very familiar with prospective safety assessment by virtual simulation will get
useful insights, hints, and recommendations, while users with a lot of experience who already
employ good safety evaluation processes may deviate from this framework and continue with their
established processes. It is not mandatory to implement the instructions in every detail; this
deliverable should serve as a reference manual, supporting users’ efforts to get valid, trustworthy
results in their prospective virtual safety performance assessment. Even experienced users might
still discover beneficial information about applying the VASAFETY framework.
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Figure 1.2: Overview of stakeholders and user roles according to MS10 (Fahrenkrog et al., 2024).

Application of VASAFETY Framework

The framework in Figure 1.1 is presented in a logical, not chronological, sequence. Figure 1.3

shows the framework’s chronological execution. The framework’s four themes (Prepare

Assessment, Execute Simulation, Analyse Assessment, and Perform Cross-Assessment) are

covered in Sections 2-5 of this document. The figure’s four Vs mirror the project’s name.

Figure 1.3: Application of the VASAFETY Framework.

The assessment starts (magenta arrow) with the first topic in the Prepare Assessment theme,
Define Evaluation Scope. This step is crucial, since the decisions made here will affect all the other
topics. Once the evaluation scope is defined, the work continues with the topics Select Baseline
Approach, Prepare Data and Select Models. These three need to interact with each other, because
the are interdependent: the baseline approach needs to consider the available data and models,
while the data and models need to be analysed and prepared according to the selected baseline
approach. Therefore, there can be no strict order for working on the three topics. This theme
comprises the first “V” (green).
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The second “V” (teal) is the Execute Simulation theme, for both the baseline and treatment
scenarios. It is split into the topics “configure simulation” and “manage simulation”. In an ideal
process, these activities would be executed in chronological order only once. However, if issues
occur during the simulation, it might be necessary to repeat these steps. The “manage simulation”
topic includes the storage of the data.

The third “V” (blue) covers the analysis of the data and the documentation of the assessment. The
analysis of the simulation data is described in the topic Evaluate Safety Performance. The next
topics are Project Results, which consists of extrapolation over space and projection in time, and
CBA. These two are not mandatory; rather, they depend on the evaluation scope. Therefore, they
are displayed in light blue instead of the blue used for the mandatory topics. Further, these two
topics interact with the earlier steps (e.g., updating baseline for different years for projection in
time). Therefore, their boxes are extended in dotted light blue to the beginning of the assessment.

The documentation covers the entire process and needs to be written continuously during the
assessment. Hence, in the logical framework, Document Assessment is a cross-assessment topic.
While it can only be finalised at the end of the assessment when all results are available, its earlier
start and ubiquitous nature are symbolised by the light blue background colour. The documentation
covers the topic Conduct Validation & Verification as well as Project Results and Analyse
Cost//Benefit.

The final “V” of the VASAFETY application framework is the topic Conduct Validation & Verification,
which needs to be performed in parallel with the actual assessment. However, it is next to
Document Assessment, which is the key topic showing the credibility of the simulation-based
assessment.

A general note to the instruction: Points which are important are marked in document with A\,

V4SAFETY | Deliverable D2.1 | WP2 | Final 6



2.

2.1.

Prepare Assessment

This theme describes all the steps needed to prepare the virtual evaluation of the safety
measure under assessment. The four topics (Define Evaluation Scope, Select Baseline
Approach, Prepare Data, and Select Models) are methodology-oriented and interdependent.
The choices made here have strong implications for all subsequent steps.

Define Evaluation Scope

The evaluation scope should be defined very carefully, as it affects the entire assessment.
VASAFETY has developed a process to guide users through a comprehensive definition of the
evaluation scope.

Note that if the assessment objective involves varying safety measures, regions, conflict scenarios,
or exposures, it is recommended that a distinct use case be defined for each combination of
factors, each with its own evaluation scope. The results of the use cases can be aggregated in
Evaluate Safety Performance (see 4.1).

The process of defining the evaluation scope is broken into steps (see Figure 2.1). In the steps, the
users can either select from existing alternatives or describe the outcome in their own words. The
tasks within each step should be addressed together with the relevant stakeholders. Each step
serves a distinct purposes, which are:

1. To inform the stakeholder/user about potential implications of certain choices on the
evaluation scope. It is suggested to read through the entire process to support informed
decision-making.

2. To inform the user of all aspects of the evaluation scope, to ensure that it is well defined.
The steps below may not cover all possible aspects of an assessment; it is the
responsibility of the user to verify that all aspects of the intended scope are covered.

3. To document the evaluation scope in a clear, structured, and standardised way.

Another output of this process is the formulation of one or more questions to be asked, typically
called research or evaluation questions (depending on the domain and user). Usually, there is one
research or evaluation question for each metric in the evaluation scope. The questions frame each
aspect of the evaluation scope (sections 2.1.1.1-2.1.5.3) in a simplified format.

Examples of research or evaluation questions can be found in the end of this subsection. Further, a
template for the definition and documentation of the evaluation scope can be found in Appendix A.

i In general, for a prospective safety assessment, it is important that the safety measure is
evaluated for both positive and negative effects. Negative effects include false positive
interventions of an in-vehicle safety measure, behaviour adaptions by drivers like overtrust, and
infrastructure measures that actually cause road users to choose a more dangerous road type.
Potential positive and negative effects can be evaluated in the same assessment (e.g., by
simulating critical and non-critical scenarios'). Alternatively, one assessment could utilise data
consisting only of crashes, to identify the potential positive effects; another assessment (not

1 Scenarios can be explicitly defined or may occur randomly in generative approaches.
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2.1.1.

necessarily based on virtual simulation) could use a dataset containing normal driving situations to
evaluate possible negative effects.

Failure to cover both perspectives will lead to the safety effects being over-estimated (a focus on
positive effects) or under-estimated (a focus on negative effects). Therefore, scenarios (and their
parameters) should be chosen carefully, in line with the purpose of the assessment.

Figure 2.1 illustrates the steps that guide the definition of the evaluation scope: the order of the
steps should be followed. The collected information can be used to define the research//evaluation
question(s), which will highlight only the most relevant information.

Define the safety Define the general Define the

Define target region . .
and time (2 1 4) evaluation metrics
assessment (2.1.1) of results (2.1.3) o (2.1.5)

Step 1 — Safety measure Step 5 — Scenario Step 7 — Usage of the Step 9 — Evaluation Step 12 — Evaluation
category specification evaluation results region metrics definition

Step 2 — Safety measure Step 6 — Scenario Step 8 — Evaluation type © Step 10 — Evaluation Step 13 — Evaluation
operation identification point in time metrics feasibility

Define the relevant

measure under . urpose and usage
scenarios (2.1.2) purp 9

Step 3 — Safety measure Step 11 — Exposure Step 14 — Evaluation
specification changes metrics accuracy

Step 4 —Implementation
rate of safety measure

Step 5 — Scenario
specification

Template to collect information
- Appendix A1

Research / Evaluation question (2.1.6)

Figure 2.1: Structure of the steps for the definition of the evaluation scope.

/v Tasks of this topic shall be discussed with your stakeholders or work with them
together to ensure that the assessment meets their requirements.

Define the safety measure under assessment

A safety measure is intended to enhance the safety of road users. It can be present in the baseline
simulation (e.g., adding anti-lock braking or automated emergency braking systems to all baseline
vehicles, assuming such systems will be in all future vehicles), or they may only be added for the
treatment simulation (when they are the focus of the assessment). In this chapter, only the
(treatment) safety measure is specified in detail, since it is the measure under evaluation; safety
measures included in the baseline are not covered. Nonetheless, all safety measures must be
properly documented, and represented in the simulation with sufficient detail to enable an
assessment at the desired level of precision. This chapter further specifies the (treatment) safety
measure.

One example: Assessing the effect of an Adaptive Cruise Control (ACC) system (safety measure)
based on today’s traffic situation calls for considering the current penetration rate of Autonomous
Emergency Brake (AEB) systems as a baseline safety measure, since both measures address a

similar conflict type (rear-end conflict).
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2.1.1.1. Step 1. Safety measure category
The first task in this chapter is intended to help the user with the classification of the safety
measure under evaluation. In general, safety measures can be implemented in vehicles or road
infrastructure, or they can address the behaviour of road users (e.g., regulations//legislation). A
vehicle and infrastructure safety measure can be described as: a direct, pre-crash effect (e.g.,
autonomous intervention of a vehicle, railway crossing gate), an indirect, pre-crash effect (e.qg.,
influencing driver behaviour with a warning), or a direct in-crash effect.

Task:

Determine the safety measure category from the alternatives in the list below. If the safety measure
can be assigned to more than one category, consider splitting it and creating a distinct evaluation
scope for each. For instance, an intervening Vehicle-to-Everything (V2X) safety measure can be
split into Vehicle-to-Vehicle and Vehicle-to-Infrastructure measures. The first one is a direct vehicle
safety measure, whereas the second one is a direct infrastructure measure.

Alternatives:
1. Vehicle safety measure:
a. direct effect (i.e., influencing the movement or status of the vehicle directly, by activating
AEB, for example)
b. influencing driver behaviour (e.g., issuing a warning to the driver with the Forward Collision
Warning system (FCW))
c. in-crash-related measure (e.g., deploying airbag)

2. Infrastructure safety measure:
a. direct effect (i.e., influencing the movement or status of the vehicle, by replacing a signal or
priority-controlled intersection with a roundabout, for example)
b. influencing driver behaviour (e.g., providing warning signs)
c. in-crash-related measure (e.g., providing crash barriers)

3. Behavioural safety measure (only if not vehicle or infrastructure):
a. affects only the ego road user (e.g., lower speed limits in built-up areas for car collisions
with pedestrians)
b. affects several road users (e.g., forbidding use of smartphones in road traffic or alcohol in
public)

The step implicitly defines the simulation models that should be focus for the simulation in the
assessment of the safety measure. Therefore, the selections in this step affect the choices in 2.4,
Select Models.

Changes of all categories of safety measures might be the consequence of regulatory/legal
aspects. An infrastructure- or vehicle-related safety measure can become mandatory. A change in
traffic law (e.g., reduced speed limit) will cause a behavioural change. At this point, it needs to be
noted that regulatory and legal aspects are not the only reason for the introduction of certain safety
measures. However, if they are the reason, they will lead to a rapid change in the penetration rate
of the safety measure.

Safety measures can belong to multiple categories. For example, informing safety measures like a
roadside speed display may be classified as either vehicle or infrastructure devices. However, their
primary effect is a behavioural change (lowering the driver's speed) due to the infrastructure safety
measure. Therefore, the infrastructure safety measure and the resulting behavioural changes
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2.1.1.3.

should be the focus of the simulation. In conclusion, if a safety measure belongs to multiple
categories, then the category selection depends on the most relevant effect for the simulation.

Additional information about this step is available in Appendix A2.

Step 2. Safety measure operation

Defining the safety measure operation is important for determining the simulation duration and
complexity. In general, a distinction can be made between safety measures that engage only for
short time periods (intermittent) and those that engage in longer time periods (continuous).
Intermittent measures only operate in critical situations such as AEB, Lane Departure Warning, or
rumble strips—or they have a limited effect (e.g., speed bumps). Safety measures with a
continuous operation are, for example, ACC, speed limit/section control, or high friction wearing
course.

Task:
Select one of the alternatives below.

Alternatives:
1. Intermittent operation
2. Continuous operation

The selection made in this step determines which baseline approaches can be selected for the
assessment (see 2.2, Select Baseline Approach). This step impacts the models required; for
example, continuous safety measures need more than simple driver reaction models, and warning
safety measure cannot be assessed with regular traffic flow models. It also affects evaluation
activities (Section 4), including projection or scaling up, as the frequency of scenario changes may
need to be considered.

Additional information about this step is available in Appendix A2.

Step 3. Safety measure specification

The specification of a safety measure is crucial for its implementation in the simulation. The
required level of detail for modelling the safety measure should align with the purpose of the
assessment. If a basic concept (i.e., a generic idea about a safety measure that is not yet
implemented) is to be assessed, less detail is needed compared to the validation of a specific,
existing implementation.

Task:

Determine if the safety measure is clearly defined in terms of its function, design limitations, and
intended effects. Document all the aspects in such a way that the information can be used to select
relevant data sources, identify relevant scenarios, and select the proper models for the evaluation
framework.

This step mainly affects the modelling of the safety measure in the treatment simulation (2.4). The
information gathered in this step also affects baseline selection and data preparation (2.2 and 2.3,
respectively).

If the level of available information matches the required information level, the evaluation scope

can be set, and the preparation of the assessment can be continued. On the other hand, when the
available information about the safety measure is not sufficient (e.g., if there is uncertainty about a
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safety measure’s threshold relative to driven velocity), additional steps are required before starting
the assessment. These steps may involve contacting the initial information providers for more
details or filling the gaps with reasonable assumptions. Any assumptions made and their potential
implications must be documented transparently.

Additional information about this step is available in Appendix A2.

Step 4. Implementation rate of safety measure

The last item in this chapter deals with the implementation rate of the safety measure. The
implementation rate is either the rate of simulated traffic with an active safety measure (i.e. safety
measure is installed in the vehicle and actively operating) compared to the overall traffic or the
degree of implementation of an active infrastructure measure. Moreover, while behavioural safety
measures resulting from legislation/regulation changes are covered by the implementation rate, the
rate changes from 0% to 100% as the law goes into effect. Note that “” is also called “penetration
rate”.

Task:

Determine and document every safety measure implementation rate for which the safety measure
should be assessed. It is also important to understand whether the simulation requires the
consideration of the implementation rate. Guidelines for making this decision are:

Table 2.1: Criteria for deciding whether to consider the implementation rate in the simulation.

The implementation rate should be considered in The implementation rate does not need to be
the simulation considered in the simulation

The simulation is conducted with surrounding traffic The simulated conflicts consist only of two road users
The evaluation mentions a target year or target Only the direct effect in certain conflict types is to be
implementation rate investigated

Note that Table 2.1 contains only guidelines, which may not always apply.

Task:
Determine how the simulation should consider the implementation rate (if necessary). Select an
alternative from the list below.

Alternatives:
1. Implementation rate is covered directly by the simulation
2. Implementation rate is covered indirectly by multiple simulations

The information gathered in this step mainly affects the modelling of the safety measure in the
treatment simulation (Select Model, 2.4) and also affects the topics in Section 3. For Configure
Simulation (3.1), it should be ensured that the penetration rate is reached in the simulation.
Because simulations in which the implementation rate is considered can be much more resource-
intensive, it must be checked whether the needed resources are available. If they are not, the
simulation strategy needs to be adapted. The answer to this question also affects the projection of
the results (4.2)—if it is to be performed.

Regardless of the implementation rate approach for the host vehicle (i.e., vehicle which is equipped
in the treatment with the safety measure under assessment), the other road users can be equipped
with baseline safety measures, each requiring an implementation rate. If their rates are defined, the
next steps are obvious. However, if the implementation rates for the baseline safety measures are
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2.1.2.1.

not defined, there are three alternatives. Alternative one is to consider no baseline safety
measures. The second alternative is to consider current real-world implementation rates, which
provide a realistic picture, without future predictions. A third option is to consider the baseline
safety measure in all vehicles; this option is particularly relevant for long-term assessments, when
all vehicles are equipped with the (recently mandated) safety measures. The implementation rate
that is ultimately chosen should be discussed with the stakeholders. The rationale for the selected
rate must be documented.

Additional information about this step is available in Appendix A2.

Define the relevant scenarios

The effect of individual safety measures on road traffic is described by dividing traffic into individual
scenarios. However, not all scenarios are addressed by the safety measure under assessment. For
example, if the safety measure only affects intersection scenarios, the testing of highway scenarios
is not meaningful. On the other hand, there is also the risk of failing to identify scenarios addressed
by the safety measure, leading to a bias in the estimated effectiveness. Thus, it is important that all
relevant scenarios be accurately identified. After completion of this step, a list of all relevant
scenarios and/or scenario categories (i.e., scenarios addressed by the safety measure which share
common characteristics) should be made available.

Step 5. Scenario specification

The scenario specification covers the case conditions that are necessary for selecting a suitable
sample of cases. These conditions are the type of road user(s) addressed by the safety measure,
the host of the safety measure, and the participant constellation. Additional infrastructure and
environmental conditions may narrow the selection further.

Task:
Determine the type of road user(s) addressed by the safety measure?. Select involved user(s) from
the list below.

Alternatives:

Pedestrians

Mobility scooters
E-scooters

Bicycles

Motorcycles
Passenger cars
Commercial vehicles
Others

© N Ok ®DNE

/v It should be decided whether occupants should be considered or not (see section 2.4.1;
dedicated cluster for vehicle occupants).

Safety measures that aim to protect Vulnerable Road Users (VRU) such as pedestrians, bicyclists,
and e-scooter riders must use models that accurately describe VRU behaviour. Unlike vehicles,
VRUs do not necessarily comply with structured infrastructure; for example, pedestrians may

2 Please note that in VASAFETY we consider safety measures from the perspective of motorised vehicles.
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jaywalk. In general, the behaviour of VRUs is less predictable than that of vehicles, so the models
are more complex, leading to their lower availability. In contrast, models describing the general
behaviour of vehicles (and their occupants) are more readily available, since vehicle movements
usually align with the provided infrastructure. Less uncertainty in their path selection means that
the models can be less complex: a description of the infrastructure may constrain the expected
movement of the vehicles.

Task:
Determine the type of road user that hosts the safety measure and select it from the list below.

Alternatives:
1. Passenger car
2. Motorcycle
3. Truck/bus
4. Infrastructure
5. Other, please specify!

The selection made in this step affects the requirements for baseline generation, data preparation,
and model selection and specification (2.2, 2.3, and 2.4, respectively). Make sure that it does not
contradict the decisions made in these chapters and, if necessary, negotiate with your stakeholders
to reach consensus. For example, while passenger cars and motorcycles may host similar safety
measures, due to different driving dynamics the measures’ implementations can differ vastly.

Task:
Determine whether the safety measure considers specific road participant constellations. If so,
document them.

The level of detail of the constellation description(s) may influence the selection of relevant
scenarios as well as models. Thus, the level of detail chosen should be able to identify all relevant
scenarios.

Analyse possible movement patterns relevant for the safety measure. For complex operational
domains (e.g., all possible intersection constellations), the movement patterns should be
investigated systematically (Op den Camp et al., 2015).

Task:
Investigate whether the safety measure limitations outlined in 2.1.1 result in specific infrastructure
or environmental conditions that need further examination.

Check whether the safety measure is only active in certain conditions, so that the appropriate
scenarios can be specified: if the measure is only active on highways, for example, only relevant
highway scenarios need to be investigated. However, there may be a need to ensure that the
measure cannot be activated on other types of roads—or, if it can, that there are no negative side
effects. Investigate whether it is worth splitting scenarios according to different conditions, which
can make sense if the safety measure is likely to show significantly different behaviour depending
on the condition.

The specification of the relevant scenarios is mainly influenced by the definition of the safety
measure (2.1.1) and the general purpose (2.1.3). Thus, the level of detail of both descriptions plays
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2.1.3.

2.1.3.1.

an important role. In addition, there is a interplay with the available data sources, data preparation
(2.3), and model selection (2.4).

Step 6. Scenario identification

After the specification of individual scenario elements, it is helpful to determine if your scenario
selection fits existing classification schemes (e.g., Najm et al., 2007, Najm et al., (2013), or GDV
2016). A scheme aims to capture the constellation and interaction between the participants
involved in the scenario. Use of an existing scheme will simplify the communication for scenario
selection.

Task:

Determine if a classification scheme for relevant scenarios is available and if your scenario
configuration(s) is aligned with one or more of its options. The information gathered in this step
affects data selection and preparation (2.3) and, indirectly, baseline approach selection (2.2).

If the relevant scenarios are described in a scheme with the desired level of detail and aligned with
the safety measure, make a reference to the scheme and describe selected scenarios from the
scheme. If such a scheme is not available, document the scenarios in sufficient detail that a user
can reproduce their identification and selection.

Additional information about this step is available in Appendix A2.

Define the general purpose and usage of results

The purpose of the assessment should be clearly described, not only to avoid misunderstandings
about the validity of the results, but also to explain the intended usage and communication of the
results. The question of whether the results are used for either internal (i.e., within an organisation)
or external purposes is addressed below.

Step 7. Usage of the evaluation results

The results of an evaluation can be used in different ways. It is important to clarify early how the
results are going to be communicated (i.e., in the evaluation scope). Internal usage means that the
results are only shared and communicated within the organisation or consortium that conducts the
assessment. External usage means that the results will be shared with third parties. This distinction
is important because certain limitations on data, methods, and models may be accepted when
assessment results are intended for internal use only, but not when shared externally.

Task:
Determine the usage of the evaluation results. Select an alternative from the list below.

Alternatives:
1. Internal usage/communication only
2. External usage/communication only
3. Internal & external usage/communication

The decision in this step mainly has implications for the language, notation, and amount of

additional information in the documentation of the assessment (5.2). Some aspects that may be
easily understood within an organisation might need to be explained in further detail if the results
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are shared externally. Additionally, if the results are only used within the organisations that
conducted the assessment, the requirements for validation and verification (5.1) might differ
compared to the case of an assessment with stakeholders, since certain aspects might be well
known in the organisation (e.g., quality of simulation models).

If the evaluation is for internal use, it can use internal notation, categorisations, and
abbreviations—although this practice is not recommended. Further, internal stakeholders of the
evaluation may accept limitations related to data selection and agree on the level of detail for the
models used in the framework; these decisions influence the validation and verification needs. For
evaluations intended for external distribution, compliance with industry standards and external
reporting requirements (e.g., ISO/TS 21934-2 2024) is essential, and more comprehensive
explanations of terms and methods may be required for transparency. The evaluation may also
need to include independent reviews or audits to enhance credibility.

When evaluation results are intended for both internal and external usage, the documentation
should balance technical detail and general comprehensibility. The language used should be clear
enough for external stakeholders, while maintaining useful internal terms. This dual-purpose
approach may require multiple revisions to meet both internal decision-making needs and external
disclosure or compliance obligations. Alternatively, separate reports can be created for internal and
external usage, although updates will require revisions of both documents.

Step 8. Evaluation type

Safety measure development comprises different stages. A safety concept is a generic idea about
a measure that is not yet available. A safety measure is ready to be introduced or has already been
introduced to the market. A safety measure with optimised parameters is a variant of an existing
safety measure. Each development stage may call for a different type of evaluation.

Task:
Determine the evaluation type. Select one of the three alternatives from the list below.

Alternatives:
1. Safety concept evaluation
2. Safety measure validation
3. Safety measure parameter optimisation

This step is critical for determining the selection criteria and fidelity of the data (2.3) and models
(2.4), which serve as the fundamental elements of simulation-based effectiveness assessment.
Furthermore, the decision made here will affect the validation and verification of the models and
the complete assessment framework (5.1).

For the first alternative, the requirement that the framework results represent the real world might
be substantially less stringent than for a product validation (the second alternative). Stakeholders
may well decide on a less accurate level of representation, especially if the results are only for
internal communication. On the other hand, for external communication it is necessary to document
the level of validation and verification on model and safety-measure levels.

The use of highly idealised, low-confidence, or poorly defined models for safety measure validation
is generally unacceptable. Thorough modelling and a description of limitations are both essential,
because the consequence of incorrect or inaccurate predictions can include serious harm to end
users, potentially resulting in life-threatening situations or injuries. This possibility raises not only
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ethical concerns, but also legal and reputational ones. Validation processes must therefore include
high-fidelity models that rigorously simulate real-world conditions and have been subjected to
extensive testing to verify their accuracy and reliability.

The optimisation of safety measure parameters, the third alternative, may require the same
stringent requirements regarding model confidence that safety measure validation does; it must be
ensured that the results of an optimisation evaluation are sufficiently reliable that decision-making
based on the results does not degrade the current level of safety.

Define target region and time

The results of the evaluation should represent a specified region (i.e., country or federation of
countries) or, in the context of an infrastructure measure, a network within a region at a given point
in time. In the following, the term “region” is used for both region and network. Thus, the
descriptions of regions apply equally to networks—that is, to infrastructure safety measures. If the
point in time lies some years in the future, assumptions may be formulated, to describe, to the best
of our knowledge, how future road traffic conditions may deviate from the current conditions for the
specified region. All these aspects need to be clearly formulated to enable the selection of
appropriate data sources and to define the most suitable methods for making projections in space
and time.

Step 9. Evaluation region

The evaluation region will set the requirements for the data sources. If data from the specific region
are directly accessible, they need to be checked to determine if they are representative of the
whole region. Steps might be necessary to weight the data to reduce bias.

If data for the specific region are not accessible, they might be replaced with data from a sub-
region or other region with similar characteristics (see 4.2). Weighting the data sample to match the
region of interest is most often necessary with this approach, although it might not be possible to
completely compensate for remaining bias. This situation should be documented as a limitation.

If there are no data and no suitable substitute for a specific region, one may use data synthetically
generated (based on assumptions). All assumptions should be documented so that the data
generation can be replicated.

More information about data sources for baseline generation can be found in deliverable D4.1
(Sander et al., 2024). For extrapolation methods, please refer to deliverable D2.2 (Fahrenkrog et
al., 2025).

Task:

Determine the evaluation region, such as country, a specific part of the country or a specific type of
infrastructure, a geographical or political region, or a continent. Document a description of the
target region.

The definition of the evaluation region is crucial for the data selection (2.3) and the projection of
evaluation results (4.2).

In general, in-depth data are necessary to derive relevant distributions for test case generation or
direct transformation into test cases. The in-depth data may come from sources such as in-depth
crash studies, naturalistic driving studies, fleet data collection, or scenario databases (which in turn
are based on one, or a combination, of the beforementioned data sources). National statistics of
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countries or regions can usually be used to estimate, and correct (as far as possible) for, the bias
of in-depth data collections. More information about data sources can be found in deliverable D4.1
(see Sander et al., 2024).

Step 10. Evaluation point in time

The evaluation point in time is an important aspect in the definition of the evaluation scope, as its
definition affects data selection and may result in the need for further models to predict future road
traffic conditions. In general, the point in time can be a distinct time or a time span, most often a
year. The selected date(s) may relate to other definitions of the scope, such as the penetration rate
of a safety solution. Also, “what if” conditions might be of interest: “What would be the effect of the
safety measure XY if all vehicles (or a specific percentage) at the current point in time were
equipped with it?” Though this situation is unlikely, it might be relevant to estimate the best
possible effect (an upper boundary of what is achievable). The consideration of a time span is
appropriate when the changes of the effect(s) over time are of interest. Further, stepwise
integration of the effectiveness results is necessary if the aggregated effects over time are of
interest. To ensure a realistic assessment, the baseline safety measure implementation rate should
generally match that of the safety measure being evaluated at the given point in time.

Task:
Determine the point(s) in time for which the results of the assessment are of interest. Select an
alternative from the list below and document the corresponding time(s).

Alternative:
1. Currenttime
2. Future point in time
3. Past point in time (specifically used for validation)
4. From one specific point in time to a subsequent point in time (time range)

This step mainly affects the requirements for data selection and preparation (2.3) and projection of
the results (4.2).

Even if the evaluation point in time corresponds to the current time, it might be necessary to project
crash data collected over a specific period of time to the current time. Therefore, the current time
should be defined.

If the evaluation point in time is somewhere in the future, it should be defined. However, one
should consider that the farther away in the future the point in time is set, the more uncertain are
the model-based predictions about the road traffic-related changes that will have happened by this
point in time.

An evaluation point in time in the past is not the most obvious choice for a predictive assessment
using virtual simulation. However, if the main objective is the comparison of results from
prospective and retrospective assessments, then a past point in time makes sense. The point in
time should be chosen to adequately represent the data sample on which the retrospective
assessment is based.

The evaluation may also span a specific period of time, which may require the evaluation of effects

for several points in time to assess the changes over time or the aggregation of effects over the
specified time period. In addition to the start and end points of the evaluation, the step size should
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also be specified. If at least one point in time is lying in the future, the step size is dependent on the
resolution of the available data and on the model(s) for projection.

Step 11. Exposure changes

Traffic-related exposure parameters, for example the share of transportation mode, may vary over
time for road users, vehicle population (and composition) and environmental aspects. Additionally,
the interactions between categories can be treated as categories themselves, leading to six
categories:

Road user mainly covers the demographic aspects such as age and gender, as well as risk-taking
behaviour and compliance with rules. Additionally, the need to travel for work or shopping and
personal behaviours such as helmet usage are anchored in this category. The state of the road
user in traffic might also be covered—for example, a change in level of awareness due to
intoxication, medication, or medical conditions.

Vehicle covers properties of current and/or future motorised and non-motorised wheeled road
traffic vehicles such as type, mass, extensions, propulsion, and purpose. Also, vehicle safety
measures that are not in the focus of the evaluation fall into this category.

Environment covers aspects such as the environment type (e.g., urban, rural), road type,
population characteristics (e.g., density, size), and weather and lighting conditions.

The interaction road user-vehicle covers haptic, visual, and auditory exchanges between the
vehicle and the occupants inside, as well as between surrounding (external) road users. The
exchanges can be through safety measures (information, warnings), interactions between road
participants, vehicle handling training, and more. Traffic density and traffic management systems
might be also addressed in this category if the leads to an interaction with the road user. This
category also covers physical boundaries, such as number of parking spaces.

The interaction road user-environment covers aspects such as the type of road traffic participation,
utilisation of road layout, and any (physical) separation between different traffic modes.

Finally, the interaction vehicle-environment covers those aspects that specifically regard the
integration of the vehicle in the environment, such as the geometric design of the road, the
coefficient of friction of the road-tyre interface, and speed adaptation measures related to the
kinematics of vehicles, such as speed bumps and roundabouts.

Task:

Determine the exposure changes that should be considered in the assessment and document
them. Use the categories below to structure the exposure changes. Formulate any changes that
should be indicated by the baseline.

a) No exposure change

b) Road user-related exposure change(s)

c) Vehicle-related exposure change(s)

d) Environment-related exposure change(s)

e) Road user-vehicle-related exposure change(s)

f) Road user-environment-related exposure change(s)
g) Vehicle-environment-related exposure change(s)
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This task is most relevant if the evaluation point in time from step 10 (2.1.4.2) was set to a point in
the future. The consequences of the exposure changes should be addressed when the results are
projected in time (4.2.1) and extrapolated over a region of space (4.2.2).

Even if there is no exposure change, the data utilised for the test-scenario generation might need
to be weighted to represent a specific point in time (2.1.4.2).

Several road user-related exposure changes are known, such as the aging population or helmet
usage. These changes also apply to correlations, such as age and medical condition. Other
aspects, such as future need for travel or the choice of transport mode, may depend on many other
conditions that are not easily predictable.

Vehicle-related exposure changes usually happen incrementally and are not disruptive. As a result,
these changes can be modelled using historic data.

Some environment-related exposure changes happen faster than others, for example building a
new road compared to an aging society.

Road user-vehicle-related exposure changes are commonly seen, due to changes in the ways
individual drivers interact with their vehicle. For example, drivers change the way they interact with
driver assistant systems as they adapt to them.

Some road user-environment-related exposure changes are well studied, such as changes to
transportation modes (Schepers & Heinen, 2013; Das S, Boruah A, Banerjee A, Raoniar R, &
Nama S, 2021) and separation of mixed traffic (van Petegem JH, Schepers P, & Wijlhuisen GJ,
2021). However, the application of theoretical concepts is very varied from one municipality or
region to the other.

Vehicle-environment-related exposure changes due to speed adaptation measures have been
studied for decades, and the effects are well understood (de Craen S, Twisk DAM, Hagenzieker
MP, Elffers H & Brookhuis KA, 2008; Lai F, Carsten O & Tate F, 2012). However, changes in
vehicle design and environmental conditions may counteract the intended effects. For example, in
general battery-electric vehicles have much higher acceleration capabilities, changing the choices
drivers make about their interactions with other road users. Additionally, increased road friction
might be counteracted by exposure to more extreme weather conditions.

Define the evaluation metrics

The evaluation metrics are used to quantify the safety performance of the safety measures under
assessment. They need to be defined within the evaluation scope, considering the previous steps.
The metrics should also be mentioned in the assessment’s evaluation/research questions (Wimmer
et al., 2023). The metrics may be computed directly from the baseline and treatment simulation
results (e.g., the presence/absence of a crash) or may require further post-processing (e.g., the delta-
v or the level of a certain injury). The user should ensure that the evaluation metrics are available
from the simulation results or can be feasibly calculated through post-processing.

First, the user should differentiate between the measured evaluation metrics, which can be actual
values from the simulation results, and the comparison evaluation metrics, which are created from
the comparison of measured metrics in both baseline and treatment simulation results. For example,
the collision speed is a measured metric that can be obtained from a simulation result; however, the
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comparison evaluation metric will be the change or % reduction of the collision speed (depending
whether the metric is expressed as absolute value or as %). It is recommended to not only present
summary metrics (e.g., means or medians), but also to describe the shapes of the resulting
distributions (e.g., the delta-vs for baseline and treatment, and their difference). Additionally, the user
should ensure that the evaluation metric selected is independent of the safety measure under
assessment, to allow for possible comparisons of different safety measures on the safety
performance.

Next, the evaluation metric should be appropriate for the assessment, so that what is quantified is
representative of the study. For example, a user may choose not to select the change in collision
speed as an evaluation metric if the avoidance rate of a safety measure is the focus. Conversely, if
safety as defined by the World Health Organisation (WHO) is what should be assessed according to
the evaluation scope, then avoidance rate and property-damage-only (PDO) and low-severity
crashes should not be part of the assessment. However, such evaluation metrics may be selected
when the assessment aims to evaluate the speed-reduction potential of a safety measure.

Another aspect to be considered is whether the user plans to perform a CBA. In this case, the user
should consider the evaluation metric used to quantify the safety performance of the safety measure
under assessment. This metric will be further used to quantify the CBA.

Finally, when conducting a study, whether a single evaluation metric is sufficient or a set of metrics
is needed depends on the evaluation question(s) defined in the evaluation scope.

Step 12. Evaluation metrics definition

This step aims to support the user in understanding the different types of metrics that can be
considered for the assessment, and their implications for subsequent parts of the VASAFETY
framework that may be needed to obtain them, such as Execute Simulation (Section 3) and Analyse
Assessment (Section 4).

Task:
Select the evaluation metrics and document them.
It may help to use the following categories to structure the metrics.

a) Safety criticality-based metrics measured before a critical situation, near-crash, or crash
(e.g., time-to-collision: TTC)

b) Crash parameter-based metrics measured at crash occurrence (e.g., crash
occurred/avoided)

¢) In-crash vehicle-related metrics measured as consequence of a crash (e.g., delta-v of
vehicle)

d) In-crash infrastructure-related metrics measured as consequence of a crash (e.g., energy
absorption of barrier)

e) In-crash injury-related metrics measured as consequence of a crash (e.g., occupant Head
Injury Criterion: HIC)

The evaluation metrics determine if specific models should be considered for the framework (2.4). In
general, the output of the simulation and the post-processing should match the evaluation metrics

(4.1, 4.2, and 4.3).

As mentioned earlier, it is possible that multiple evaluation metrics for a study are identified, based
on the evaluation questions(s) defined. For example, a study addressing the potential of an AEB
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2.1.5.3.

system might evaluate the crash-potential reduction as well as the human-injury reduction; thus
metrics from both categories a) and e) would be required.

Additional information about this step is available in Appendix A2.

Step 13. Evaluation metrics feasibility
First, the input data will determine which type of information is available from the data sources used.
Second, the user will have to check which type of information can be obtained from the simulation of
the baseline results. As mentioned in 2.1.5.1, post-processing and additional data may be needed
to obtain the desired evaluation metrics.

At this point, a distinction can be made between the evaluation metrics which can be computed from
the simulation results and those which require further post-processing or additional data.

Task:
Match each intended evaluation metric with one of the alternatives: the metric is an output of the
simulation, it can be computed with further post-processing, or it cannot be derived.

Alternatives:
1. Metrics can be derived from simulation results,
2. Metrics can be derived from post-processing steps,
3. Metrics cannot be derived.

It is important that all specified evaluation metrics can be derived during the analysis of the
assessment (4.1, 4.2, and 4.3). If it is foreseen that some metrics require post-processing, the in
simulation used data (2.3) and models (2.4) need to be able to provide the required information. If
some metrics can be derived neither from the simulation results nor from post-processing, the metrics
should be excluded as agreed with the stakeholders; alternatively, previous steps should be adapted
to enable the metrics.

It might become clear during the evaluation process that one or more desired evaluation metrics are
not feasible due to data or model limitations. The consequence might be an adaption of the
corresponding research question or general scope of the assessment.

Step 14. Evaluation metrics accuracy

Due to the inherent variability of the data, evaluation metrics may be computed with confidence
intervals, which express accuracy around an estimated value. This will allow to make more precise
interpretation of the results.

Additionally, especially in the case where post-processing steps are required to determine the
evaluation metrics, assumptions may be made which can influence the accuracy of the determined
evaluation metrics.

Task:
Determine whether the evaluation metric(s) require a certain accuracy (where accuracy is the
acceptable tolerance with respect to a reference value). Document any such requirements.

Specific accuracy requirements for metrics will affect the data selection (2.3) and model selection

(2.4); they may also affect the management of the simulation (3.2) by, for example, defining a stop
criteria for the sampling of parameters for scenario generation. Further, the accuracy of the
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determined evaluation metrics will have a direct relation to the topics in Analyse Assessment (Section
4), as they will represent the results of the analysis.

Formulate research/evaluation questions

The research/evaluation question summarises the most relevant aspects (including at least the
safety measure under assessment, implementation rate, addressed scenario, metric, and target
region) of the evaluation scope in one sentence. Even though not all aspects of the evaluation
scope are covered, the research question provides essential information about the objective of the
assessment in an abbreviated form. As mentioned in the introduction to this section, a
research/evaluation question usually covers one evaluation metric.

According to Alvarez et al., (2017), the criteria for the construction of a research question in the
context of prospective safety performance assessment by simulation are:
Motivation: Who wants a response to the question, and for what purpose? Is it a matter of
estimating the safety benefits of a safety measure, of doing a benchmark comparison of
the safety benefits of different safety measures, or of searching for the best parameters for
triggering a safety measure.
Effect: The safety effect needs to be quantified by a metric. How is the effect measured?
Safety measure: What is the type of safety measure (or package of measures) being
evaluated?
Safety measure: What is the type of technology behind the safety measure to be
evaluated?
Scenario: Description of the situations that are being addressed: e.g., manoeuvre type,
accident type, road users, road type, geographic region and specific network analysed, etc.
Time horizon of prediction: What is the time horizon being considered—short-term, mid-
term, long-term?

Examples of research/evaluation questions (Alvarez et al., 2017):
How many lives could be saved if x% of the fleet is equipped with the y safety package
compared to a baseline fleet?
How many injuries of Abbreviated Injury Scale (AIS) “i” or Injury Severity Score (ISS) “”
could be mitigated if x% of the fleet is equipped with the y safety package compared to a
baseline fleet?
What is the reduction in the risk of being fatally injured if x% of the fleet is equipped with
the y safety package compared to a baseline fleet?
What is the reduction in the risk of incurring an injury of AIS level “” or ISS level *j” if x% of
the fleet is equipped with the y safety package compared to a baseline fleet over n years?

2.1.7. Document

A Appendix A1 summarises all aspects of 2.1 that should be documented for the definition of
the evaluation scope.
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Select Baseline Approach

This subsection provides guidance for selecting the most appropriate baseline approach for a
prospective safety assessment. First, it needs to be understood that most often more than one
baseline approach (see Terms and definitions) may be suitable for answering the evaluation
guestion. However, there is usually one that has more advantages (and/or fewer limitations) and
will better align with the available data and models for the assessment compared to the others.

Background information on baseline approaches

Various baseline approaches can be distinguished. The different approaches are outlined to make
it easier to comprehend and compare different assessments. The baseline approaches were first
described by Wimmer et al. (2023) and ISO/TS 21934-2 (2024) and were later refined by
VASAFETY (see Fahrenkrog et al., 2024). Using the evaluation scope as input, each baseline
approach also sets requirements for the assessment in terms of data, models, configuration of the
simulations, evaluation of the safety performance, and V&V—as well as limitations arising from the
other topics. Therefore, the selection of the baseline approach should always include a
consideration of these topics in addition to the evaluation scope.

An overview of the different possible baseline approaches is given in Figure 2.2.

1. Selection of main baseline approach:

A B

Original cases w/o. Original cases with
modification modification

2. Case generation process:

0:Case Cloning

ERED — TR

e.g., + System

3. Case instantiation process:

Figure 2.2: Overview of VASAFETY Baseline Approach® and the possible combinations (A: simulation of original cases
without modification; B: simulation of original cases with modification; C: simulation of synthetically generated
cases; 0: Case Cloning, 1: Case Aggregation; 2: Case Generation; P: Pre-simulation instantiation; I: In simulation

instantiation)

The selection process has three sequential steps. The first step is the selection of the main
baseline approach. In the second step the case-generation process is selected. Although there are
many theoretical combinations, only one or two are actually feasible for the main baseline

3 Note: the focus is on the typical solutions, so theoretically feasible options with low relevance in practice (like B1P & B1l)
are not shown.
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approach. In the third and last step, the case instantiation process is selected”. The different steps
are detailed in the following paragraphs. Each step is summarized by figure (Figure 2.3 to 2.5).

VASAFETY refined the three different main baseline approaches (see Fahrenkrog et al., 2024),
depicted in Figure 2.3 and explained here.

A) Simulation of original cases without modification: cases that are replicated without
modifications, typically obtained from recorded or reconstructed real-world scenarios (e.g.,
re-simulation of a historical crash case).

B) Simulation of original cases with modification: modification of a recorded or reconstructed
real-world case. Two possible motives for doing so are: to increase assessment
robustness (e.g., widening the scenario space by sampling from a distribution around a
certain value instead of merely considering the value) and to update the cases to present
or future circumstances. As an example, crash cases could be expanded to include a wider
diversity of parameters.

C) Simulation of synthetically generated cases: these cases are not directly linked to any real-
world cases. However, it should be noted that in this context “synthetic” does not mean
randomly generated. The cases’ reflection of the real world is established via the scenario
mechanisms that are used to generate the cases. The mechanisms, based on parameter
distributions from real-world data, are used to sample test scenarios or to characterise in-
simulation computational models (typically of human behaviour).

Baseline A Baseline B
Simulation of Simulation of
original cases w/o. original cases with

modification modification

Figure 2.3: VASAFETY main baseline approaches.

Baseline Approach C offers the most flexibility, and, in general, might be applicable for most
evaluations. However, the flexibility of the approach imposes higher demands on the models and
carries the risk of oversimplification and introduced errors. Oversimplification can be the result of
using too few parameters, while errors could be introduced if the wrong driver behaviour model is
used; if the reaction time in the baseline is too optimistic or conservative, the safety performance in
the baseline could be over- or under-estimated.

On the other hand, Baseline Approach A might have limited application, since it strongly depends
on the availability and number of real-world situations. Simulations with this approach are typically
easier to conduct since they have lower requirements for the models. Baseline Approach B is
between A and C; it requires more assumptions (e.g., in terms of modelling) than for A, but fewer
than for C. It offers higher flexibility than A, but it is still tied to the original cases.

4 Note: it is often necessary to perform the selection process iteratively, or even in parallel, to assess different possibilities
(for example, to compare different approaches with respect to feasibility and robustness, for model selection or data
availability).
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Figure 2.4: VASAFETY case generation process.

The baseline approaches are further divided into different case-generation processes and case-
instantiation processes. The options for the case-generation process (see Figure 2.4) are:

0) Case cloning: the number of original cases is equal to the number of simulated cases. The
cases themselves can be changed (e.g., Approach B, if the cases are modified to fit
current or future scenarios), but the number of simulated cases does not change.

1) Case aggregation: fewer cases are simulated compared to the initial cases available that
are used for describing the scenario mechanisms. These fewer cases shall be
representative of the initial cases, based on an explainable criterion. Hence, performing a
clustering of cases is one example of this approach. With respect to C1 (Baseline
Approach C combined with case aggregation), it might be hard to judge whether the
number of cases is reduced, as a parameter distribution can produce an infinite number of
cases. The number of original cases is in particularly unknown if the underlying distribution
for the sampling was derived by someone other than the person conducting the
assessment. If only a very low number of cases can be simulated (due to technical
demands and/or resource limitations), then case aggregation is a reasonable approach.
However, this approach is not often used for a safety measure that acts prior to a collision.
It should also be noted that the baseline approach BOI is a rather theoretical option, since
typically all available real-world cases are used for Approach B.

2) Case generation: the number of simulated cases is larger than the number of original
cases (Baseline Approach B) respectively larger than the initial cases that were used to
describe the scenario mechanisms (Baseline Approach C). The application of stochastic
variation of cases (Baseline Approach B) or the application of sampling processes are
typically indications for an applied case generation.

L. T
BT : 52 | B2
Figure 2.5: Resulting baseline approaches after case instantiation process.

For the case instantiation process, two different approaches are available. The choice depends on
the trajectories of the relevant road user(s): the host vehicle and any other conflicting road users.

P) If all trajectories in the simulation are fully calculated prior to the simulation and serve as

input for the simulation, then the pre-simulation (suffix P) approach is appropriate.

1) If the trajectories of at least one of the main actors in the simulation are at least partially
derived during the simulation (i.e., at least one actor is controlled by a model that is not only
following a pre-defined trajectory — such as human behaviour model). then the in-simulation
approach (suffix I) is appropriate.

The two processes have different benefits and drawbacks. A benefit of P is that it is not dependent
on the accuracy and validity of in-simulation models. A benefit of I, on the other hand, is that, given
models that are correct (enough), the dynamics of traffic situations (between multiple road users)
can be captured. A drawback for P is that it is more difficult to consider dynamic road-user
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interaction. A drawback for | is that it is dependent on the validity of the behaviour models to
generate crashes (see Bargman et al., al., 2025 and Glasmacher et al., al., 2025)

Tool to select a baseline approach

A process has been defined to identify the most appropriate baseline approach for a given
assessment. The process (see Figure 2.6 ) uses questions to guide the user to the most
appropriate baseline approach. The questions are split into three steps. The steps are:

1. Questions for selection of the main baseline approach

2. Questions for the case generation

3. Question for the case instantiation process

Evaluation Scope & Contents (Models, Data, Expertise, Simulation Capacities)

2nd Questions for
selecting case

generation process
(Questions depend on outcome 15t
step)

v

Suggestion for case gen-
eration process approach

Accept
suggestion?

Yes

Accept
suggestion?
(o]

i Baseline approach }
r selected by user I | approach selected by user I

Figure 2.6: Process for deriving an appropriate baseline approach.

The content of the question to be considering for the three steps are summarised in Table 2.2. Itis
strongly recommended to keep the following order when answering the questions:

VAN The outcome of the questions is a suggestion that needs to be reviewed for the individual
assessment.

Table 2.2: Content of the question to find the most appropriate baseline approach.

15t Main Baseline Approach 2"d Case Generation process 3 Case instantiation process
Assessment of exposure Main baseline approach Main baseline approach
Assessment of false positive Consideration of variation Case generation process
Behaviour modification of host Missing information in original Modification of interaction
vehicle or of other road users case between agents or with
infrastructure

Assessment of in-vehicle, Computation effort Duration of scenario
infrastructure, in-crash
modification
Consideration of traffic effects Availability of representative

cases
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2.3.

Availability of original data Changes in scenario exposure
expected

Availability of models (traffic
interaction, behaviour-related
crash causation, event response)

Additionally, aspects such as experience with the baseline approaches, as well as simulation
capacities and the availability of good (enough) models may influence the decision. The aspect of
experience is covered in Figure 2.6 (albeit implicitly) by offering the user the possibility of rejecting
the proposed simulation approach for the first two categories. The motivation for this is that
sometimes there is only a tiny difference between them. In this case, the availability of, and the
experience with, a certain baseline approach might lead to a deviation from the proposed option. In
general, if someone has experience with an approach that is among the feasible options, it is
advised to use this approach and stay in the area of expertise instead of getting into unknown
territory. Note that if it is decided to deviate from the proposed option, then the rationale should be
documented.

The complete list of questions is given in Appendix B, Table 5.4 to Table 5.6. The questions are
intended to also become available as an interactive tool on the VASAFETY website. By answering
the questions in the tool, the user will be directed to the most appropriate baseline approach.

Documentation

The topic Select Baseline Approach should be documented according to 5.2. It is important to

cover the following items:
the baseline approach that has been selected according to the VASAFETY nomenclature
the main rationale for selecting the applied baseline approach over other approaches. The
results from the selection tool in combination with further descriptions can serve as the
rationale.

Prepare Data

The Prepare Data topic is an essential process within the Prepare Assessment theme. It is linked
to the other topics (Define Evaluation Scope Select Baseline Approach and Select Models), as it
takes input from them as well as providing data for subsequent topics. Data preparation can be
split into two steps: data retrieval and data processing (see Figure 2.7). Both should be
documented as part of a transparent and reproducible assessment.

Evaluation Data requirements
questions (V&V)

Retrieval Processing
Data sources

Documentation of data
Documentation sources, and processing
(incl. grading and limitations)

Tool requirements

Figure 2.7: Data preparation flowchart.
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Data retrieval, driven by the assessment’s requirements on data and data acquisition, involves the
identification and selection of suitable data. Data processing covers all aspects of data cleaning,
manipulation, merging, and enrichment.

VAN More information about the applied methods can be found in the VASAFETY Deliverables
D4.1 (Sander et al., 2024) and D4.2 (Glasmacher et al., 2025).

Detailed instructions for data retrieval and data processing are given below. Table 2.3 provides an

overview.

Table 2.3: Overview of instructions for data preparation.

Step Category Instruction

Formulate requirement 1.

Create an overview for the part of the assessment that needs data.

2. Derive explicit and implicit data requirements from the evaluation scope.
3. Substantiate the data requirements of the methodological choices within
the framework.
Acquisition 4. For the evaluation topics, check for available data sources.
Data .
) 5. Pre-select available data sources.
retrieval
6. Check if pre-selected data will meet the requirements defined in 2.3.1.1.
for the different topics.
7. Grade data source(s).
8. Select and document data source(s).
9. If relevant, generate a data subset.
General data 10. Review the type (scale: nominal, ordinal, interval, ratio) of the variables to
processing be used.
11. a) Examine how missing information is handled in the dataset.
11. b) Investigate what kind of information is missing.
11. c) Define and handle missing data.
12. Check the formatting and referencing of the available data.
13. Clean the data to improve the quality.
Data
processing 14. Analyse the distributions of the values of relevant variables in the data.
15. If relevant, investigate dependencies/correlations between variables.
16. Check if the definitions of selected variables meet the needs for the
assessment.
17. Analyse your data for biases and handle them.
18. Merge datasets if multiple data sources need to be used.
Test scenario 19. Make clear what kind of test scenario is used in your assessment (traffic
derivation scenario/driving scenario).
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20. Identify and categorise relevant scenarios for the safety measure under
assessment in the data.

21. Derive relevant characteristics for each case or category.

22. Weight cases based on available data.

23. If a case-generation approach (“2”) is chosen, calculate distributions
within scenario categories.

24. Convert the scenario characteristics to a suitable format to simulate.

Data retrieval

Data retrieval is a two-step process. In the first, the evaluation scope is examined in order to
formulate data requirements and assess their consequences ( 2.3.1.1). In the second step,
information about available data sources is collected and checked against the assessment’s
requirements (2.3.1.2). This supports the selection of appropriate data sources and generates
awareness of the limitations of the selected data.

Formulate requirements

The data used for an assessment needs to fulfil all requirements that are directly or indirectly
defined by the evaluation scope. It is therefore recommended to review the evaluation scope and
extract all requirements that are related to the data.

Instruction 1: Create an overview for the part of the assessment that needs data.
Explanation: It should be made clear that all relevant steps (from Define Evaluation Scope
up to Conduct Verification and Validation) of the framework need to be investigated in
terms of the need of data. Additionally, since existing models may be utilised for the
evaluation, data may not be necessary for all steps.

Implications: If relevant data needs are missed in the beginning, the set of requirements
may be incomplete, and the assessment may be delayed or, in the worst case, it cannot be
conducted since the lack of data makes required steps in the assessment unfeasible.

Instruction 2: Derive explicit and implicit data requirements for each step from the
evaluation scope.
Explanation: It is necessary to check that every aspect of the evaluation scope related to
data is translated into requirements for the data retrieval., One example of an explicit
requirement from the evaluation scope is that the assessment should be representativeness
for Europe. Here, the target region for the assessment is explicitly mentioned.
Some requirements may not be derived directly from the evaluation scope, but implicitly
covered, e.g., the desired confidence level of data (which could be understood from, for
example, stakeholder’s objectives and the purpose of the assessment).
Implications: If potential (implicit or explicit) data requirements in the evaluation scope are
not considered during data acquisition, the data may not be suited for the scope; as a
result, the following steps may rely on a database that is not suitable. Therefore, all
requirements related to data should be documented clearly, based on the information
requested in the Evaluation Scope (2.1).
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Instruction 3: Substantiate data requirements for methodological choices within the
framework.
Explanation: The selection of the baseline approach and models in the framework will
influence the need for data and their usage, while data availability may guide the selection
of the baseline approach and models. In fact, identifying the dependencies is usually an
iterative process. Thus, it is important that requirements are derived for the specific
purposes and needs according to the data’s application. A comprehensive overview of
possible requirements is given in Deliverable 4.1 (Sander et al., 2024).
Implications: Deliverable 4.1 (Sander et al., 2024) explains how data requirements
depend on the framework topic. If they are not derived properly, the data acquired in the
next step may lack important information, be of insufficient quality, or introduce a bias in
the assessment— all of which may lead to inaccuracies in the results.

Implications for other parts of the framework

The derivation of requirements affects all steps which use data. Missed requirements can
cause the acquisition of inadequate data which can propagate to following steps. In
particular, the requirements should be well documented (5.2) and align with the evaluation
scope (2.1). Iterations may be needed if data cannot be acquired as specified (2.3.1.2) or if
the evaluation scope must be adapted.

2.3.1.2. Acquisition
Data acquisition can be split into assessment and preparation. In the assessment, the user
determines whether available data can be used directly, data must be gathered from the real world,
or data must be generated (by using further models or processing steps) from available data. The
preparation consists of documenting and understanding the data sources, including grading them
and preparing the actual data subset.

The chosen baseline approach will have a substantial impact on this step (see 2.2).

Data gathering

Instruction 4. Check for available data sources appropriate for the evaluation topics
Explanation: In the analysis part, the user shall search for available data sources that suit
the general evaluation scope. Multiple data sources may be needed to address the data
requirement(s). An overview of categories and examples of data sources is given in
Deliverable 4.1 (Sander et al., 2024).

Implications: Screening for accessible data sources is important to make sure that all
relevant data sources are considered—particularly if the user has no data source at hand.
Screening for new data may even improve the assessment, since better suited data
sources could be identified. If no suitable data source can be found, it may ne necessary to
collect new data or discuss the possibility of adjusting the evaluation scope with
stakeholders.

Related steps: This step is strongly linked toVASAFETY Deliverable D4.1, Appendices A
and B (Sander et al., 2024).

Instruction 5: Make a pre-selection of available data sources.
Explanation: The conductor of the study should have an overview of the data available,
either publicly or within the organisation. When dealing with non-publicly available data
such as a crash database, certain access rights may apply. GDPR (General Data
Protection Regulation) restrictions may apply to the usage of certain datasets or parts of
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them. Based on these considerations, the user should pre-select the data sources to be
investigated and work with these.

Implications: Pre-selecting data by checking general aspects before going into a detailed
assessment of the data source can save time and resources. The pre-selection process
can be brief if only one suitable data source exists and is accessible. However, getting
access rights to the relevant data sources can be a lengthy, difficult process.

Instruction 6: Check if the pre-selected data will meet the defined requirements in 2.3.1.1. for
the different topics.
Explanation: In this step, the user needs to check whether the data for baseline
generation meets the requirements identified in 2.3.1.1.
Implications: Ideally, all requirements can be met with the available, to-be-collected, or
generated data. However, the user may find that some requirements cannot be met. In this
case the search for alternative data sources should be taken up. If no alternative can be
identified, and further data collection is not possible/beyond the scope, the user should
discuss adapting either the requirements or the evaluation scope with the stakeholders.
Related steps: The definition of relevant scenarios (2.1.3), the definition of the result
representation (2.1.4), the evaluation metrics (2.1.5), and gathering requirements (2.3.1.1).

Instruction 7: Grade the data source(s).
Explanation: The data grading will help the user to understand the data’s trustworthiness
based on different dimensions. The dimensions are according to VASAFETY Deliverable
D4.1 (Sander et al., 2024): data transparency, data representativeness, data quality and
data quantity. Each of the data dimensions will address further aspects with the aim of
providing the user with an understanding of the data used for the study. This approach
applies both to gathered data as well as to generated data. In the end, the goal is that the
user is aware of the data that is going to be used so that the user trusts it.
Implications: The grading of data enables the user to identify aspects that need to be
considered in the further processing of the data and highlights limitations that should be
part of the documentation of the performed assessment as well as on elaborating
arguments on the obtained results.
Related steps: The grading is linked to the formulation of requirements (2.3.1.1).

Instruction 8: Select and document the data source(s).
Explanation: The user shall select the data sources based on their fulfilment of the
requirements and on the grading outcome. All data sources, collected and/or generated,
should be documented, including their origin, purpose, sample criteria, and main
characteristics (including grading). It is suggested that the user refer to VASAFETY
Deliverable D4.1 (Sander et al., 2024) Appendices A and B for guidance.
Implications: The user will be able to characterise key properties of the collected or
generated data, as well as use this information in the overall documentation for
stakeholders.
Related steps: The documentation is linked to 5.2 (Document Assessment).

Data preparation

Instruction 9: If relevant, generate a data subset.
Explanation: To reduce the effort required for data processing, the user may want to
generate sub-datasets which match the data needs formulated in the evaluation scope and
data requirements. As mentioned earlier, the chosen baseline approach will have an
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impact on this step, especially the options chosen within the Case Generation and Case
Instantiation steps. The relation between data subset and baseline approach is further
described below.

a. Approach 0 (Case Cloning): In this case, the user has the gathered data at hand;
no further data treatment is required since the cases are cloned directly from the
data source. Therefore, the subset could be simply the result of running queries
through the selected data sources. A query specifies the relevant case selection,
which can be done by filtering on the available variables from the dataset. One
practical example is running a SQL query on the GIDAS & GIDAS PCM database
(VUFO GmbH, 2024).

b. Approach 1 (Case Aggregation): In this case, the user will have to select the
conditions that match the evaluation scope by analysing the initial data sources
analysis result. For example, statistical information about car-to-cyclist crashes
may be available as the output of data analyses from different crash datasets; the
user might use this information to identify relevant situations matching the
evaluation scope (e.g., a specific conflict situation, such as a cyclist crossing from
the right).

c. Approach 2 (Case Generation): In this case, to prepare the subset, the user will
have to generate relevant situations representative of the evaluation scope from
the available data.

d. Approach P (Pre-Simulation): In this case, scenario categorisation and
parameterisation must be aligned with the available data, which will contain
predefined trajectories of participants.

e. Approach | (In-Simulation): In this case, the scenario categorisation must be
aligned with the capabilities of the in-simulation models. For instance, if an in-
simulation model uses different parameters to differentiate between sporty and
relaxed driving styles, the data need to be subdivided into sporty and relaxed
drivers.

Implications: This step has a strong dependency on 2.3.2 (Data processing), mainly when
dealing with generated data (Approach 2). It can happen that the data subset preparation
and the data processing occur in parallel. For example, while making sure that the subset
is representative for the evaluation scope is related to the Data Acquisition step, the data
parameterisation is an aspect which is dealt with in the Data processing step and would
happen at the same time.

Related steps: 2.2 (Select Baseline Approach), 2.3.2 (Data processing)

Implications for other parts of the framework

e In addition to the implications elaborated above, a strong output link should generally be
established to Document Assessment (5.2) and to preparation steps, such as Define Evaluation
Scope (2.1), Select Baseline Approach (2.2), and Select Models (2.4).

Data processing

After acquisition, the selected data are processed to prepare them to be used in different topics in
the framework, including general data processing steps (data cleaning, bias minimisation,
imputation, etc.). Since data processing is a broad field, different considerations must be made
depending on the data type; an overview is given below. More detailed descriptions can be found
in Deliverable 4.2 (Glasmacher et al., 2025).
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2.3.2.1. General data processing
The following instructions outline the data processing steps needed to transform raw data into a
format suitable for further processing. The steps include creating baseline scenarios and injury risk
functions, performing a CBA, etc. These instructions align with the more detailed explanations,
considerations, and recommendations provided in Deliverable 4.2 (Glasmacher et al., 2025). Note
that the data processing is typically unique for each prospective safety assessment. Therefore,
these instructions are not necessarily applied in chronological order; their application should be
tailored to the specific assessment. However, Instructions 11a—c, the handling of missing data,
should be followed in the given order, as the steps build on each other.

Instruction 10: Review the type (scale: nominal, ordinal, interval, ratio) of the variables to be
used.
Explanation: Variables can be of different types and be represented by different scales.
The data type has a considerable influence on how a variable can be processed.
Implications: Typically, different statistical methods for processing variables are suitable
for different data types. Therefore, the correct application of further processing methods
(such as statistical tests, data cleaning, or data imputation) requires knowledge of the data

type.

Instruction 11la: Examine how missing information is handled in the dataset.
Explanation: Large databases are almost certainly missing information in one form or
another (e.g., the value is coded as “NaN”, "Null” or “unknown”). It is important to find out
how such information is represented in the database and how it should be processed. The
presents of missing values presence can be typically directly identified in the dataset. In
contrast, the ‘unknown’ coding can be different between a dataset or even in dataset.
However, typically it is specified in the documentation how the coding of ‘unknown’ is
handled.
Implications: Failing to exclude null/lunknown values from further analysis can lead to
incorrect distributions or metrics.

Instruction 11b: Investigate what kind of information is missing.
Explanation: Once it is identified how missing values are represented in the database, the
next step is to check what kind of data are missing—and whether they are random.
Implications: If this check is not conducted, it is not possible to apply an effective strategy
to mitigate the loss of quality (e.g., through imputation or enriching with other data
sources).

Instruction 11c: Define and handle missing data.
Explanation: In this step, a strategy must be developed and applied to handle the missing
information. Two commonly used options are: i) delete incomplete datasets (extreme care
must be taken here to maintain enough data and avoid unnecessary bias in the dataset)
and ii) use data-imputation procedures to substitute missing values. Examples are
interpolation of data or replace the missing value with the previous value. There are
specific requirements for imputation, such as the maximum number of missing values and
the dispersion of the values.
Implications: If no measures are taken to improve the data quality early in the process,
the resulting inaccuracies affect the creation of the baseline and, ultimately, the simulation
results.

Instruction 12: Check the formatting and referencing of the available data.
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Explanation: Ensuring consistent data formatting and referencing is crucial for data
processing and analysis. Different units of measurement and variations in regional settings
(such as date and time formats and decimal separators) can lead to issues if not properly
aligned when merging multiple data sources, for example. Proper unit conversions are
necessary to maintain clarity and prevent misinterpretations. Likewise, standardising
settings and precision levels across datasets ensures that the data remain reliable.
Implications: Inconsistent data formatting can severely complicate data processing tasks,
such as merging of data sources. The resulting discrepancies are difficult to resolve and
may require extensive manual correction.

Instruction 13: Clean the data to improve quality.
Explanation: The quality of the data should be improved by identifying and correcting
errors, such as out-of-range values, measurement errors, typos, mixed formats, and
duplicates, in order to enhance the dataset's integrity. While signal noise can also degrade
quality, it may be inherent to a component of the safety measure (e.g., sensor) and should
therefore not be filtered out without a check.
Implications: If the data are of a rather low quality (containing many errors), they should
be cleaned, otherwise these errors will be included in future processing. On the other hand,
even if the data are of high quality from the start, special attention should be paid to outliers
and the way they are handled.

Instruction 14: Analyse the distributions of the values of relevant variables in the data.
Explanation: Datasets usually aim to represent elements of the real world. Depending on
the data collection process, each dataset typically has some unique characteristics or
biases that need to be considered in the assessment. For example, data from an in-depth
crash database are biased towards higher severity crashes, and do not include property-
damage-only accidents. Therefore, it is important to check whether the data to be used
sufficiently represent the real world (within the safety measure’s ODD). This check can
consist of comparing variability measures, like interquartile range (or standard deviation in
case of a normal distribution), with other suitable datasets.

Implications: Data variability that does not properly represent the real world would lead to
an inappropriate baseline. Consequently, the simulation results would not be suitable for
deriving conclusions about real-world-related safety effects.

Instruction 15: Investigate dependencies/correlations between variables.
Explanation: It is often the case that some variables of a dataset correlate with each other.
Therefore, before any actions related to bias handling are carried out (see Instruction 17),
the user needs to check whether they would affect other variables as well. D4.2
(Glasmacher et al., 2025) lists different methods for checking for correlations between
variables.
Implications: If bias is addressed for a variable that is strongly correlated with other
variables, the changes might distort those relationships, leading to spurious correlations
that do not represent the true nature of the data. For more information, please see
Glasmacher et al. 2025.

Instruction 16: Check whether the definitions of selected variables meet the needs of the
assessment.
Explanation: The definition of variables and their described content can vary for different
data sources. Therefore, two questions should be asked:
1.) Does the variable description represent the intention for the selection of the variable?
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2.) If multiple data sources are used: Is the described content of the variables coherent for
the various data sources?

Even when variable definitions seem comparable, the category definitions (in the case of
nominal variables) may not align. Thus, checking and aligning categories may be
necessary.

Implications: If the definition and the content of variables are not coherent across the data
sources used and this issue is not considered, the result could be inconsistencies in the
data-merging step and inaccuracies in the data weighting.

Instruction 17: Analyse your data for biases and handle these.
Explanation: Biases in the data can significantly affect the outcomes of an assessment. It
is therefore important to identify biases to document them and/or initiate suitable correction
measures. Biases may be hard to detect since they are not only present in summary
measures (like the mean or the median) but also in the corresponding distribution.
Attention should also be paid to the special cases, described by Glasmacher et al., al.
(2025), of biases in demographics and driving culture, infrastructure and environmental
variables, and outcome severity. Furthermore, during data processing, care must be taken
to avoid unintentionally introducing new biases or reducing uncertainty with imputation (for
example, in the data-cleaning process). Note that reference data must be available to
quantify a bias. The point in the data preparation where the analysis of biases can be done
depends on the granularity of the data.
Implications: Biases in data can lead to flawed analyses and incorrect conclusions,
undermining the validity of the assessment—which in turn can result in misguided
decisions. If case weighting is used to handle biases, then it should be reported in the
evaluation of the safety assessment (4.1). Similarly, generative approaches could be
applied within the sampling process.

Instruction 18: Merge datasets if multiple data sources need to be used.
Explanation: A single dataset might not contain all the information needed. It might be
possible to merge multiple data sources, either to enrich the data with new information or to
increase the size of the dataset by adding more data points. When merging multiple
datasets, factors like harmonisation of variables, references, and data weighting must be
taken into account. The characteristics of the datasets should be compared through their
parameter distributions.
Implications: Thoroughly merging multiple data sources can enhance the quality and
comprehensiveness of the assessment. However, the process must be carefully managed
and validated, since merging data is complex: misaligned data ranges or new biases may
skew the assessment results, leading to inaccurate conclusions about the safety measure
under assessment. It is crucial to rigorously check and adjust for any discrepancies, in
order to ensure the integrity of the combined dataset.

Implications for other parts of the framework

Data processing is an important step which must be closely aligned with the evaluation scope,
particularly when applying filters to the data (such as time, region, or participant involvement).
Misalignment can lead to irrelevant or incomplete data being used, compromising the assessment's
validity.

Data processing should maintain or enhance the quality of the input data. Conversely, poorly
performed processing may degrade data quality, by introducing new biases or unjustifiably
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removing outliers, for instance. As the processed data directly influence all subsequent steps, the
quality is essential for all following framework steps and for deriving the baseline scenarios.

If it becomes apparent during processing that the data are insufficient for the assessment, it may
be necessary to revisit the data retrieval phase to evaluate the incorporation of additional data, or
even to choose a different baseline approach.

Test scenario derivation

To enable the assessment of a safety measure, the user must model and simulate a baseline
without the safety measure in place to serve as a reference. As mentioned before, different
approaches can be taken to identify the relevant situations for simulation. The situation may be
directly taken from crash databases, so each test scenario is represented by a crash with its
corresponding pre-crash phase. The simulation of the test scenario with the safety measure under
assessment is the treatment simulation. To generate test scenarios for baseline and treatment
simulations, multiple steps must be taken, depending on the chosen baseline approach. More
details can be found in Deliverable 4.2 (Glasmacher et al., 2025).

Instruction 19: Make clear which kind of test scenario (traffic/driving) is used within your

assessment.
Explanation: Depending on the baseline approach and the given evaluation scope, two
different types of scenarios can be used, with different parameterisations and potentially
different tools. Traffic scenarios consist of longer traffic sequences without pre-defined
actions or conflicts; driving scenarios consist of relatively short sequences with the aim to
test a certain type of conflict. Whereas traffic scenarios may only be used for Baseline
Approach C2I, driving scenarios can be used for all approaches.
Implications: The baseline approach selected may dictate the categories that can be used
to recognise situations (Instruction 21) and the parameterisations that must be chosen (see
Instruction 22). This step is relevant if test scenario types are not already known in
advance (e.g., reconstruct individual scenarios) or implied by the tool (e.qg. traffic simulation
tool).

Instruction 20: Identify and categorise relevant scenarios in the data for the safety measure
under assessment.

Explanation: Based on the evaluation scope, relevant scenarios have to be identified

within available data and then categorised (e.g., manoeuvres, conflict constellations, or

different velocity ranges) for a systematic assessment, to account for the different
capabilities of in-simulation models or to simplify data processing. Depending on the
available data and evaluation scope, the two-step process below could be done in reverse
order (defining the scenario category before identifying relevant scenarios).

1. For the identification of relevant scenarios, the data source(s) may have to be filtered
to focus on those scenarios relevant to the evaluation scope and the safety measure
under assessment. Attributes and scenario categorisations within a dataset may help
to filter for relevant scenarios. Note that the scenario-identification process usually
considers the crash-causation mechanisms that the safety measure under assessment
aims to address (see Bargman et al., 2025).

2. Aggregating scenarios into clusters with similar characteristics—so-called scenario
categories—can help structure the assessment, making it more systematic and
transparent. The categories can be based on the evaluation scope, available data,
crash-causation mechanisms, etc.. The category’s level of detail should be sufficient to
allow the category to be assessed using models with similar capabilities and

V4SAFETY | Deliverable D2.1 | WP2 | Final 36



performances (e.g., driver behaviour models). Splitting or merging categories (even
when an initial categorisation is available) is an appropriate way to obtain the desired
level of detalil.

Implications: The steps 1 and 2 above have different implications:

1. The identification of the relevant scenarios within the database is an essential part of
the safety assessment since they lay the foundation for simulations. So, it should be
ensured that all relevant scenarios are identified. If scenarios are missing, results of
the assessment may be biased.

2. A categorisation of scenarios acknowledging model limitations and significant data
differences is especially important for complex assessments with diverse scenarios or
models. It can help to ensure that models are only applied within their validated scope
and that only similar data are clustered (e.qg., to derive distributions more easily). If the
scenario categorisation is detailed, then the scenario categories still can be aggregated
to verify whether they are all covered by the safety measure. If the safety measure just
addresses a small category, then there is no way around this. One may need to look
for a bigger dataset if the number of cases in a category is small.

Instruction 21: Derive relevant characteristics for each case or case category.
Explanation: Relevant characteristics must be selected and converted into parameters of a
test scenario (see Instruction 24) to get a test scenario suitable for simulations. If the data are
of poor quality or if future traffic scenarios should be assessed, not all information can come
from a database; other data sources or expert judgement must be included. Relevant
characteristics of a test scenario include the effects to be modelled, as well as the time needed
before a crash in a simulation (to allow all relevant effects to be analysed; see 2.3.1.2).
Implications: The parameterisation is always an approximation; it should aim to represent the
real world as closely as necessary and as simply as possible. If important aspects are missed
or oversimplified, the scenario may not represent the case well enough. If many details are
chosen for parameterisation, problems can occur for approaches B and C when deriving
distributions, due to the “curse of dimensionality” (Curtis, A., & Lomax, A., 2001).

Instruction 22: Weight cases based on available data.
Explanation: Data bias, as well as potential extrapolation methods, can create the need to
weight cases selected from a database to be converted into test scenarios. Cases are
weighted by approximating their occurrence probability (‘exposure’) with respect to the given
evaluation scope, based on an analysis of the available data.
Implications: Weighting scenarios can cause the impact of a certain scenario to increase or
decrease compared to others, which can lead to a change in the general impact of the
assessment. Therefore, approaches like weighting to address biases in data or a fixed bin size
in the sampling method should be applied with caution.

Instruction 23: If a Case-Generation (Approach 2) is chosen, calculate distributions within

scenario categories.
Explanation: Case-Generation approaches rely (fully or partly) on distributions based on
original cases to derive deviations or to sample scenario parameters. To generate those
distributions, different mathematical modelling approaches such as Kernal Density
Estimations, Copulas, or Gaussian Distributions can be used (see Glasmacher et al.,
2025). Since parameter spaces for scenarios are usually high-dimensional, relevant
interactions between parameters should be considered by modelling multivariate
distributions.
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Implications: The choice of modelling approach influences the resulting distribution. It
should be ensured that the approach used is supported by the available data and can
account for biases. Edges of the area of distribution and potential outliers in particular
should be handled with caution, since they can have a major impact (“long tail effect”).
Furthermore, it is normally insufficient to consider only univariate distributions when
accounting for complex interactions between parameters. Variables should be checked for
correlations, and if found they should be modelled in a multivariate form.

Instruction 24: Convert the scenario characteristics into a format suitable for the simulation.

Explanation: Configuring the simulation in the next step requires that the test scenario
characteristics be converted into a suitable format readable by the simulation tool. The formats
OpenSCENARIO and OpenDRIVE are appropriate, well-known, and supported by most
simulation engines (see 3.1).

Implications: The conversion of the scenario characteristics may include the translation of
characteristics into an interface-compatible format. In the new format variable might be defined
differently as in the original data source (e.g., vehicle speed in m/s instead of km/h). It should
be ensured that no important information is lost in the process and that the format is correctly
interpretable by the simulation tool. This instruction is highly connected with Instruction 21
(relevant characteristics), so iteration loops may be necessary.

Implications for other parts of the framework

The preparation of data for scenarios has a significant impact on multiple parts of the
framework. The quantity and content of the data influence the selection of the baseline
approach and of the models, as well as having an influence on the model parameterisation.
Furthermore, the identification of category scenarios should allow meaningful conclusions to be
expressed about the evaluation scope.

The step is linked to the topic Configure Simulation (as well as others in Prepare Assessment),
since test scenarios are expressed in parameters or distributions to be used by the simulation
environment.

Documentation

The steps to prepare data within the framework should be documented sufficiently and in
accordance with 5.2. Whereas more details for documentation are given in VASAFETY Deliverable
D4.1 (Sander et al., 2024) and Deliverable D4.2 (Glasmacher et al., 2025), the main points are the
following:

Document the requirements for data gathered from the evaluation scope and other
framework topics.

Document the acquired data. That should include, for example, used filtering algorithms,
identified biases and data grading.

Document steps for general data processing as e.g., handling of biases or merging of data
sources.

Document the process of deriving test scenarios from the available data for further steps.
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2.4.1.

Select Models

In this topic, the overall simulation structure is defined based on inputs from other topics, mainly
the evaluation scope—but also organisation-internal limitations (e.g., availability of simulation tools,
models). The simulation structure consists of models and their interactions during runtime. For
each of these models, the required minimum level of detail and runtime inputs should be defined. It
is important to understand the split between models addressing the pre-crash part (the time before
contact) and the models addressing the in-crash part (from the first contact onwards). Both parts
are covered by the simulation structure.

Based on these requirements, existing models should be identified, tuned to the evaluation scope
or new models developed®. To decide whether a suitable model is available, identification of
existing models should be conducted first.

A The workflow and possible models are described in full detail in VASAFETY deliverable
D5.1 (Wimmer et al., 2025). Due to the complexity, the instructions provide only a summary of
the relevant steps. It is strongly recommended to read also more detailed deliverables D5.1 and
with respect to driver behaviour models D3.1 (Bargman, et al., 2025).

Model Selection Workflow

Figure 2.8 shows an overview of the chapter. The process takes input from the evaluation scope
and provides the required information needed for Configure Simulation (3.1). The following
paragraphs describe the steps in the workflow, providing guidelines for usage based on Deliverable
D5.1 (Wimmer et al., 2025). Each step is linked to a subchapter in that deliverable.

5). Note: the model selection process—independent of whether existing models are used or new models are developed—
is frequently an iterative process, like the baseline selection and data selection processes.
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Figure 2.8: Overview of Model Selection Workflow.

Step 1. Selection of suitable generic simulation structure (cluster)

The first step is to determine a suitable generic simulation structure (see Figure 2.9 below and
“What should be assessed” in D5.1). The combination of the relevant scenario, especially the road
user to assess (see 2.1.2.1), and the safety measure (see 2.1.1), define the structure. It needs to
be noted that, in the context of VASAFETY, there is always a vehicle in the scenario—as most
crashes are vehicle-related.
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In principle, combining the different types of road users (N = 7) and the different safety
measures//treatments (M = 6) results in 42 (N - M) combinations. Some end up in the same
simulation structure and are therefore clustered. A total of 15 different simulation structures are
defined (see Figure 2.9). The simulation clusters are described in more detail in chapter 2.1.2.1 of
D5.1 (Wimmer et al., 2025).

Road user to
assess

Safety eele O of

measure /

treatment

In-vehicle pre-

crash 1 2

Infra pre-crash

Behaviour - ego
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Figure 2.9: Definition of the Clusters (same colour indicate one simulation cluster with the same simulation structure).

Each cluster consists of required and optional elements. An element can be represented by a
simulation model itself or its component(s) in the resulting simulation structure (see example in
Figure 2.10). The required elements constitute the minimal setup that addresses the given
combination of safety measure type and road user. The elements are split between the pre-crash
and in-crash phases.

Figure 2.10 shows an example of a simulation structure for an in-vehicle safety measure that
addresses VRU conflicts (Cluster 1) for the pre-crash phase only. The in-crash phase depends on

the evaluation metric category, so it will be explained in Step 2.

VAN A detailed description of the elements for each cluster is given in chapter 2.1.2.1 of D5.1
(Wimmer et al., 2025).
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Figure 2.10: Scheme of a simulation structure (Cluster 1 from 2.9, above) with required (dark green) and optional (white)

elements.

Step 2. (For pre-crash safety measures only.) Definitions dependent on metric category
for in-crash simulation structure

If the safety measure is only applied in the in-crash phase, the simulation structure is already
defined, so this step can be skipped.

If the safety measure addresses the pre-crash phase, this in-crash part of the simulation structure
depends on the evaluation metric category (see 2.1.5) and thus needs to be defined based on
this information. Four evaluation metric categories are distinguished:

e Safety criticality & crash parameters

e In-crash kinematics

e Occupant injury assessment

e VRU injury assessment

Each category requires that different in-crash parts be specified in the simulation structure (see
Figure 2.11). The category “Safety criticality & crash parameters” is typically a post-processing step
and does not use any in-simulation models. The other categories could utilise in-simulation models.
Details about the evaluation metric categories and their influence on the in-crash part of the
simulation structure can be found in D5.1 chapter 2.1.2.2 (Wimmer et al., 2025).
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Step 3. Refine simulation structure based on additional scenario information

In this step, the simulation structure is further refined by the decision on the elements that have
been marked in the cluster simulation structure as optional. It should be decided whether they can
be removed or whether they are required in the given assessment. The decision is based on the
evaluation scope and the given assessment (baseline approach, available data, etc.) and makes
use of additional scenario information such as weather and lighting conditions, type of accident
(single venhicle or two (or more) involved entities). Details can be found in D5.1 chapter 2.1.2.3
(Wimmer et al., 2025).

The simulation structure is fully defined. The following steps deal with the selection of appropriate
modelling approaches for elements in the simulation structure.

Step 4a. Selecting modelling approaches for the pre-crash simulation elements

The modelling approaches for all required pre-crash elements are selected in this step from the
multiple modelling approaches possible. For instance, the driving dynamics can be modelled by a
point mass model, a linear single-track model, a non-linear two-track model, a multibody model, or
a machine learning generated model. The basic options for getting the right model for a specific
assessment are to use existing models directly, to use an existing model and adapt its parameters,
to change the structure of an existing model, or to develop a new model. The specific modelling
approach is highly dependent on the given assessment.

Specific instructions or an overview of model selection are not provided in this document. Details
are discussed in more detail in D5.1, chapter 3 (Wimmer et al., 2025). Guidelines for the selection
and development of human behaviour models can be found in Deliverable 3.1 (Bargman, et al.,
2025). Additional support for finding models is delivered by model databases like OVTO (OVTO,
2024), among other sources.

Step 4b. Selecting modelling approaches for the in-crash simulation elements

In this step, the modelling approaches for all required in-crash elements are selected. The
available options depend on the evaluation metric, the road user, and the safety measure. The
starting point is always the type of metric, often defined in the evaluation scope, as only certain
elements and appropriate modelling approaches can provide the required output. The chosen
modelling approach itself has requirements and inputs which determine the possible subsequent
elements/modelling approaches. This systematic, iterative process continues until all requirements
are fulfilled and all inputs are connected to elements/modelling approaches providing the required
output. A complete in-crash simulation structure with appropriate and compatible modelling
approaches is the result. For more detailed information and an example, please see D5.1, chapter
4 (Wimmer et al., 2025).

The final outcome of this topic is a simulation structure that includes the general structure as well
as the modelling information. Together they are used in the next step, the topic Configure
Simulation (see 3.1), to build up the actual simulation.

Documentation
The documentation for the topic Select Models should be done according to 5.2. It is important to
include the following:
An overview of the chosen simulation structure
The selected modelling approach for each element in the structure,
The rationale and limitations regarding the selection of the individual model approaches and
model combinations.
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3.

3.1.

3.1.1.

Execute Simulation

This theme deals with the practical execution of the simulation, using the input of the
assessment preparation to generate an outcome that is further analysed in the next theme.
The two topics of this theme are Configure Simulation, which covers the setup of the
simulation, and Manage Simulation, which covers its execution as well as data storage.

Configure Simulation

This topic deals with the preparation of the simulation. Prepare Data (2.3) and Select Models (2.4)
are the main inputs to this topic. Different evaluation scopes and baseline approaches can lead to
the use of different parameterisations and tools. The outcome of this topic is a configuration
dataset of the defined simulation structure that can be executed by the chosen simulation tool. The
general process here, defined in the VASAFETY draft framework report (Fahrenkrog et al., al.,
2024), is shown in Figure 3.1. The following chapters, from 3.1.1 (Assembling the Simulation
Model) to 3.1.3 (Simulation Execution Parameterisation to Get an Executable Data Set), discuss
the various process steps in more detail. As in every development process it cannot be assumed
that everything goes smoothly and perfectly. While iterations and debugging might be required in
this topic and the next (Manage Simulation), those processes are not described in these
instructions.

Assembling the Simulation
> Model according to the =
Prepare simulation structure

Data

Simulate
Baseline

v
Setting up the
— = simulation -
parametrization
y

Executable
Data set

Select No Sampling of scenarios Simulate
Models with parameter B Treatment
Scenarios with 7 YeS distributions
parameter Manage
distributions Simulation

Figure 3.1: Configure Simulation Process.

Assembling the simulation model

This step involves creating the simulation structure out of the individual simulation models. The
required components, as identified in 2.4 (Select Models), should be compiled according to the
predefined simulation structure. Furthermore, the relationships and interfaces must be specified.

1. Assemble structure according to 2.4 (Select Models), including road user models (vehicles,

pedestrians, cyclists, etc.), sensor models, behaviour models of road users, infrastructure,
environmental conditions, and the selected simulation tool(s). In addition, control of the
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3.1.2.

3.1.2.1.

simulation (e.g., the stop criterion/a) need to be considered as well. More information is
givenin 3.1.3.

2. Select Models: Choose the models that fit your simulation structure and make sure that
they are aligned with the requirements of the evaluation scope.

3. Relationships and interfaces: The relationships and interfaces of the simulation models
should be analysed to ensure the corresponding parameters (e.g., input and output
parameters, interface parameters like data exchange format) are specified correctly in
order to subsequent ensure flawless simulation execution and operation of the models.

Setting up test scenario values

In this step, the parameters defining the scenario in the simulation model will be mapped with
values determined in 2.3 (Prepare Data). These parameters could include initial and boundary
conditions, constants, and variables, as well as the complete (pre-simulation defined) trajectories of
one or more road-users.

Once the simulation structure is assembled with the selected models, test scenario values need to
be set up.
1. Prepare Data: As described in D4.2 (Glasmacher et al., 2025), several steps are necessary
to obtain test scenario values from data.
2. Parameterise the simulation models (see Instruction 24 of 2.3.2): Set all static parameter
values like initial and boundary conditions (e.g., starting positions, velocity, trajectory, road
infrastructure), or the completely parameterised trajectories.

The starting positions and the simulation time prior to the collision both play an important role in the
modelling of the test scenario. The latter is important for a safety measure under assessment,
since it can influence the assessment. If the timeframe is too short, the safety measure reacts later
than it would with a sufficiently long timeframe. In addition, some control systems require a certain
amount of driving history to behave according to design. Thus, an assessment with a too-short
simulation can lead to more crashes compared to one with a timeframe that is long enough to
cover the actual performance of the safety measure. On the other hand, a too-long simulation (e.g.,
>60 s before conflict or 10 km before relevant location) prior to the collision may lead to deviations
in the states of the host vehicle and other road users (relative to the original scenario).
Consequently, the pre-crash time should be chosen appropriately. In particular, baseline
approaches A and B are sensitive to a timeframe that is too long. However, the timeframe before
the collision must always be large enough to allow the safety measure to act (see Glasmacher et
al., 2025).

Parameterise directly from real-world//original cases

If the scenario description from the data preparation is available with concrete values in Baseline
Approach A, no intermediate step is necessary to parameterise the simulation models. The user
can extract the parameters from the original cases and put these directly into the simulation
models—although it might be necessary to adapt the data format from that of the original cases to
the format required by the model. An important note, however, is that while the scenario
characterisations and/or parameterisations are approximations, they should represent the real
world as accurately as possible.
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3.1.2.2.

3.1.3.

3.1.4.

Parameterise based on parameter distributions

If the scenario descriptions are available as parameter distributions (Baseline Approach C), the test
scenarios must be generated using suitable sampling methods. Typical examples of sampling
methods, as described in Deliverable D4.2 (Glasmacher et al., 2025), are: Monte-Carlo simulation,
Latin-Hypercube sampling, Markov Chain Monte Carlo or Adaptive Sampling (including Importance
Sampling). Adaptive sampling ae methods adjust the sampling strategy based on the information
gathered during the simulation process.

If random number generators are used, the seeds should be stored to ensure reproducible results.

Simulation execution parameterisation to get an executable data set
In this last step, the parameters of the simulation execution (e.g., time step, simulation time,
termination criteria) must be set up. The possibilities for changing the setting of the simulation’s
solver depend very much on the tool(s) used. Typical examples of solver settings are:

solver type (fixed or variable time step, type, ...)

minimum and maximum step size

end time

In addition to terminating the simulation on reaching a predefined stop criterion (e.g., end time,
driven distance), simulation-state-based criteria can be used to terminate the simulation earlier.
Examples of these criteria are:
A collision between the two road users of interest has occurred.
The critical situation has been resolved and therefore the rest of the simulation is not of
interest (e.g., the two road users of interest have passed each other without colliding, or
one of them has come to a standstill outside of the other’s driving path).
For adaptive sampling techniques (e.g., importance sampling or active sampling), the stopping
criteria are set not only on the individual cases, but on the assessment as a whole. One example is
to define the required precision of the outcome metric (e.g., crash rate or injury risk differences
between baseline and treatment; Imberg et al., 2024). New cases are then added/run until any
precision criteria are fulfilled.

Finally, this topic results in a configuration dataset (one or several files/folders containing
information about simulation configuration, parameters, and models) for a defined simulation
structure that can be executed by the simulation tool selected.

Documentation
This topic Configure Simulation should be documented according 5.2. It is important to cover the
following items:
simulation tool used and version of the tool
main parameters of the CONFIG file (including stopping criteria) or a link to it
sampling methods (if applicable)
descriptions of the rationales for the choices of parameters and other aspects of the
configuration
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3.2. Manage Simulation

This topic covers the actual execution of the baseline and treatment simulations. Its input is the
preparation of the simulation in the previous topic, Configure Simulation (3.1). This topic is divided
into two steps: the simulation execution itself and data storage for the evaluation. The general
process was defined in the VASAFETY report MS10 (Fahrenkrog et al., 2024) and is shown in
Figure 3.2.

The following paragraphs contain advice about what should be done and what should be avoided.
They are not intended to be all-embracing, but they addresses the most important points. These
instructions focus on an open-loop approach; that is, the simulation results are based only on a
pre-defined set of test scenarios. In such an approach, the execution of a simulation is independent
of previous simulations.

Simulation execution Data storage

Execution

3.2.1.

procedure Managing < oSuitn[:L.JtrLfJiTe
SEGIENE] Sim. runs
) Error Yes
detecton Mo Aggregated
. ) v " simulation
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*: baseline and / or treatment simulation

Figure 3.2: Process overview of the topic Manage Simulation.

For closed-loop simulations (in which the results are used as feedback to determine what to
simulate next), additional aspects must be considered. Examples of close-loop simulation can use
importance sampling (Kloek et al., 1978) and active sampling (Imberg et al., 2024).

In closed-loop simulations it is essential that the parameter values and weights are stored
dynamically to the output, as it is not known beforehand what simulations will be run next. These
simulations typically include a separate output evaluation and sampling step, which analysis the
output of previous simulations to select the next set of simulation parameters until a global stop
criterion is reached. It is typically not known how many simulations will be run beforehand. When a
stopping criterion cannot be used, it is recommended that a notification process be used to signal
the completion of a batch of simulations, in order to minimise simulation execution effort.

Simulation execution

The simulation execution is, if the previous steps have been correctly completed, a straightforward
process Basically, this step takes the input configuration to the simulation, starts the simulation,
and waits until the simulation is finished. The criteria, for a single simulation run as well as a set of
the simulations, need to be defined before the simulation execution. For a single simulation, a time-
based or a collision-state-based criterion is often used. For a simulation set, typical stop criteria are
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a certain number of simulation runs (open-loop simulation) or a certain simulation outcome (closed-
loop simulation).

A The following, advice applies to the situation when a tool (or at least parts of it) is
programmed by the user. If a proprietary tool is used, the relevance of the advice depends on the
tool.

In this process step multiple aspects are to be considered:

1) The simulation runs can be executed in sequential or parallel order—if the options are
technically possible. Typically, a sequential order is easier to implement, but takes more
time; it is preferred if the number of simulations is low, the simulation configuration is still
unstable, the simulation is not time-consuming, and/or the IT infrastructure does not allow
parallel execution. A simulation conducted in parallel typically requires more effort to
manage, since scripts might be required to distribute and collect the simulations to and
from the different computing instances. A parallel simulation is preferred if the simulation
consists of a high number of runs or if they are time-consuming. The choice of the
computation strategy should not have any influence on the overall result of the
assessment. It should only affect the effort (in terms of time and resources) devoted to the
assessment.

2) During the simulation execution it is advisable to include several checks to detect potential
issues. (Note: this step is highly tool-dependent.) These checks may include:

a. Warning documentation: Any warning that appears during the execution of the
simulation should be stored. The warning is likely to be provided by the simulation
tool (if available), so the warning should either be documented by the tool itself or
transferred to a different module to be documented.

b. Error detection: Any error should be documented. It is important that all available
context information about the error is also stored to allow for later investigation.
Error detection also has a second purpose: it contributes to the decision about
whether to continue with the simulation. For instance, the simulation can be
continued, and the faulty run is skipped; or the simulation can be aborted to
prevent further issues.

c. Runtime monitoring: Runtime monitoring or verification ensures that the simulation
is functioning correctly; it identifies any issues or anomalies and takes appropriate
actions to maintain the simulation’s performance and stability. For instance, if a
simulation takes much more time than comparable simulations, there could be
something wrong. Thus, the monitoring can be used to detect and resolve issues
or anomalies, improve the simulation’s reliability (e.g., by identifying bottlenecks),
and optimise resource usage, performance tuning, and capacity planning.

d. Storage monitoring: If the simulation consumes too much memory or storage,
simulation times could be longer or the computer could crash. Therefore, during
the simulation it should be ensured that sufficient memory or storage is available.
As with the run time, storage consumption that is too high could be an indication of
a non-ideal simulation or issues in the simulation. However, if a simulation’s
storage consumption is low compared to other simulations, this can be a hint that
something went wrong as well.

3) Afinal check should be carried out to ensure that the simulation is complete. If it is not, the
process should be continued or restarted for the missing test scenarios. If the simulation is
complete, the data should be stored.
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3.2.2. Data storage
The main task of this process is to ensure that the information required for the following steps is
available and stored. The data to be stored includes the simulation input data and execution data,
as well as the simulation output data. For each type, the purpose, along with a (non-exhaustive) list
of the information to be stored, is give below.
Simulation input data: These data enable users to ascertain (later) what has been
simulated and to re-run the simulation if needed; thus, if the simulation applies stochastics,
the applied random seeds should be stored as well. The following information should be
stored for every run:
Value of kinematic input parameters (initial speed of the host vehicle)
Simulation-related parameters (simulation time, number of invocations)
Input parameters for the treatment simulation if separate parameterisation is performed
Infrastructure parameters and simulated map for the scenario under assessment
Physical, performance, and behaviour parameters for vehicles and road users in the
simulation (vehicle length, preferred speed)
Trajectories of road users if relevant (pre-simulation P approaches)
Random seeds (if relevant) to make statistics reproducible for the run
All versions of the simulation tool and models used for the simulations, along with
documentation.
Instead of parameters, distributions can be stored. However, it should be ensured that the
same value is always sampled if the random seed value stays constant.
Simulation execution data: The data provide a quick overview of how the execution went.
In combination with simulation input data, they can (automatically) generate a report on the
simulation. This type of data is not always necessary, but it is strongly recommended to
store it—especially if the simulation is unsupervised, as is likely if more than 50 runs are
simulated or if the simulation takes longer than 20 minutes.
Typically, the following simulation execution data should be covered:
Start time of the simulation
End time of the simulation
Number of executed simulations
Number of successfully executed simulations
Number of failed simulations
Version number of the simulation tool
List of failed simulation runs and the reported issue for each
Simulation output data: The simulation output data will contain the information required to
calculate the evaluation metrics (defined in the evaluation scope). Possibly, the requested
evaluation metrics can be directly included in the simulation output data. Typically, the
simulation output data are provided at the simulation run level as performance indicators,
such as a single value characterising the simulation run (e.g., speed at the time point of
collision, crash status) or as signals logged over time (e.g., position, velocity, acceleration).
The individual results of performance indicators can be combined over all test scenarios.
The potential aggregated outputs could comprise distributions of a certain metric (e.qg.,
delta-v) or general information about the simulation set (e.g., crash rate). If simulation run
data are stored over time, at a minimum the following signals should be logged:
Timestamps
Positions of all (relevant) road users (according to the coordinate system)
Velocities of all road users
Accelerations of all road users
Status of all considered safety measures
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3.2.3.

Additional signals (e.g., reference to simulation execution data) shall be added as
necessary.

The data required for a certain assessment depend strongly on the evaluation scope and the
simulation approach. In general, the trade-off between assessment flexibility for later (additional)
analysis (i.e., calculation of various indicators, running checks on the simulation) and data storage
demands needs to be resolved. It is obvious that the storage of more signals over time will lead to
higher storage demands—beyond those required if only (performance) indicators are stored. The
question of how long data need to be stored must also be considered. If the data need to be stored
for only a short timeframe, the recommendation is to save more data than if they are to be stored
permanently.

The storage approach is also influenced by whether the simulation is deterministic or not. A
deterministic simulation will always lead to the same output for a certain input, so it is enough to
keep the simulation input once the assessment is performed; the simulation result can be
reproduced with this information. For non-deterministic simulation models, the output must also be
stored.

It is also advisable to check that all required information is available prior to the actual simulation
by performing a small number of simulation runs, which could be monitored automatically. For this
purpose, the evaluation tool chain shall be applied to the stored test data. Any issues during the
execution might indicate that the required information is not available.

The data format and structure should also be considered, since the storage required depends on
these characteristics. A more detailed discussion of the data format can be found in VASAFETY
Deliverable D5.1 (Wimmer et al., 2025). The data format is typically not standardised, which means
that a format needs to be chosen (within the limitations of the simulation tool used). The most
important requirement for the data format is that the simulation data can be processed in the
following evaluation steps. In general, the two options are either to use a tool-specific or a
generalised data format.

A tool-specific format allows the storage consumption to be optimised. Typically, these

formats are proprietary for each simulation tool (e.g., Carmaker).

A generalized data format typically offers the advantage of being able to exchange data

with other stakeholders more easily—and the disadvantage of not being optimised in terms

of data storage. Examples are csv, xml, Json.

If the simulation objective encompasses an external use of the assessment results, it is strongly
advised to use a generalised data format. However, if the simulation tool does not provide it, a
conversion script needs to be implemented that can provide data on request. If the evaluation
scope is only internal, the use of a specific data format is less of an issue. Nevertheless, it is
recommended to at least enable a generalised data format, to allow the use of multiple data-
analysis tools.

Documentation

This topic should be documented according to 5.2. It is important to include the following items:
Number of successful and unsuccessful executed simulations
Issues for the execution of the simulation
Versions of the simulation tool and models that have been used for the initial simulation
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4. Analyse Assessment

4.1.

This theme consists of the topics that become relevant once the simulations are conducted.
These topics evaluate the safety performance, project the results across time and space,
and conduct a CBA—which is often the final step of a virtual evaluation. However,
projecting the results and conducting a CBA are not always required.

Evaluate Safety Performance

Figure 4.1 shows the flowchart for this topic, which is split into three parts: Calculation,
Comparison, and Evolution Summary.
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Evaluation IRF or in-crash scenario severity
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Figure 4.1: Flowchart Evaluate Safety Performance

The inputs of the process are:

o the results of the baseline simulation (baseline output)

o the results of the treatment simulation (treatment output)

» the evaluation scope

» projection and/or cost/benefit-related data (if the assessment involves
projection/extrapolation of results and/or a cost/benefit analysis; further details in 4.2 and
4.3, respectively)

o injury risk function (IRF) or in-crash simulation (if required)

The evaluation focusses mainly on assessing the avoidance or mitigation of existing conflicts. For a
comprehensive assessment, it is essential to evaluate both the positive, intended effects and the
negative, unintended effects (side effects) of the safety measure under assessment. These effects
should have already been considered in the evaluation scope (see 2.1). There are several ways to
consider negative effects:
o Via scenario parameters (e.g., consider investigating a baseline case that does not lead to
a collision, by, for example, setting up the timing in a crossing conflict to avoid a collision),
* Via dedicated scenarios that investigate the potential issue (e.g., simulate a scenario that
affects safety negatively, such as false braking with rear-traffic present, a sensor/safety
measure failure in automated driving, or driver adaptations to the safety measure),
o Via a separate analysis outside of the safety measure assessment (e.g., a false positive
analysis based on another dataset)
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4.1.1.

For false positives evaluations, the same metrics as for the crash-related scenarios should be
applied, as far as possible.

Calculation

In this first part (see Figure 4.2), the key question is whether the required metric (as defined by the
evaluation scope) is available in the output data of the baseline and treatment simulations. If it is,
no further action is necessary. If the required metric is not available, it must be calculated by
means of an injury-risk calculation or an in-crash simulation. The calculation may also require the
post-processing of the simulation output data.

For example, if the required metric is the distance remaining at the time of braking, and the
simulation results provide the position of both participants at the end of the simulation run but not
the distance between them, then that value needs to be calculated in post-processing. As another
example, if the evaluation scope requires only the number of avoided crashes in the treatment
simulation, only “collision”/“no collision” is needed in the output data. If the evaluation scope
considers a metric like “changed collision injury severity” to compare baseline and treatment
simulations, then this metric needs to be analysed for the cases with crashes. An IRF calculates
the probability of injury based on collision parameters like speed, kind of vehicle, age, sex of the
occupant(s), whether the occupant(s) wore their seatbelts, etc. This probability then needs to be
applied to the treatment and baseline output.

Calculation

o

Yes

Requested metric
available in output?

No

I
>

o ) e

Figure 4.2: Flowchart for Evaluate Safety Performance (Calculation).

Some typical example metrics are given in Table 4.1.

In conclusion, the main steps in this part are:
1) Check which metric is required by the evaluation scope
2) Check whether the evaluation metric is directly provided by the simulation output
3) If the answer to 2) is “No”, the metric needs to be calculated with additional inputs, like IRF
or further simulations, or by post-processing information from the simulation output.
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Table 4.1: Evaluation metrics examples

Metrics Calculation Hints

Collision Collision or no collision Criterion does not consider how
closely the collision is avoided. That
is, in simulation 1 mm distance
between the boundary boxes means

no collision
Time To Different methods could be applied e.qg. Make sure, that the calculation
Collision (TTC) 1. Longitudinal distance to the hit-point method is the same in baseline and
divided by difference velocity between treatment. E.g., bounding box
two road users. definition and simulation time steps
2. Longitudinal distance between “sensor shall be same
apex” and “object nearest point” and the
relative speed calculated by the vector
norm.
3. Based on relative distance and speed.
Injury risk Probability based on injury risk functions Additional input data like age, sex or

seat belt usage might be needed to
use the IRF. Data might be available
in input data and must not change
between baseline and treatment
simulation for the same case

Recommendations for the calculation:
Check the calculation with a small sub-sample of the simulation data first.
Check the definition of the metrics with the stakeholder to avoid misunderstandings (in
terms of reference point, applied TTC calculation, format, etc.)
Check that an appropriate IRF is applied (see 2.3.2.1). The IRF might need to be updated
for the evaluation scope, if sufficient data are available. If the IRF cannot be updated,
document how it was created and the possible effect that its use could have on assessing
the results. For more information, refer to deliverable D4.2 (Glasmacher et al., 2025).
If the metric is not available, check for possible errors in the simulation execution. For example,
when looking into collision frequencies, if Baseline Approach A or B is used based on crash data, it
would be expected that the baseline simulation output also provides a collision. Lack of a collision
in the output in the baseline data constitutes an error that must be investigated.

4.1.2. Comparison
The flowchart for this part of the topic is shown in Figure 4.3. The first activity is to determine
whether a case-by-case comparison between baseline and treatment is possible.

One prerequisite for a case-by-case analysis is a unique case identifier (case ID) for use in both
baseline and treatment simulations. If it exists (path “Yes"), their outcomes can be compared
directly. If it does not exist (path “No”), a case-by-case analysis is not possible; the next activity is
Aggregation over Simulation Runs, followed by a statistical analysis.
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Figure 4.3: Flowchart for Evaluate Safety Performance (Comparison).

4.1.2.1. Case-by-case comparison possible
With the unique case ID in the results of baseline and treatment output, it is possible to compare
the results directly case by case. That means that the same case ID in both outputs delivers the
required results. In addition, the parameters which are required to compare the simulation results,
such as the injury severity or TTC, need to be available in both datasets and share the same
definition and calculation methods.

Baseline Approaches (see 2.2) for which a case-by-case comparison typically can be conducted
are AO and BO. For the Baseline Approaches B2, C1, and C2 a case-by-case analysis is generally
possible, but it depends on the actual implementation of the baseline.

A comparison of the output at the case level could have the following results (see Figure 4.3):
+ No change: baseline and treatment outcome are the same.
o Changes: baseline and treatment outcome are different. The following combinations,
shown in Figure 4.4, are possible:

Treatment mitigated severity of crash which occurred in baseline (Figure 4.4,
change 1)
Treatment increases severity of crash which occurred in baseline (Figure 4.4,
change 2)
Treatment avoided crash which occurred in baseline (Figure 4.4, change 3)
Treatment incurred crash which did not occur in baseline (Figure 4.4, change 4)
No crash in baseline or treatment, but surrogate safety measure (SSM) changed
(Figure 4.4, change 5)
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41.2.2.

Crash severity was mitigated

Crash severity was increased

Near crash 5 Near crash

Figure 4.4: Possible combinations of baseline and treatment outcomes.

As the number of cases in baseline and treatment is the same, the comparisons can either be
made with the total number of cases or with the share of cases in the analysis groups “No
changes” and “Changes” including the subgroups (“like Treatment mitigated”).

It is possible that baseline and treatment simulations run with the same ID are using different input
parameters or a different random seed. This situation, which occurs if the simulation input
parameters are sampled independently of the baseline and treatment simulations, clearly renders a
case-by-case analysis impossible. Of course, even when a case-by-case analysis is possible,
analyses on an aggregate level can also be performed. They are described in the following
subchapter.

Case-by-case comparison not possible

If a case-by-case comparison between baseline and treatment is not possible, an aggregation
(e.g., of number of crashes, number of avoided crashes) over all simulation runs in the baseline
and treatment simulations is required. Typically, the comparison is done via a proportional metric
(e.g., crash rate, avoidance rate). If weighting factors have been introduced to correct some bias
between the simulation's dataset and the real world, it is necessary to consider them in this step. In
addition, exposure factors (e.g., How often is the relevant scenario encountered in terms of driven
distance or time—and does this change?) can be considered.

The aggregation step is followed by a statistical analysis delivering the distribution of scenario
severity (for crash and near-crash assessments) in the baseline and treatment results (e.g.,
clustering; calculating distributions, averages or rates of crashes, avoided crashes, collision speed,
etc.). The distributions should be manually inspected to identify anomalies (e.g., non-normal or
even multi-modal distributions). In addition to summary metrics (e.g., the mean), it is recommended
that the aggregated distribution of the metric is reported. For crash-related assessments, a crash
rate for the baseline and treatment simulations could be derived as well.

Depending on the evaluation scope, the more interesting outcome of the analysis step could be
either the total number of avoided/mitigated crashes in the treatment simulation (e.g., 1,000
crashes at baseline; with treatment, 300 avoided crashes and 500 mitigated crashes) or the share
of the avoided and mitigated crashes in the treatment simulation (30% avoided crashes, 50%
mitigated crashes).

Recommendations for both comparison parts (Case-by-case possible and not possible)
Verify that the baseline and treatment configurations are the same (e.g., check that the
random seeds are the same in both conditions).
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» For the aggregated analysis, it is advised to use rates (number of crashes relative to the
number of successful simulations) instead of the absolute number, since this metric is
unaffected by unsuccessful simulation runs.

o For a case-by-case comparison, the total numbers and/or the share of the analysis groups
can be used.

» If case-by-case comparison is possible, cases which are missing a result in either the
baseline or treatment simulation should be exclude from both.

» Check for possible errors in the simulation execution, because that could affect the
comparison of cases.

4.1.3. Evaluation summary
The summary (see Figure 4.5) of the results shows that different approaches can be taken for
near-crash-related assessments (light blue part at bottom) and crash-related assessments (dark
blue part on top). Crash-related assessment can be done at either crash level (e.g., change in
number of crashes), participant level (e.g., change in number of vehicles or participants being
struck) or occupant/person level (e.g., change in number of persons injured). The table
summarises the number of crashes/participants/occupants in the baseline and treatment simulation
on injury levels. The injury levels could be defined by Maximum Abbreviated Injury Score (MAIS)
level (up to 6), police injury level (fatal, severe, slightly, not injured), or an injury level defined by the
IRF used.

Xcrash level /
Zparticipant level /
Zoccupant level
Treat
ment

Figure 4.5: Flowchart for Evaluate Safety Performance (Summary).

For near-crashes, the evaluation summary is based on SSMs like TTC or PET. The summary
delivers the data for the next steps (e.g., CBA).

In most cases, the summary may be able to directly display the change in value of the metric
defined under the evaluation scope, including its comparison. However, it may be that the
summary requires some post-processing:
» When a bias between the sample for the baseline and treatment simulations and the real
world exists, weighting processes might be applied during the data preparation process
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4.1.3.1.

4.1.3.2.

due to the selected sampling approach (see 2.3). Weighting processes might also be
applied to project the simulation results onto a certain region or time. More information can
be found in 4.2.

The output of the calculation might be an injury probability rather than a dedicated injury
level. For example, a probability value of 0.8 of having a fatal injury means that eight out of
ten cases end with injury and two do not). This value can then be used to summarise the
assessment and might by multiplied with the weighting factor (see 4.2.2.5 and 4.2.2.6).

Detailed summary for crash-related assessments

Depending on the evaluation scope of crash-related assessments, it may be necessary to create
table(s) and figure(s) reporting accident levels, participant levels, and/or occupant levels. An
example of a figure for a summary is shown in Figure 4.6. The bar plot compares number of
crashes for the baseline and treatment simulations by injury level.

Summary of number of crashes per injury level
60

40
. I I i
0
no injury slight injury serious injury fatal injury

m Baseline Treatment

Figure 4.6: Example of Summary Results.

Summaries could be provided for several injury scales: the injury levels could be indicated by MAIS
level, police-reported level (fatal, serious, slightly, no injury (as in Figure 4.6) or injury level returned
by an injury risk function (e.g., the probability of a MAIS2+ injury). The overall number of cases in
baseline and treatment must be the same to perform a case-by-case analysis. (That is: Figure 4.6
> (nfatal, Nserious, Nsiight)(Baseline) = (nfatal, Nserious, Nslight, Nno)(Treatment).)

Detailed summary for near-crash-related assessments

The summary is based on the SSM defined in the evaluation scope. For instance, the differences
in TTC between baseline and treatment simulation could be aggregated (as a result of the safety
performance evaluation) in a table or diagram. It is common to calculate density functions as a way
to compare the distributions of baseline and treatment outcomes over the SSM in an intuitive visual
style (example shown in Figure 4.7).
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Figure 4.7: Density functions for the SSM “average minimum time to collision” (3TTCnmin,) for two different scenarios
(example based on Pohle et al., 2021).

Recommendations for the summary part of crash and near-crash-related assessments
Use tables and figures for an easily understandable result presentation.
Clearly document the statistical unit used (crash, participant, occupant).
If the severity of crashes is assessed, use clearly defined injury categories (e.g., MAIS
level).
Check the interface to the following process steps (projection and CBA) to determine which
data format they need as input from the summary. If a calculation step is needed for the
following process steps, show and document it.
If the evaluation scope is targeting injury severities or crash frequencies and only SSMs
are used, a clear rationale describing the assumed link between the SSM metrics and
injuries is needed.

4.1.4. Documentation
This topic should be documented according to 5.2. It is important to cover the following items:

Main results on crash avoidance, mitigation, and unaffected crashes
Results for other metrics of importance, including the applied calculation approaches for
the metrics
The calculation methods used (e.g., IRF)
Reflection on potential biases in the data and models as well as on the representativeness
and validity of the models—all in relation to the evaluation scope.

VASAFETY | Deliverable D2.1 | WP2 | Final 59



4.2.

4.2.1.

Project Results

This topic is split into Projections in Time (4.2.1) and Extrapolation over Space (4.2.2).

The project VASAFETY focuses on crash outcomes, because these are the most logical inputs to
cost-benefit analyses (see 4.3). However, the same principles would apply to other safety-relevant
situations (e.qg., critical driving situations or crashes with a certain injury).

Instructions for Projection in Time

For these projections, it is necessary to consider how the measures may change over time. These
changes may directly affect the baseline the performance of road safety measures in the field.
Examples are:

Changes in the spread and efficiency of different technologies
Changes in the acceptance and usage of safety measures
Changes in law enforcement

Changes in driving regulations

Changes in infrastructure

Changes in age/size of the fleet

Changes in age and gender distribution of drivers

Changes in frequency of misuse

Changes in transport modalities

These changes may also affect the crash risk. For example, increased market penetration of an in-
vehicle safety measure is expected to reduce crash frequency, while infrastructure wear is
expected to increase it. Injury risk can also be affected: the ageing of the population is expected to
increase injury risk, but penetration of in-vehicle or infrastructure safety measures, such as safer
roadside measures, are expected to reduce it. The workflow depicted in Figure 4.8 encompasses
all relevant effects for projecting the safety measure’s performances over time. The workflow can
be understood as a loop in time (e.g., year by year) or a single loop (i.e., one direct step to the
final target year) until the target year is reached.

Here are a few remarks on projections across time, and the related baseline updates which are
affected by the factors listed in Figure 4.8 (right-most box in workflow). The brief list of factors is not
meant to be comprehensive. Projections are improved when data to model the factors’ disruptive
effects on the baseline are available—or can be inferred based on similar events in the past (e.g.,
financial crises). More examples of potential changes are described in Glasmacher et al., 2025.

In general, it is rather unlikely that a baseline will not change over time. For instance, societies are
ageing, so the victims’ age distribution will drift towards older age, with implications for crash
configurations as well as for the outcomes of crashes which are not avoided, but whose severity is
mitigated. Moreover, various unforeseen changes are likely to happen to the traffic system and its
users.
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Figure 4.8: Flowchart for projection over time.

At each timestep, factors influencing effectiveness (left side of the workflow in Figure 4.8) must
be updated if relevant and if data is available. A few examples related to safety measures are
listed here.
Usage rates of measures that can be switched off, such as Lane-Keeping Assist (LKA), will
probably remain stable for as long as a decade, so there is little need to update them.
In-vehicle passive safety measures are expected to alter crash risk over time. However, no
influence on the number of crashes is expected.
Changes in roadside design can also affect the number of crashes. For example, a new
safety barrier will generally increase the number of crashes but reduce their severity.
AEB can increase rear-end crashes for drivers who think that their cars will stop effectively
at any speed and in any circumstances (Kinoshita 2017).
More speeding at nighttime is expected if improved night vision systems become available;
however, reliable and precise data are hard to come by, making this effect hard to include
in the assessment without coarse assumptions.
Updating penetration rates, installation rates, or regulation enforcement can present some
difficulties, especially because of the lack of open data sources in many countries.

It should be noted that factors influencing the effectiveness of a safety measure—or its
components, such as penetration rates—are not just subject to gradual temporal changes; they
can also be impacted by disruptive events. For example, in 2008 three major events substantially
influenced the French automotive market:
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A positive government incentive for the purchase of smaller “A-segment” cars and a
negative incentive for the purchase of cars with larger fuel consumptions.
Arise in fuel prices
The financial crisis in September 2008, which caused a shortage of bank loans (making it
more difficult to buy an expensive car)
These events led to fewer purchases of upper-segment cars (E- and F-segment), which were
equipped with more driver assistance systems, such as ESP (Electronic Stability Program: see
Figure 4.9).

ESP Installation Europe 2005 — 2006 by car segment
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Figure 4.9: Equipment structure ESP/ESC Europe 2006-2007; Volume by car segment 2006: A 9%, B 33%, C 38%, D 16%,
E 3%, F 1%. (Busch et al., 2008)

In consequence, there was a greater increase in the prior-to-mandatory ESP installation rates in
France compared to other countries in Europe (Figure 4.10).

By their nature, disruptive events cannot be inferred from present or recent past trends. Their
effects shall be introduced as “add-ons” that will alter the natural evolutions of baselines for a given
period. For the most recent disruptive event, namely the COVID-19 pandemic, relevant literature
and models are starting to be available. During the pandemic, a decrease in the absolute number
of crashes was detected in nearly all countries. However, an increase in severe crashes related to
speeding was detected; see the ITF’s Road Safety Annual Report (ITF 2021). Due to lower traffic
volume, drivers probably found it easier to drive at high speeds because of the lack of dense traffic.
In countries which had no culture of massive use of alternative modes of transport, a massive
boost was given to bicycles and e-scooters. This boost changes the traffic composition and,
concomitantly, the crash situation.
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ESP Installation Rates by New Car Registration

100%
90%
80% S
Sweden
70%
==g==(Germany
60% _
=@== Spain
50% e UK
40% ==g==Europe
30% =g |taly
20% ==@==France
10%
0%

2003 2004 2005 2006 2007 2008 2009

Figure 4.10: New passenger vehicle ESP installation rates (2003—-2009) (from Busch et al., 2008; additional data provided
by Robert Bosch GmbH and Swedish Road Administration).

Instruction 1: In-vehicle penetration rate for newly registered vehicles
In-vehicle road safety measures are usually given as penetration rates for newly registered
vehicles when what is needed is the penetration rate for the whole fleet. To apply the available
information to the whole fleet, the following information is needed:
Timelines for penetration rates of new vehicles
Timelines for the number of new registrations
Survival curves (probabilities of vehicles still being on the market given their age), as
exemplified by Figure 4.11. For instance, this graph of French data from 2008 shows that
after 15 years only 50% of the diesel and 42% of the petrol vehicles are still registered (on
the market). This information can be used to estimate the composition of the market at the
desired timestep. Projections related to the general fleet size can be used to correct or
improve the estimation.
Age composition of the market respectively fleet that is analysed.
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Figure 4.11: Survival curves of the 2008 French fleet (Kolli 2012)
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Instruction 2: In-vehicle penetration rate timelines

Germany is one of the few countries which regularly publishes data on in-vehicle safety measure
penetration rates; see, for example, Gruschwitz et al., (2022). In-vehicle safety measure
penetration rate timelines for other countries can be built using the principle that upper segments
get equipped first and then comparing the market segmentation to that of Germany (see Figure
4.12). For example, this segmentation (from Busch et al., 2008) illustrates why the implementation
rate for the whole of the new car fleet in France can be roughly estimated as half the corresponding
value for Germany.
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Figure 4.12: Segmentation of new cars for Germany (above) and France (below) (according to Busch et al., 2008).

Instruction 3: Behaviour-related safety measures

The E-Surveys of Road users’ Attitudes (ESRA) reports, e.g., ESRA3 (2024) are good sources of
information about behaviour-related measures. The reports show how to assess the general
attitudes towards road safety and compare countries to a reference one. The French Highway
Society VINCI also releases yearly sets of Europe-level driver behaviour indicators; see, for
example, VINCI (2023).

Instruction 4: Infrastructure changes

Statistical distributions can be considered when dealing with infrastructure changes. Examples
include: number of intersections changed to roundabouts per year, number of kilometres of two-
lane two-way rural roads converted to divided highways per year, and number of kilometres of
upgraded medians or roadsides per year.

Instruction 5: Multiple measures

When one measure influences the effectiveness of another, it is necessary to assess each
combination independently of the others, building penetration timelines and effectiveness values
independently. As an example, AEB, Intelligent Speed Assist (ISA), and AEB+ISA would be
considered three independent safety measures, each with their own projection scenario.

Instruction 6: Baseline updates for time projection

Projections in time require baseline updates. Baseline Approaches B and C are best suited to
addressing these updates; the use of Approach A is restricted to a fixed set of real-world cases
where time-dependent weightings can be used. The baseline approach may even have to be
changed over time. For example, if a projection starts with Approach A, but at a certain timestep
the speed limits change over a significant share of the network, then original cases must be altered
and Approach B or C must be used after that timestep.
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4.2.2.

Instruction 7: Factors to consider when altering baseline

Altering the baseline over time requires that influential factors be carefully reviewed against the
evaluation scope to determine their effects and relevance. For instance, in emerging markets,
crash frequency and/or severity will be positively correlated with the increase in the fleet size, but
that may not be true in more mature markets, in which negative correlations may even appeatr.
Referring to recent past trends and causes thereof and/or studies on the effects of disruptive
events (if the latter are included in the evaluation scope) is an essential step to optimise the
accuracy of the projected changes.

Instruction 8: Implications of ageing

The implications of ageing are relevant to consider in the baseline, as seniors are more prone to
involvement in certain categories of crashes (e.g., fatigue, seizure, run-off-road) than other road
users. Further, their age might affect safety-measure effectiveness (e.g., the risk of injury on their
frailer bodies is higher). Thus, it is essential to choose and explain the hypotheses used,
particularly when they are not supported by data.

Instruction 9: Modal shifts

The available literature on the topic modal shift models consists of a small number of case studies.
The results may not be transposable to your network of interest, as they depend on factors such as
the infrastructure layouts, the availability of public transport, traffic congestion, and road
maintenance. Therefore, carefully choosing and explaining the hypotheses used is again essential.

Examples of projection in time are given by Page et al. (2011) or Pohle et al. (2023). These studies
extrapolated timelines for the frequency of given types of crashes, using known trends from the
present and the recent past and extrapolating baselines until the year of projection. They thus
obtained a set of timestep-dependent baselines corresponding to a baseline scenario without the
intervention (i.e., the road safety measure under study is not on the market). These baselines are
essential in any assessment projected through time, because penetration rates and baselines have
to be synchronised.

Studies such as the one by Sander & Lubbe (2018) consist of a series of counterfactual
simulations with the same baseline to investigate the effects of different penetration rates. This
study is (and was also not intended) as projection in time study, although might appear as such at
the first glance. If penetration rates are associated with timelines and the baseline needs to be
adapted for the different times, then the study is actually a projection over time. If the baseline is
not adapted, it might still be a proper projection in time, if it can actually be proven that the baseline
does not change over time (by, for example, presenting trends from previous years showing that
the baseline has not changed significantly).

Instructions for extrapolation over space
Extrapolations over space may be necessary if traffic-related differences between regions lead to
different distributions of crash characteristics such as:

involved road users

crash locations, such as intersection types or rural/urban ratios

crash severities

In this case, safety impacts computed for one region may differ when implemented in another

target region. (In the context of space extrapolation, “road networks” is used instead of “regions”,
so for consistency, the word “region” is used hereafter.)
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A typical example is a difference in modal share, so that aspects such as safety measures or crash
risks that are specific to certain modes of transport will likely have a higher impact in regions where
that mode has a higher share. A look at the distribution of fatalities by mode of transport in Europe
reveals differences between countries (see Figure 5.3 in Appendix D). For example, while on
average 14% of those fatally injured in the European Union (EU) are pedestrians, in Romania the
number is 34%; as a result, safety measures focussing on pedestrian safety will likely have a
higher-than-average impact in Romania.

Analogously, safety measures designed to address crashes on rural roads or motorways will have
a higher impact in regions with a higher share of rural road or motorway crashes, as revealed in the
accident statistics for Cyprus, Romania, or Greece (see Figure 5.4 in Appendix D). To account for
these spatial differences, the user shall consider how data from a certain sample region can be
extrapolated to a target region that it is defined in the evaluation scope (see 2.1.4.1).
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Figure 4.13: Flowchart for extrapolation over space.

A generalised approach for extrapolating from a sample region to a target region is depicted in
Figure 4.13. To which extent this approach is applicable for individual assessment shall be
checked by the user before conducting the extrapolation (by, for example, ascertaining which data
are available for the extrapolation). This generalised approach should ensure that all necessary
influences and considerations (such as biases and different categorisations in databases) are
handled, thereby ensuring a valid, systematic extrapolation to other regions. The critical steps of
the approach are:

identify data from sampled region and target population

identify common characteristics
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identify possible biases
group use case-relevant crashes (for projection)
compute and apply weighting factors

An exemplary application of extrapolation over space can be found in (Ding et al, 2019), where
GIDAS data (https://www.gidas.org) from two specific regions of Germany are weighted to
represent the whole country.

Identify databases

For the sampling region, the selection of database(s) to build the baseline is mostly limited by the
available scenario data (see 2.3.1.2). For the target region, there may be many representative
statistics and databases. However, the geographic coverage, period during which data were
collected, reporting standards, missing data, and types of crashes recorded (e.g., only crashes with
personal injuries or fatalities) all need to be clarified; failing to do so may lead to a possible bias in
the database used and concomitant incorrect extrapolations. A characterisation of different data
sources can be found in VASAFETY Deliverable D4.1 (Sander et al., 2024). In addition, grading for
data quantity and quality is provided to help the user select the most appropriate data source.

The European Union has established a common classification of territorial units for statistics,
known as NUTS (Nomenclature of territorial units for statistics), to facilitate the collection,
development, and publication of harmonised regional statistics in the EU. This hierarchical system
is also used for socio-economic analyses of the regions and the framing of interventions in the
context of EU cohesion policy. The single legal framework thus created by Regulation (EC)

No 1059/2003 ensures the stability of regional statistics over time; see
https://ec.europa.eu/eurostat/web/nuts/overview for more information.

Statistics and accident databases most likely hold information for different regions that are defined
by administrative boundaries using the European NUTS classification. Therefore, spatial
extrapolation which targets regions following this classification is preferable. For the most part, the
greater the geographical extent of the target region, the more the information in the accident
database or statistics will be aggregated. Often, many different information categories are
standardised in national accident statistics and can be used as representative statistics for the
target region. These categories are most often used in in-depth and police-recorded crash data on
NUTS level 1 (major socio-economic regions). This data may contain more detailed information.
National representative statistics and databases, however, often only allow crashes to be
distinguished by a few characteristics, so when they are the source of target information the
number of common comparable characteristics between sample and target region is limited (see
4.2.2.2).

At the European level, CARE (CARE 2024) is the only available database containing aggregated
crash characteristics of the European Union. However, CARE can only provide information which is
also documented on the national level—but in the countries different level of details are available
related to crashes. That is, CARE is limited to information on a very high aggregated level. If
extrapolation to the whole of the EU is necessary, it might be very approximative for some
countries. Thus it might not be feasible at all to rely solely on CARE data, and attempts should be
made to use national data instead.

To find appropriate databases, the following tasks should be considered.
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4.22.2.

Task 1: Identify potential databases

In this first step, relevant databases (potentially covering and representing the target region) should
be identified, regardless of their data granularity. However, understanding the scope and limitations
of each database is crucial; each database should be checked for missing data and its reporting
standards, survey plans, and possible recording limits should be reviewed. This crucial preparatory
work may help identify any crashes that are never, sometimes, or inconsistently recorded in the
data, which may lead to possible biases (see 4.2.2.3).

Secondly, it should be checked if the period during which data were collected matches the period
of the sampling database. Further, to ensure data timeliness, the most recent update of each
database should be identified and used. Databases from approximately the same time periods may
also be used for the target region, if no systematic differences in the traffic and crash situations
occurred. An example of such a difference would be the reduced number of pedestrian collisions
during COVID (EC, 2023).

The third step is to review the standards and the survey plans regarding how data is gathered. The
focus should be on determining whether these may have influenced the probability of certain data
being recorded. For instance, in the context of crash data, on the one hand survey plans may lead
to an over- or under-reporting of crashes in general and/or of certain crash characteristics at
certain times of the day. On the other hand, reporting standards influence the way information is
coded; for homogeneously coded data (e.g., in a single country), it is necessary to identify how
each extrapolation-relevant category of a crash characteristic is coded to address the relevant
crashes. For heterogeneously coded data (e.g., aggregated from several countries), the
aggregation procedures for post-harmonisation of extrapolation-relevant categories need to be
clarified. The procedures may be a source of inaccuracies, due to unconcise aggregation or
ambiguously aggregated categories (often declared as “unknown” or “unspecified”). The granularity
of the coded information can change over time (e.g., “bicycle” might become split into “pedelecs”
and “conventional bicycles”). Therefore, the coding process needs to be checked for consistency
from time to time.

Task 2: Check accessibility

As described in 2.3.1.2, the access to databases and information needs to be checked. In the
simplest case, database content for extrapolation to other regions can be accessed and filtered
online. However, some databases may not be publicly available, have restricted access, and/or
impose special restrictions on their usage. Restricted access may necessitate additional payment,
a subscription, or a data-sharing agreement. It may be that access is only granted to certain
groups, such as public organisations, research groups and statistical offices.

A list of potentially relevant accident databases can be found in Deliverable 4.1 (2.1.1.1).

Identify common characteristics for comparison

Task 1: Check for variable definitions

Performing an extrapolation to other regions requires identifying common characteristics in the
sample data and the target database. For this task, it is essential to ensure that the definitions
and/or categories used are consistent with each other. An example of different category definitions
is the difference in granularity for coding certain infrastructure types (e.g., junctions, VRU facilities),
movement types (e.g., presence of oncoming traffic), and road user types (cyclists with/without
pedelecs, trucks by weight). Differences in definitions can also arise due to variations in data
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collection methods, in regional reporting standards, and in the specific focus areas, affecting the
comparability of the data.

It is also important to verify the differences in the network characteristics; if the reference network is
composed only of rural roads, it cannot be extrapolated to urban roads. Similarly, if it is only
composed of motorways, it should not be extrapolated to two-lane, two-way rural roads.

Definitions of potential common characteristics, therefore, need to be unified to create a set of
criteria that can be applied across all data sources, ensuring a consistent interpretation of
variables. The following suggestions help identify common characteristics and possible differences
between variables.

1) Create avisual mapping of variables: Pivot/frequency tables can help identify all used
categories of variables and ensure that, where necessary, categories can be merged to
group common characteristics for the sample and target databases. Furthermore, the
relative frequencies of categories within one variable can be used to compare between the
sample and target databases. Significant differences in the relative frequencies of
standardised categories between both databases may indicate systematic differences,
either in crashes, between the sample and target regions, or perhaps a persisting
inconsistency of variables—in which case, further steps towards harmonisation should be
considered.

Another approach to identifying possible harmonisation needs, especially if common
characteristics include multiple responses or elements, is the use of data hierarchy graphs.
For instance, parties involved in a crash or crash causes may be coded in separate tables
and linked via a primary key to other crash information, allowing unlimited parties or
causes, respectively. On the other hand, a database may simply have a limited number of
variables for involved parties or crash causes. In this case, data hierarchy graphs help to
identify the harmonisation needs due to multiple coding. The IGLAD tables
(http://www.iglad.net/web/page.aspx?refid=10), for instance, are linked by a hierarchy:
“accident” is the first level and "participant” is the next level. “Occupant” and “safety
system” are parallel, on the third level. Each participant has an identification number, which
links that table to each of the other three.

2) Document assumptions or adjustments: During the process of harmonisation, reporting
standards and definitions are reviewed and assumptions made about the meaning of a
variable or a variable category. For instance, coding on junction types could be assumed to
be on a macroscopic scale—meaning that at a roundabout the microscopic sub-junction
type (e.g., a merging lane section) is not coded. Assumptions should be documented as
well as possible when aggregations of variables or categories are made in the process of
harmonising data.

3) Develop a glossary: Especially for common characteristics, a glossary should document
the terms and definitions used, with reference to the data sources used. If different terms
are used for the same characteristics in different data sources, this should be documented.

Task 2: Mapping variables

Mapping variables, creating a correspondence between variables in different databases, is a
crucial step in data harmonisation which allows data from multiple sources to be integrated. For
example, if one database uses "light conditions" and another uses "sun intensity," harmonising
these into a single category such as "lighting conditions" facilitates comparison. Harmonisation may
also involve multiple variables. Further assumptions may be required for the mapping of numeric
data onto categories, in which case the defined class-assignment rules should be added to the
previously made assumptions and adjustments.
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4.2.2.3.

Task 3: Identify Data Gaps

Data gaps may exist due to data gaps. In addition, extrapolating over a large spatial region might
reveal that multiple heterogeneous data sources are inconsistent; crucial information on common
characteristics or necessary subcategories are different or not even provided by some data
sources. As an example, one database might lack information on detailed crash types or
demographics for a region, while that information is present in other databases for a different
region—and both are part of the target region.

There are different methods for dealing with data gaps. The methods are generally based on
imputing data on relative frequencies from similar databases; see, for instance, Kalton et al. (1982)
or llyas & Chu (2019). One possibility is to use data from a representative data subset from the
same region and impute relative frequencies for the missing data. If no information on the missing
data can be found in the same region, another possibility is to impute data from other, similar
regions. However, the similarity between regions first needs to be identified. Clustering methods
can be used to identify similar regions, and data imputation can be performed using actual relative
data frequencies from the most similar region. Using the proximity of the regions (e.g., in the same
country) is another clustering approach.

Identify bias induced in the sample representing the sampling region

A safety performance assessment is usually performed on samples that have been
selected/collected using a set of criteria. These criteria, however, may induce biases towards the
target region. Therefore, the representativeness of these samples with regard to the target region
must be checked and methods may need to be applied to correct for these biases.

Characteristics that show a significant difference between the sample and the target region hint at
a possible bias. Examples of these characteristics can be traffic composition, conflict or crash
types, pre-crash manoeuvres, injury severity, or road user speeds—all of which may influence the
composition or frequency of crashes. Many of these differences may be caused by differences
between the sampling and target regions. As a minimum, the following possible differences should
be considered:

Extent of law enforcement/Road users’ attitudes toward road safety

Socioeconomics (e.g., fleet size, renewal rate of the fleet, modal split).

Demographics (e.g., age structure).

Road type statistics (e.g., road network length by road type, junction types).

Road infrastructure conservation status (the quality of road surfaces or markings) can be obtained
from organisations such as the International Road Federation (see
https://worldroadstatistics.org/data-warehouse/).

The above-mentioned factors can be considered by applying weighting factors to the sample
region. For instance, if the evaluation scope deals with a measure that is strongly dependent on the
road markings, and the proportion of well-marked roads is 90% in the sample region and 50% in
the target region, then the measure of effectiveness must be reduced accordingly (by altering the
original case weights). If it is further found that the sample and target regions’ victim age
distributions are different, then another multiplicative correcting factor must be applied; not doing
So creates a risk of delivering over-optimistic assessments. Which factors need to be considered
strongly depends on the evaluation scope and the nature of the measure under assessment.
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4.2.2.4.

4.2.2.5.

4.2.2.6.

4.2.3.

Group use case relevant crashes (for projection)

In preparation for calculating the weighting factors, matched crash data from the sample and target
regions should be clustered by characteristics. If the characteristics hint at a bias in the sample
region. Thereby, close attention should be paid to groups with low sample sizes, to prevent high
weighting factors. If necessary, these groups could be combined with a similar group.

Compute weighting factors

The calculation of weighting is defined by the weighting method used. The easiest is to divide the
known population percentage of a group in the target region by the known percentage of the same
group in the sample region (stratum weighting: see, for instance, Schweder, 2001). More
sophisticated approaches, such as inverse propensity weighting (Austin & Stuart, 2015), exist in
the context of extrapolation to other regions and prospective safety assessments; their application
depends on the data availability and group sizes.

Hypercube clustering and weighting is similar to classical stratum weighting but adds additional
dimensions of grouping characteristics. Weighting factors are then calculated for each combination
of the grouping categories used; see for example Flannagan et al. (2018).

Other approaches (see, for example, Bjorvatn, et al., 2021) take into account the frequency of
certain scenarios that was detected in driving data and penetration rates, in addition to the
weighting factor of the grouped target crashes. However, doing so may lead to an over-weighting
of factors, since the exposure to more frequent driving scenarios already affects the differences in
frequency of the grouped target crashes. Fine tuning, such as considering different fleet renewal
rates, may be needed so that different penetration rates of measures in the sample and target
regions are not overlooked. Additionally, microscopic characteristics, such as variations in road
quality, should also be considered.

2 Approaches that aimed both at projecting in time and extrapolating over space, may lead to
over-optimistic results.

Apply weighting factors

In the final step, weights are calculated and applied to the data from the sampling region to
extrapolate it to the target region. It is crucial, especially when using multiple grouping
characteristics (as described in 4.2.2.5), or apply the same grouping characteristics used to
calculate the weighting factors to the sample data. It is also crucial to use any correcting factor
from 4.2.2.3.

Documentation
This topic should be documented according to 5.2. It is important to cover the following items:
For projections in time:
Baseline approach used
Effects considered for measure effectiveness
Effects considered for updating baselines over time
Description of (or reference to) all data sources and the matching process (e.g.,
variables used and matched definitions)
Description of (or reference to) all data used (including secondary data and the
process used to generate them)
All projected results
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For extrapolation over space:
Sample and target database(s) used
Matching biases identified between sample and target database(s)
Description and rationale of the weighting process (including description of the
clustering process, if used), identified biases (e.g., caused by lack of data)
Description of (or reference to) all data sources
Description of (or reference to) all data used (including secondary data and the
process used to generate them)
All extrapolated results
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4.3. Analyse Cost/Benefit

4.3.1. Overview of cost-benefit analysis (CBA)
The CBA methodology applied in the VASAFETY project is summarised in Figure 4.14 below. The
preliminary methodology was described briefly in the MS10 report (Fahrenkrog et al., 2024). The
left-hand side of the figure presents the estimated benefits of safety measures. A key input for the
benefit estimation is the number of prevented casualties, crashes, or injuries due to the safety
measure under assessment (more details in 4.3.2.1). This input is provided by the evaluation of the
safety performance and the projections in time and space, as discussed in 4.1 and 4.2.

Note that, active safety measures change the number of crashes and thereby the number of
casualties and injuries, whereas passive safety measures only change the number and/or the
severity of injuries. The number of prevented casualties/injuries is determined by the number of
target crashes/injuries and the crash and injury risk alterations, among others (see 4.2).

The number of prevented casualties/crashes/injuries is translated into monetary benefits by
multiplying this number with a monetary value per casualty/crash/injury (for more information see
4.3.2.2). The monetary valuation represents the socio-economic costs of a casualty/crash/injury;
the benefits consist of the cost savings related to preventing casualties/injuries. The benefits are
summed up over the period during which the safety measure is effective (e.g., the vehicle lifetime
in the case of vehicle safety systems), resulting in the present value of the monetary benefits (see
4.3.2.3). To calculate the present value, a discount rate is typically used which considers the fact
that benefits have a lower weight if they occur further in the future.

The right-hand side of the scheme depicts the estimation of the costs of the safety measure.
Firstly, the total costs of a safety measure per vehicle (see 4.3.2.4) are calculated; these consist of
the development and manufacturing costs and the costs of maintaining, repairing, or replacing the
measure. Next, the total costs for a vehicle fleet are calculated, based on the size of the relevant
vehicle fleet and the penetration rate of the measure. A projection in time of these costs is made
using the development of these parameters in time (see 0). Finally, the present value of the total
costs is calculated by summing the costs over the relevant time horizon using a discount rate
(similar to the calculation of the present value of the benefits).

The results of the cost-benefit analyses are the BCR (benefit-cost ratio: present value of the
benefits divided by the present value of the costs) and the net present value (NPV: present value of

the benefits minus the present value of the costs). See 4.3.2.6 for more information.

Two examples of a CBA are provided in Appendix E.

VASAFETY | Deliverable D2.1 | WP2 | Final 73



Costs

Benefits

Reference year :
| Set of target accidents and associated casualties (N=0, region X) |
5 Alteration of fleet |
Q size, alteration of
) driver age |
§ Alteration of crash risk through measure(s) distribution, modal |
| - — - shifts etc.
< Changes in penetration/installation v |
— rate of measure
o Assessment of |
g Changes in usage rate of measure L) measure |
‘g Influence of other measures performance I
o
= Alteration of injury risk through measure(s) l— J Yes I
S Target year |
> 2
&" Road user behavior changes affecting effectiveness of reached |
measure NO |
Integration of measure performance over |
time period (e.g., stepwise by year until < |
projection year) |
Number of casualties |
prevented (t=1...T, — |
country X) |
Monetary valuation per injury |—>| Monetary benefits | |
| v
Present value of monetary Discount
benefits rate
Benefit-cost ratio &
Benefit-cost balance

(net present value)

Figure 4.14: Analyse Cost/Benefit methodology.
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4.3.2.

4.3.2.1.

4.3.2.2.

Steps in the CBA

Number of prevented casualties, crashes, or injuries
As noted above, the effectiveness of the safety measure, as measured by the number of prevented
casualties, crashes, or injuries, is a key input for the benefit estimation. At least one the following
effectiveness inputs is required:
The number of prevented casualties or crashes by severity category. A common severity
classification used by the police and the CARE database (CARE 2024) is: fatality, serious
injury (hospitalised), and slight injury. Note that the severity categories should be
consistent with the available monetary values. Standardised European monetary values
are available for a fatality and for serious and slight injuries (see 4.3.2.2).
The number of prevented injuries, by injury type. In some cases, safety measures may
reduce (a) specific type(s) of injury. If such information is available, the effectiveness may
be expressed in terms of the number of injuries prevented—however, a prerequisite is that
data are available for the calculation of the monetary benefits of these specific injuries
(e.g., QALY: Quality-Adjusted Life Year data, ;see 4.3.2.2).
The number of casualties whose injury severity is reduced. Again, the injury severity
reduction should be consistent with the available monetary values, such as a change from
fatal to serious/slight injury or from serious to slight injury. Usually, more precise injury
severity scales (e.g., AlS) cannot be applied, because the data needed to translate them
into monetary values are not available.

Additionally, projection of these effects in time is required if the effects of a safety measure occur
during a period of time after implementation. The time horizon depends on the safety solution. In
case of in-vehicle systems, the time horizon is usually assumed to be equal to the vehicle lifetime.

Projection in space is needed if the estimate of effectiveness is only available for a region (e.qg.,
country A) that is smaller than the region where the measure is implemented (e.g., countries A, B,
and C). Alternatively, the CBA may be conducted for the smaller region only. This choice may give
an indication of the efficiency of the measure in other regions, if it can be assumed that the key
inputs for the CBA do not differ substantially between the regions.

The effectiveness estimation is performed by means of the virtual simulation that has been
described previously (2 to 4.2). Risk curves are required to translate simulation outputs into
casualty or injury reduction (see 4.1 or, for instance, Butzer et al., 2022; Wijnen, 2024).

Monetary benefits per casualty/injury

The monetary benefits of safety measures are calculated by multiplying the number of prevented
casualties, crashes, or injuries by a monetary value per casualty/crash /injury. The monetary value
represents the (avoided) costs of road casualties/crashes/injuries. According to international
guidelines and best practices (EC, 2018; Wijnen et al., 2019), five main cost components need to
be included: medical costs, productivity loss, human costs (intangible costs of loss of quality of life
and life years), property damage, and administrative costs.

The choice of monetary values depends on the available effectiveness estimate:
Values per casualty or crash should be used if the effectiveness is measured as the
number of prevented casualties or crashes. These values have been estimated for
European countries in the European project SafetyCube (Wijnen et al., 2019). The values
for a fatality, serious injury, or slight injury and a fatal/serious/slight crash were collected for
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4.3.2.3.

4.3.2.4.

31 European countries. Based on these national values, standardised European values
were developed, which include the five cost components mentioned above. These
standardised values are preferred for multi-country analysis, while the country-specific
values are only suitable for country-specific analysis.

Values per injury should be used if the effectiveness is measured as the number of
prevented injuries. The main element of a value per injury is a value per QALY, which
represents the human costs of injuries. Medical costs and productivity loss should be
added. Values per injury are estimated in the European project VIRTUAL (Biitzer et al.,
2022), which used the EUROCOST classification of injuries (39 groups). This approach
requires that the effectiveness (number of prevented injuries) is translated into QALY
gains, using the methodology developed in the VIRTUAL project, for example.

Note that the monetary values per casualty, crash, and injury are expressed at the price level of the
base year. The base year can be the year for which the values were determined (e.g., 2015 for the
SafetyCube values) or a more recent year. In the latter case, the original values need to be
converted to the values of the appropriate year using an inflation indicator. A commonly used
inflation indicator is the GDP deflator (price index of gross domestic product). Note that the base
value is applied to monetise the safety impacts during the entire time horizon; all monetary benefits
are expressed at the price level of the base year, which is common practice in a CBA.

Present value of monetary benefits

The present value of monetary benefits is the sum of benefits over the time horizon after applying a

discount rate. The discount rate represent the fact that benefits have a lower weight if they occur

further in the future. There are two options for the discount rate:
Standardised European discount rates: The EU has set the annual discount rate at 5% for
Cohesion countries (a group of relatively less prosperous countries as identified in the
European cohesion policy, namely Bulgaria, Czechia, Estonia, Greece, Croatia, Cyprus,
Latvia, Lithuania, Hungary, Malta, Poland, Portugal, Romania, Slovakia and Slovenia) and
3% for non-Cohesion countries. These rates are recommended for multi-country analysis.
National discount rates: Several countries have an official discount rate for usage in CBA,
suitable for country-specific analysis. If a national discount rate is not available, the
standardised European discount rates can be used.

Cost of safety measures
The cost of safety measures consists of the costs for:
Developing the measure—such as research, testing etc.
Manufacturing the measure
Maintaining and repairing or replacing the measure (in case of damage, for example)

Usually, these costs can be estimated using market prices, without the need to estimate
development and manufacturing costs separately, since these costs are represented in the market
price. Potential data sources for market prices include:

Publicly available price lists

Price comparison studies (conducted by consumer associations, vehicle magazines, etc.)

Price indications and expert judgements from vehicle industry

Estimates made in previous cost-benefit studies (possibly based on the sources above)

Economy of scale effects should be considered: the cost of a product usually decreases as the
number of delivered products increases. Consequently, the costs of a new product in an early
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4.3.2.5.

4.3.2.6.

4.3.2.7.

stage of development with low production numbers are likely to be larger than products that are
available for longer period and produced in higher quantities.

Total costs for a vehicle fleet in a specified area and period of time are calculated based on the
vehicle fleet size and penetration rate of the safety solution as well the projections in time and
space. Potential data sources include:

Official vehicle fleet statistics and forecasts

Market penetration studies (e.g., conducted by the vehicle industry or research

organisations)

Expert judgements

Present value of the costs
The present value of costs is the sum of costs over the time horizon, applying a discount rate (like
the calculation of the present value of the benefits).

Note that development and manufacturing costs, as reflected by the market price of the measure,
are usually assumed to occur at the time of implementing the measure—while maintenance, repair,
and replacement costs are assumed to occur later. The costs that occur later in time have a lower
weight because of the discount rate, which is standard practice in CBA. Like the calculation of the
present value of the benefits, either a standard European rate or a national rate can be applied
(see 4.3.2.3).

Benefit-Cost Ratio (BCR) and Net Present Value (NPV)

The standard outputs of a cost-benefit analysis are:
BCR: the ratio of the present values of the benefits and costs
NPV: the balance of the present values of the benefits and costs.

The BCR is particularly useful for comparing the efficiency of investments of different sizes. For
larger projects, the NPV may be higher than for smaller projects, due to higher benefits and costs.
However, the BCR of a larger project may be relatively low despite its high NPV. On the other
hand, small projects may have a high BCR but a low NPV, due to relatively small benefits and
costs.

If cost estimates are not available, break-even costs could be calculated instead of the BCR and/or
NPV. The break-even costs are the maximum costs at which benefits equal costs. To assess the
efficiency of the safety measure in such cases, expert(s) should judge whether the costs of the
measure are likely to exceed the break-even costs. Note that that the evaluation scope may need
to be adjusted (see 2.1). Instead of assessing the benefits and costs, this approach concentrates
on the question of whether it is likely that the actual costs will exceed the break-even costs.

Remarks on CBA

The following input data is required to be able to conduct a CBA of safety measures:
Effectiveness: number of prevented casualties, crashes, or injuries or injury severity
reduction, with a projection in time (at least)
Monetary values per casualty, crash, or injury
Cost of the measure
Discount rate

It is not feasible to conduct a CBA if any of these inputs are missing. However, if costs are missing,
the break-even costs may be calculated as an alternative to a full CBA (see 4.3.2.6).
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Furthermore, a CBA requires a clear definition and description of the safety measure so that the
effectiveness and costs of the measure (compared to a baseline scenario) can be assessed.

In addition, if new QALYs beyond available sources are used, a methodology and the data to
calculate the QALY gains are required (see Bltzer et al., 2022; Wijnen, 2024).

4.3.3. Documentation

This topic should be documented in accordance with 5.2. It is important to cover the following

items:
A definition and description of the baseline scenario and the safety measure
The effectiveness of the measures (as compared to the baseline) in terms of the number of
prevented casualties or injuries or injury severity reduction, with projection in time and
possibly in space (if this is not reported in other sections)
The applied monetary values used for monetising the safety effects
The applied cost of the measure, with breakdown in cost elements if available
The used discount rate applied
The general calculation methods used to conduct the CBA, including the methodology for
QALY-calculations if applicable

AN For each of the above-mentioned items, references to the sources used for the data
collection and calculation methods should be provided.
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S.

5.1.

5.1.1.

Perform Cross-Assessment

The cross-assessment topics are relevant to (nearly) all assessment-related topics. Thus,
the input to these topics will come from all topics in themes 2—4. The first topic describes
the conduction of V&V, and the second describes the documentation. Obviously, the output
of the first is an input for the second.

Conduct Validation & Verification

Within the VASAFETY framework, V&V activities is a crucial role, covering the entire assessment
process by considering outputs from themes 2, 3, and 4 (Prepare Assessment, Execute
Simulation, and Analyse Assessment). The instructions are implicit within a set of questions which
encourage the user to perform various checks (required to answer the questions), thus ensuring a
high degree of validity throughout the assessment process. The questions are presented on
question cards, similar to the Code of Practice for the Development of Automated Driving
Functions from the L3Pilot project (Cao et al., 2021).

V&V Methodology
The VASAFETY V&V method is described in detail in Fahrenkrog et al. (2024). However, the key
points of the method are briefly summarised below for a facilitated application of the method.

Most importantly, as shown in Figure 5.1, validation and verification encompass the entire
assessment process to ensure the credibility of the results. Credibility is particularly important, as
stakeholders who base their decisions on the results must be able to trust that they represent a
suitable, correct basis for decision-making. The interfaces at which validation and verification are
linked to the overall assessment process are the intermediate results that emerge from the various
assessment phases. Figure 5.1 shows the intermediate results (and the final result) as a
generalisation for the different phases. The VASAFETY V&V method involves validating or verifying
the results against themselves and the respective previous results. The V&V approach most
suitable in each case is described in detail in D2.2. The following guidelines supplement the
theoretical foundation by providing the user of the simulation or assessment with practical checks.
Preferably, they should be performed for each of the specific elements of an assessment, but at
the very least at the end of the assessment.

Assessment
Path
a Define Evaluation Prepare
Scope Assessment
Intermediate
( Results: ) Baseline +
Scope Simulation Simulation Assessment
Structure Results Results
Description

Figure 5.1: Integration of the V&V activities into the VASAFETY process.
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5.1.2. Introduction to the application of the method
This method serves as a support tool for individuals and teams actively engaged in predictive
safety assessments. It is designed to guide users through different checks in order to ensure that
their assessment results are credible by offering users a series of targeted questions as implicit
checks. The questions have been developed based on the literature and on the project partners’
best practices and extensive experience.

The questions prompt users to consider various aspects of V&V during their assessment and
document their findings. Ideally, the questions should be answered affirmatively with “Yes” (insofar
as they are appropriate for the selected baseline approach and the corresponding phase of the
assessment). Whether the answer is “Yes” or “No”, the users should provide and document a
rationale, as well as the expected implications.

The questions are on cards and categorised into the following groups:
Model V&V: All questions related to the selection, development, or parameterisation of
models.
Baseline V&V: Questions focused on validating and verifying the baseline scenarios—
ensuring they accurately represent real-world conditions.
Treatment V&V: Questions about validating and verifying the effectiveness and accuracy
of the treatments applied in simulations.
Assessment V&V: Questions related to the validation and verification of the assessment,
including aspects related to the evaluation of the safety performance, projection,
extrapolation, and cost/benefit analysis.
Simulation Setup and Execution: Questions about the proper setup, synchronisation,
execution, and reproducibility of simulations.
Other V&V Approaches: Questions about additional validation and verification
methodologies, such as sensitivity analyses and credibility assessments.

The question cards are structured as follows (see template in Table 5.1): the first line displays the
card’s ID number and a headline which briefly describes the content. The first part of the ID
number represents the category, and the second indicates the card’s position within this category.

The next three lines help the users determine the relevance of the question card for their
application. The first indicates whether the question pertains to validation or verification. The
second line specifies the V&V phases relevant for the question. The following phases are defined:
Prepare Assessment Phase
Definition Phase (DFN): This phase includes activities for determining the evaluation
scope.
Baseline & Treatment Preparation Phase (BTP): This phase encompasses all
activities aimed at preparing the baseline and treatment. Within the VASAFETY
framework, this includes selecting the baseline approach, preparing data, and
selecting models.
Execute Simulation Phase (SIM): This phase involves configuring and managing
simulations.
Analyse Assessment Phase (ASM): This phase includes the steps conducted once
simulation results are available, such as evaluating safety performance, extrapolation in
space, and cost/benefit analysis (extrapolation-related parts) as well as the projection of
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time and the projection cost/benefit analysis, which have implication of the entire
assessment process.

The third line indicates which of the three baseline approaches (A, B, or C) the question pertains
to. Note that multiple selections are possible for each line (relevance indicator).

The question is displayed in the lower, left-hand part of the card. It is phrased in such a way that it
can be answered with either “Yes” or “No” (for the questions which are applicable for the given
assessment). Further explanation is provided in the text under each card. In addition, the lower
right-hand section of the card can also contain additional questions that highlight relevant topics
the user should think about (but are not answered separately).

Table 5.1: Question card template.

Question 1.1 “Question Headline”

Validation/Verification Validation Verification
V&V Phases DFN | BTP SIM |
Baseline Approach A ‘ B | @
e

Yes/No

The question cards and complementary text for the categories can be found in Appendix C. Table
5.2 illustrates a typical question card.
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5.1.3.

Table 5.2: Example V&V question card.

Question 1.2 “Model Behaviour Design”
Validation/Verification
V&V Phases DFN | BTP
Baseline Approach A |

Do models behave as designed? | 1) Are models (sensors, safety measure, infrastructure,
behaviour, etc.) for any safety measure, added in the
baseline, acting as expected?

2) Is the way that vehicle safety measures, such as sensors
or actuators (e.g., simplifications using ground truth data
with constraints) are simulated covering what is required

Yes/No in the evaluation scope?

3) Are the timings between road-users’ interactions in the
simulation the same as in the original data?

Verification

This question aims to verify that all models accurately represent the intended/designed behaviour,
to ensure that the models act on input as expected. This verification may include checks on the
realism of the actions of single models (e.g., by performing unit tests). Some examples are:
For human behaviour models of reaction times, parameters for deceleration and steering
manoeuvres are within what is feasible for humans.
For vehicle models, longitudinal and lateral accelerations are within the limits of physical
constraints (e.g., friction and propulsion power).

Note, however, that the combination of more than one model often needs to be assessed as one
unit, since, for example, the vehicle model constrains the behaviour model. At least one
prototypical concrete scenario is often simulated with the behaviour model and the output is
studied in detail. If possible, it is recommended that multiple models be compared and a sensitivity
analysis be performed, to assess whether the model performed as expected.

The documentation should include which tests were performed to verify the intended/designed
behaviour along with their results—because if the models do not behave as designed, the results
might deviate from the expected results and have limited validity.

Documentation

This topic should be documented in accordance with 5.2. It is important to cover the following

items:
During the validation activities, all question cards should be answered (either “Yes” or
“No”). If the answer is “Yes”, the user should briefly document the rationale and possible
implications for the further assessment. However, if the answer is “No”, the expected
impact on the simulation results, the reasons for the negative answer and the measures
taken to ensure that credible results can still be expected must be documented.
In addition to the question cards, various validation and verification activities are carried out
during an assessment in accordance with the V&V method, such as that described in
ISO/TS 21934-2 (2024). It is therefore necessary to provide an overview of the activities
carried out in each case as well as the results. The evaluation of validity must always be
focused on the scope of the specific assessment. If already validated elements (e.qg.,
models) are used, the validation activities carried out for these elements should reflect the
background of the specific assessment, and the limitations of transferability to the current
assessment should be documented.
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5.2. Document Assessment

VASAFETY proposes three different documents. The first is a 3-pager, the second level a 30-
pager, and the third is a 300-pager. This tiered approach, called “3/30/300”, is intended to provide
different stakeholders with different levels of detail, as well as a different focus.

/\ This approach does not mean that the documents must be exactly the lengths specified (they
could be 2, 37, and 93 pages, for example). Additionally, there does not need to be a tenfold
difference in the number of pages, nor is it necessary to produce all three documents every time;
the 300-page document may be omitted if documentation (internal to the company or from a
previous project) is already available.

The following sections describe each of the three documents, including which items are typically
included, as well as the rationale for their inclusion. These are only high-level guidelines, however.
Examples of detailed documentation can be found in Deliverable D6.1 (Menzel et al., 2025). Also
note that ISO/TS 21934 includes descriptions of the documentation for a prospective safety
assessment®.

The 3-pager (format: executive summary: typically a maximum of 1,500 words) provides readers
with the necessary information to understand the basics of the assessment. It focusses on
assessment scope and results and provides a short general section on method, emphasising
aspects of the assessment that affect the validity and generalisation of the results (e.g.,
assumptions and limitations that may impact validity/decision-making). Intended readers of this
document are those who want a quick overview of a specific assessment. Note that this document
does not contain all the details regarding the validation and verification of the results—or the
limitations and assumptions of the study. Therefore, it should be treated with care. If it is used for
decision-making, cross-check it with the 30-page document to obtain a comprehensive overview of
the study.

The 30-pager (format: long paper; maximum 15,000 words) is the intermediate-level document,
which provides an extended overview of the entire assessment. Intended readers include anyone
that might use the results for decision-making; thus it is important that it contains enough
information for the user to judge the validity and relevance of the assessment. However, it also
means that, typically, many of the method details do not need to be included. Instead, in addition to
scope and results, the focus should be on aspects of method that are likely to have (primary)
impacts on the outcomes. If a particular assessment compares the results of the current study with
previous/others’ work, information about the differences and potential biases of both studies should
be compared in this 30-pager.

£ Note that it would typically not be possible to replicate a study based only on this document; that
is what the 300-pager is for. The structure and level of detail of the 30-pager may resemble those
of a scientific paper, but with a greater emphasis on the assumptions and limitations that could
impact decision-making based on the results.

5In general, ISO/TS 21934-2 and this document are aligned, but the level of detail differs, and the 3/30/300 concept
addressing the needs of different stakeholders is not described in ISO/TS 21934-2. That document categorises
information comparing different assessment tools, which is not within the scope of the VASAFETY framework.
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The 300-pager (format: technical report, often organisation-internal; no page limit) should contain
all the details of the assessment and its construction. It should contain enough information to
enable the reader to replicate the assessment and understand all the assumptions and decisions
made. Intended readers are those who a) intend to replicate the study or perform a new
assessment using the same method/framework; b) want to understand the details of all the
decisions made, along with the relevant assumptions and limitations; and/or ¢) plan to further
develop part of the assessment method (e.g., models).

Information detailedness

The 3- and 30-pagers are what most stakeholders would have access to, while the 300-pager is
often restricted to internal circulation. The 3-pager is also called the “executive summary. There is
also complementary information (e.qg., hints, lists of challenges that should be addressed, and
templates) available in this deliverable for different parts of the framework (e.g., about the
evaluation scope and how to document some model types) that can support the documentation of
the conducted work (see Appendixes).

The structure and level of detail of the documentation naturally depend on many different factors,
such as the overall scope (how large the study is) and any already-existing documentation—
documentation of details on methods or models is not needed if references providing that
information can be included. However, general overviews of methods and models should typically
still be provided. Further, the targeted users/internal and external stakeholders of the assessment
results might be interested in different aspect of the assessment, which should also influence the
document’s structure and level of detail.

Information focus and content

Figure 5.2 is a spider plot which shows how the three levels of documentation prioritise different
topics in the framework. For each topic, the proportion of text (note that figures and tables should
not affect the proportions) is shown across the three documents. That is, a topic with a low value
(close to the centre) should be covered in much less text (i.e., detail) than a topic with a high value
(towards the outer edge of the plot). For example, only a very small part of the 3-pager should be
about how the simulations where run, while it should contain more about the Assessment Results,
Evaluation Scope, and (to some extent) Limitations and Assumptions; for the 30-pager,
assumptions and limitations should account for approximately 12% of the text (orange axis at the
top left).

Table 5.3 provides an overview of the information that is recommended to be included for the 3-
pager and the 30-pager. A section after the table describes what is expected for the 300-pager.
The documentation is divided into background/scope, method, results, and discussion/conclusions
(like a scientific publication). For each of these, documentation guidelines for each relevant
framework topic are described. In the descriptions, aspects to be documented which are
particularly important are preceded with a /\.

/\ Note that if any specific aspect of the assessment (e.g., choice of baseline, model, method, or
data, and any assumptions) is likely to have a substantial impact on the evaluation outcome, the
aspect and its (potential) impact should be documented (briefly in the 3-pager, in more depth in the
30-pager, and fully in the 300-pager). This step is particularly important if a different choice, such
as a different set of baseline cases or a different evaluation result, may have resulted in a
substantially different outcome.
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Further, when “optional” is stated in the “Framework component” column, the row is only relevant if
that specific aspect is included in the evaluation scope.

Evaluation scope — P30

— P300

Assumptions anglimitation Data~gnd models

30%

Validation & v Rle approach

Assessmentyesults Baseline/tredgtment simulation

Assessment analysis

Figure 5.2: Proportion of documents (across the three levels of documentation) that cover each of the different topics (radial
axes). The colours of the text correspond to the colours of the components in the VASAFETY framework (Figure
1.1).
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Table 5.3: An overview of the information that should be included.

General: Provide the reader with the information necessary to understand the Provide the reader with information that covers all aspects of the
cornerstones of the assessment. It should focus on evaluation scope and assessment, although without most implementation details.
results, and provide a short general section on data and methods. The latter Provide more information about the baseline generation, data, modelling,
should emphasise aspects of the assessment that affect the validity and analysis methods, extrapolations, and V&V than in the 3-pager, to facilitate
generalisation of results. a good understanding of how the study was conducted. Also, provide the
reader with a good understanding of the main limitations and assumptions,
and their potential effects on the outcome.
Background
and scope
Define -/L\This is a very important part. The reader should be able to understand the  Describe the scope in greater detail than in the 3-pager: all its aspects
Evaluation objectives, stakeholders, and scope. should be documented, including the specification of the safety measure,
Scope scenario selection, spatial and temporal representation, and the
assessment metrics. Also, limitations set in the scope should be described
and discussed.
Method
Select The baseline approach(es) should be described at a high level. In addition to the content of the 3-pager, the rationale behind the selection
Baseline of the baseline approach(es) should be stated.
Approach
Prepare Provide a short, comprehensive overview of the data used for baseline A reader should be able to understand what data were used (including
Data generation (e.g., use a table). /\ additional information should be added if details of data preparation, such as inclusion/exclusion criteria and

the assessment scope involves extrapolation of the data. That is, if the data
(e.g., for baseline or modelling) do not directly fit the assessment scope, then
the assumptions/extrapolations may impact the results (e.g., with respect to
generalisability and validity); these impacts should be described.

sampling processes) and which A (also potential) limitations in relation to
this data exist (and, e.g., sampling processes, modelling distributions),
including the implications of those limitations for the assessment. See
Sander et al. (2024) or Glasmacher et al. (2025) for details on what to
include.
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Select
models

Details on models should not be included, unless some very specific aspects
are likely to impact the results substantially. The most relevant models in the
assessment should be named, with references (consider using a table).
N important models are used in ways that substantially extrapolate from
their intended use, their actual use should be briefly described.

Describe the modelling paradigms and mechanisms behind the models,
and the rationale for the choice of model parameters. Describe the context
for which the models were developed (e.g., the data used for modelling)
and reflect on the model’s relevance for the current assessment scope.
/NThe latter should be done with a specific focus on potential implications
for the validity of the assessment results. Explain the main assumptions
and limitations for the selected models. Even if there is external
documentation for such models that can be referred to, a description of the
model, including model scope, VAN assumptions, and limitations, should be
provided. For newly developed or tuned models (e.g., for the specific
study), the model should be described in detail, with /N afocus on
methodological choices, assumptions, and limitations. Details about tuning
methods and in-depth descriptions of data preparation etc. are not needed.
Include the version number of the model(s) if relevant.

Configure
simulation

In one sentence describe the simulation tool(s) used.

Describe any (e.g., custom) tools applied, as well as static and dynamic
interfaces used to connect data and models. If relevant, document the
expected impact of the configuration on results. Aspects of pre-simulation
models relevant for the specific simulation should be described here. On a
high level, document any modifications made to input test scenarios to
make them executable or to reach the intended outcome (e.g., data
format), including (potential) implications for results. Provide an overview
of any static and dynamic sampling (e.g., descriptions of sampling
schemas, with parameter values if relevant). Here the documentation is
likely to be quite different for the different baseline approaches (see 2.2).

Manage
simulation

No information needed.

A few sentences about the simulation execution process should be
included. The documentation should also include potential stopping criteria
(e.g., for each simulation and for the full simulation, if dynamic sampling is
used), if closed-loop simulations are used.

Evaluate
safety
performance

A high-level description of how the safety performance was calculated can
be included (only a sentence or two).

The computation of each assessment metric should be described, and
preferably references should be provided. /N The metrics relevant for the
assessment scope should be documented, including a description of their
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relevance (e.g., if the evaluation scope is targeting a fatality reduction, the
relevance of any metric used that captures lower-severity conflicts should
be described and their use should be justified). Further, if the metric is
derived from post-processing, the post-processing method should be
described, and, if available, references should be provided.

Project
Results
(if relevant)

A high-level description of how results were projected in time or extrapolated
in space can be included.

For spatial extrapolation, the data source of the target region should be
specified and the method for projection should be described. Further, the
linkage variables to map the sample to the target region should be
described, including the mapping function. N It the spatial projection is
considered in the sampling of the scenarios, the fitting of the sample
distributions to the target distributions should be documented. /N For
projection in time, all assumptions, their rationales, and the data used to
set project parameters should be documented. JAWN| assumptions about
future changes should be documented, including available references and
alterations of the baseline over time.

Analyse
cost/benefit
(if relevant)

A high-level description on how the cost/benefit analysis was performed can
be included (only a sentence or two).

If relevant for the assessment, provide a detailed description of all
cost/benefit factors that have been considered, including data and
considerations. The documentation should include some graphical
representation. An overview of criteria for cost/benefit factor selection
should be provided. JAWN description of the considerations of the cost
aspects of the cost/benefit analysis must be included (e.g., what is the
basis of cost calculations).

Conduct
validation &
verification

A very high-level description of the V&V should be included: a couple of
sentences, with references to more documentation.

The reader should not only get a high-level understanding of all important
V&V work that has been done, /\ put also be aware of any important V&V
that has not been performed (and why not). Verification documentation can
typically be described relatively briefly, if the outcome was positive. /N For
validation, it may be good to include at least a paragraph each for a) model
validation (possibly a paragraph per important model), b) baseline
validation, c) treatment validation, and d) assessment validation (to include
cost/benefit and projection validation). Other validation aspects could also
be considered. If specific V&V implementations have been described in
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other documents, references should be provided, but an overview of V&V
related to the assessment should still be provided here.

Results

Evaluate The main safety performance results should be presented here. These All results relevant for decision-making should be included at this level.
Safety typically include some figures (and possibly tables).

Performance

Project Projected results should be reported at a high level. Typically, this is only a If relevant for the assessment, a relatively detailed presentation of the
results couple of sentences. results of projects should be included.

(if relevant)

Cost/benefit
(if relevant)

Cost/benefit results should be reported at a high level. Typically, this is only
a couple of sentences.

If relevant for the assessment, a relatively detailed presentation of the
cost/benefit results should be included.

Conduct If included at all, only a sentence or two is needed to describe the key V&V A description of what V&V has been performed, as well as what has not,
validation & activities should be included. (If something important has not been performed, the
verification reason it was not, e.g., lack of data, should be given.) However, how it was
done only needs to be described at a high level. /N The important
objective is for a reader to understand the limitations of the assessment.
Discussion &
conclusion
Select No information needed This should include a description of the rationale (why the specific
baseline approach was chosen and not another). /\ The main limitations of the
approach baseline approach (both in general and specific to the assessment) should
be thoroughly described.
Prepare No information needed Discuss only the data preparation aspects that are likely to impact the
data assessment results substantially. No details are needed, but limitations
and assumptions should be documented.
Select Only discuss the models used if the model choice/design/underlying data A Models that are not commonly used in the domain and/or are likely to
models may substantially impact the results (e.g., generalisability and validity), and impact assessment results substantially should be discussed, with respect

to the implications of the methodological choices, assumptions, and

V4SAFETY | Deliverable D2.1 | WP2 | Final

89



then only information relevant to the impact. Typically, this discussion is not
more than a couple of sentences.

limitations on the assessment outcome. This information should
complement/refer to the Method section. /% All information that decision-
makers need to make informed decisions (which requires method
transparency) should be included here.

Configure Not needed A discussion of the simulation configuration is only needed if
simulation characteristics for case initialisation or stop criteria are altered in such a
way that deviations from the primary data are introduced. I\ dynamic
sampling is used (e.g., importance sampling), the sampling design and
implications of the decisions/modelling should be discussed.
Manage Typically, no information is needed about the management of the simulation. A discussion on simulation management is only needed if the configuration
simulation However, any decisions made that may directly impact the generalisation impacts the generalisation and validity of the results. In such cases, details
and validity of the results, and their potential impact, should be described. If should be provided about the specific impacts and their implications.
included, this information is typically not more than a couple of sentences.
Evaluate Typically, this includes a couple of conclusion sentences A discussion about the safety performance results should be provided,
safety about the results, but often this is accompanied with a figure and/or a table. including the implications of the results related to the assessment scope.
performance Also, methodological aspects related to safety performance analysis
should be discussed, N with particular focus on decisions, assumptions,
and limitations that may affect the generalisability and validity of the
results. 2 All information that decision-makers need should be included
here.
Project Typically, one or two of sentences describe conclusions about the projection A discussion of the results of the projection should be provided, including a
results results. Methodological decisions/assumptions/ limitations that (may) affect discussion of the implications for the assessment scope.

(if relevant)

results should be mentioned. Examples include briefly describing aspects
related to weighting that are used for extrapolation/projection. If included,
typically not more than a couple of sentences.

Also, A methodological assumptions/decisions that may affect
generalisability and validity should be described in detail here. AN
information that decision-makers need to make informed decisions should
be included here.

Analyse
cost/benefit
(if relevant)

Typically, a couple of conclusion sentences
about the cost/benefit results are included here.

A thorough discussion of the cost/benefit results should be provided,
including the implications of the results related to the assessment scope.
Also, methodological aspects related to safety performance analysis
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should be discussed, 2> with particular focus on decisions, assumptions,
and limitations that may affect the generalisability and validity of the
results.

/N All information that decision-makers need to make informed decisions
should be included here.

Conduct
validation &
verification

A few sentences on important V&V (for example with respect to baseline
generation), can/should be mentioned. No details. The most important is that
a reader understands the main V&YV limitations.

A
A1
Ay

£ All V&V activities conducted in the study should be discussed here with
respect to results, assumptions, limitations, and implications for the
accuracy of the assessment. A reader should understand what V&V aspect
have been reviewed “externally”, and I\ the implications of the results,
assumptions, and limitations on the assessment accuracy (within the
evaluation scope).
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Table 5.3 describes, on a high level, what the VASAFETY framework recommends its users to
document in the 3-pager and the 30-pager.

Note that the 300-pager is not included in the table, since its content varies greatly, and it should
include everything that a reader needs to know in order to replicate the study. The contents largely
depend on the needs of the organisation conducting the assessment. There may already be
existing documentation or processes that do not need to be detailed again, so perhaps only
specific aspects of the assessment need in-depth documentation. (The 300-pager can include
references to previous documents.) Additionally, the assessment might be a "one-off": a unique
evaluation that is unlikely to resemble anything similar conducted in the future. In this case, it is
mostly important to document for traceability and for those aspects that have implications for the
specific evaluation scope.

In all cases, all relevant information should be documented in the 300-page report, and,
consequently, no real guidance is needed. In general, it is recommended that the documentation
provide complete traceability, so that future studies can indeed reuse information. It is particularly
important to include lessons learned from the study.
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Appendix Al. Evaluation Scope
— Definition & Documentation

Introduction

This Appendix aims to support the definition of the evaluation scope of a prospective safety
assessment using virtual simulation. The following pages may be printed out or filled out
electronically. The instructions for each step can be found in 2.1 of this deliverable (D2.1).

It is recommended that all stakeholders of the evaluation review this document and agree to the

definition.

Date of the Evaluation scope definition:
2024-06-19

Evaluation scope definition conducted by:
Name the person(s) ...

Evaluation scope reviewed by:
Name the person(s) ...
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Definition of the safety measure under assessment

Step 1. Safety Measure Category

Vehicle safety measure

[] direct impact

[] influencing driver behaviour
[] in-crash-related measure

Infrastructure safety measure
[] direct impact

[ influencing driver behaviour
[] in-crash-related measure

Behavioural safety measure
] affects only ego traffic participant
[] affects several road traffic participants

Implications:
The information in this step should be used in the Select Model topic.

Step 2. Safety measure operation

[] intermittent operation
[] continuous operation

Implications:

The information in this step should be used in the topic(s): Select Baseline Approach, Select

Models, and Project Results.
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Step 3. Safety measure specification

Describe the function of the safety measure :

Describe the limitation(s) of the safety measure:

Describe the intended effects of the safety measure:

Implications:

The information in this step should be used in the topic(s) Select Baseline Approach, Prepare Data,
and Select Model.
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Step 4. Implementation rate of safety measure

Implementation rate
100%

Integration of implementation rate
[] Implementation rate is covered directly by the simulation
[] Implementation rate is covered indirectly by multiple simulations

Implications:
The information in this step should be used in the topic(s) Select Model, Configure Simulation, and
Manage Simulation.
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Definition of the relevant scenarios

Step 5. Scenario specification

Road traffic participant type addressed by the safety measure
[] Vehicle occupants

[] Pedestrians

[] E-Scooter riders

[ Bicyclists

] Motorcycle riders

[] Passenger cars

] Commercial vehicles

Safety measure host

[] Passenger car

] Powered two-wheeler
] Busl/truck

[ Bicycle

] Infrastructure

] Driver

] Rider

[] Pedestrian

[] Other: please specify ...

Road traffic participant constellation
Describe the specific constellations of the conflicts between the road traffic participants that are
addressed by the safety measure:
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Effect of safety measure limitations
Describe the effect of the safety measure limitations on the scenario selection:

Implications:

The specification of the relevant scenarios is mainly influenced by the definitions of the safety
measure (2.1.1) and the general purpose (2.1.3). The granularity and detailedness of both
descriptions play an important role. Scenarios should be identifiable. The interplay with the
available data sources, Prepare Data (2.3), and Select Model (2.4) should be taken into account.

Step 6. Scenario identification

Alignment with existing classification schemes
[] The scenario selection is aligned with an existing classification scheme

Provide a reference to the scheme and describe the selection criteria for the scenario:
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] A schema is not available

Describe in detail how the scenario selection should be performed:

Implications:
The information gathered in this step affects Prepare Data (2.3) and, indirectly, Select Baseline
Approach (2.2).

V4SAFETY | Deliverable D2.1 | WP2 | Final 105




Definition of general purpose and usage of results

Step 7. Usage of the evaluation results
[ Internal usage/communication only

[] Mainly external usage/communication
[ Internal & external usage/communication

Describe the main stakeholders:

Implications:

The decisions in this step mainly affect the language, notation, and amount of additional
information needed in the documentation of the assessment (5.2). Some aspects may already be
known by company colleagues if the documentation is for internal usage, but they might need to be
explained in further detail for external usage. Additionally, if the results are only used within the
organisations that conducted the assessment, the requirements for validation and verification (5.1)
may be negotiated between the stakeholders.

Step 8. Evaluation type

[] Safety concept evaluation

[] Safety product validation

[] Safety product parameter optimisation

Describe the motivation for the effectiveness study:
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Definition of result representation

Step 9. Evaluation region

Describe the evaluation region:

Implications:
The definition of the evaluation region is crucial for Prepare Data (2.3.) and Project Results (4.2.).
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Step 10. Evaluation point.in time

[ ] Current time

Define current time:

[] Past point in time

Define the past point in time:

[] Future point in time

Define the future point in time:

[] Time period

Define the time period (start and end times):

Implications:
Both Prepare Data (2.3.) and Project Results (4.2.) are dependent on the decisions made in this
step.
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Step 11. Exposure changes
] No exposure change

[] Road user-related exposure change(s)

Describe relevant change(s):

[] Vehicle-related exposure change(s)

Describe relevant change(s):

[] Environment-related exposure change(s)

Describe relevant changes:
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[] Road user-vehicle-related exposure change(s)

Describe relevant change(s):

[] Road user-environment-related exposure change(s)

Describe relevant change(s):

[] Vehicle—environment-related exposure change(s)

Describe relevant change(s):
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Implications:

This step is critical for determining the selection criteria and fidelity of the data (2.3) and models
(2.4), since these serve as the fundamental elements of simulation-based effectiveness
assessment. Furthermore, the decision will affect the validation and verification of the complete

assessment framework, including the models (5.1).
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Appendix A2. Evaluation Scope:
Additional Explanation.

Step 1. Safety-measure category
This process step mainly addresses the requirements for model selection (2.4).

1. If the safety measure is a vehicle safety measure, the primary modelling focus should be on
the vehicle, including its sensors and their output. The actions and reactions of surrounding
road users are also important, so their interactions with the safety measure should be modelled
as well.

Detailed breakdown of the different vehicle safety measures:

a. In-vehicle pre-crash-related measure (direct effect): The safety measure’s intervention
affecting vehicle control and movement must be modelled. The input to the algorithmic
decision-making of the safety measure must be modelled as well. Reaction(s) of other
road users might play a role, depending on the type and duration of the effect. During
the simulation, the required modelling level for the vehicle and the surrounding traffic
shall be checked since the vehicle model turns the safety measure output into a
changed movement and the surrounding traffic has to react on the changed
movement.

b. In-vehicle pre-crash-related measure (influencing driver behaviour): The focus here is
on the driver and the measure itself. The influence on driver behaviour (e.g., reaction
time, reaction strength, relocation of the gaze, etc.) must be modelled. Input to the
decision-making process of the measure (e.g., sensor input and logic) must also be
modelled, especially if the safety measure is a warning function. During the simulation
setup, the required modelling level for the vehicle (since it turns the driver’s input into a
changed movement), and the surrounding traffic shall be checked.

c. In-vehicle in-crash-related measure: The focus is on modelling the crash kinematics of
the involved road users. Input to the safety measure (i.e., crash setting, velocities,
contact point etc.) needs to be modelled. Surrounding traffic, except for the crash
partner, is generally not relevant.

2. If the safety measure is an infrastructure measure, the focus in the modelling should be on the
road design and layout, buildings, traffic signs (including traffic lights), and other roadside
furniture. The reactions of surrounding road users are also important and need to be modelled.
Detailed breakdown of the sub-types of infrastructure safety measures:

a. Pre-crash-related infrastructure measure (direct effect): The safety measure’s
intervention affecting vehicle control and movement must be modelled. Input to the
decision of the measure must be modelled as well. Reaction(s) of other road users can
play a role, depending on the type and duration of the effect. During the simulation
setup, the required modelling level for the infrastructure, the vehicle, and the
surrounding traffic shall be checked.
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b. Pre-crash-related infrastructure measure (influencing driver behaviour): The focus is
on the driver and the measure itself. The influence on driver behaviour (e.g., reaction
time, reaction strength, relocation of the gaze, etc.), as well as the changed actions of
the driver, must be modelled. In addition, the input to the decision of the measure must
be modelled (sensor input, logic), especially if the safety measure is a warning
function. During the simulation setup, the required modelling level for the infrastructure,
the vehicle, and the surrounding traffic shall be checked.

c. In-crash-related infrastructure measure: The focus is on modelling the crash
kinematics. Input to the safety measure (i.e., crash setting, velocities, contact point
etc.) needs to be modelled. Surrounding traffic that is not directly involved is generally
not relevant.

3. If the safety measure is a behavioural measure, the focus of the modelling should be on the
road-user behaviour models.

a. When individual road-user behaviour is influenced, it is sufficient to model only the
behaviour of the individual road user. Depending on the safety measure, it might also
be necessary to model the surrounding traffic.

b. If the behaviour of several road users is influenced, then not only their individual
actions but also the interaction(s) between them are important and need to be
modelled.

Step 2. Safety measure operation
Step 2 mainly describes the requirements for baseline generation (2.2).

1. A safety measure is considered intermittent if its operation is usually limited to a short time (<
3 s) and addresses specific driving scenarios. Intermittent measures are typically most relevant
for vehicle-based safety solutions. Both active measures (e.g., AEB, blind spot warning), which
warn and intervene with active safety solutions, and passive measures (due to a crash’s short
duration) belong to this category. In addition, infrastructure safety measures could belong to
this category; however, most of them are continuous. Behaviour safety measures do not
typically belong to this category.
The simulation time for this safety measure can be rather short. It should be kept in mind that
the simulation always needs to be longer than the operation time of the safety measure: first
the simulation condition needs to be stabilised, and second, after the intervention of the safety
measure, the development of the entire scenario needs to be considered for the assessment.
The final simulation time depends on the safety measure under assessment and the baseline
approach. For baseline approaches A and—partly—B (2.2), the initialisation of the simulation is
typically defined by the re-simulated time prior to the crash. For Baseline Approach C or in
case of no limitation imposed by the data, it is advisable to consider a time of at least 10 s if
there are no reasons to shorten it (Glasmacher et al., 2025). For passive safety measures, the
simulated time typically needs to be shorter, due to the increased level of detail and longer
computation times required.
In addition, for intermittent safety measures, the number of involved road users is usually
small, as the overall effect on traffic is expected to be low. For instance, if the effect of AEB
braking on traffic upstream is not considered, its simulation can be run with the conflict partners
alone.

2. Continuous operation safety measures (e.g., any comfort-oriented vehicle safety measure,
including SAE J3016 systems higher than Level 1) are more complex in terms of simulation
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time, traffic, and the overall evaluation process. The reason is that the actions of the safety
measure change the behaviour of the host vehicle constantly, which may cause the
surrounding traffic to react. As a result, in the next time step the situation for the safety
measure has changed, so it is necessary to extend the simulation scope in terms of simulation
time and complexity. First, the simulation time needs to be sufficient to reach a stable condition
prior to any (staged) event in the scenario. Second, any reaction by the surrounding traffic in
the host vehicle’s lane, as well as in the adjacent lane, needs to be modelled in a continuous
and realistic manner. A simple reaction model (reaction time and reaction strength) would not
be sufficient for this type of simulation.

For continuous operation safety measures changes in the scenario exposure need to be
considered and evaluated. For instance, if an ACC maintains a larger gap to the vehicle ahead
in the lane, it becomes more likely that other road users will move into this gap. Thus, the host
vehicle will be exposed more often to passive cut-in manoeuvres. It is likely that these passive
cut-in manoeuvres have different parameter distributions; moreover, the other vehicle is in
general faster than the host vehicle during this manoeuvre. Therefore, in addition to the
occurrence frequency, the scenario’s input parameters should be checked following the safety
measure’s behaviour, in order to determine whether the occurrence of the passive cut-in (in
this case) is likely to impact the crash frequency. While the increased exposure of certain
driving scenarios does not necessarily mean an increased crash risk, this example illustrates
the changes that a simulation must take into account.

All types of safety measures can belong in this category. For the vehicle safety measure, the
focus is typically on systems that are SAE J3016 Level 1 and higher. Safety measures related
to infrastructure (when present for extended periods) and behaviour (which typically changes
gradually) are inherently suited to be continuously operating.

Step 3. Safety measure specification

There are no categories to this task, as it strongly depends on the required level of detail of the
safety measure’s description, which derives from the purpose and circumstance of the assessment.
However, it is good practice to describe the function of the safety measure, its design limitations,
and the intended effect.

For technology-based safety measures, two general types of assessment need to be distinguished.
In a white-box assessment, the details (logic, calculations, etc.) of the safety measure are known to
the person conducting the assessment, while in a black-box assessment the details remain
unknown—only the safety measure model itself is available. In this case, the model for the
simulation is provided by another party. One example option for providing a model is the Functional
Mock-up Unit (FMU) standard. For more details, please see VASAFETY Deliverable D5.1 (Wimmer
et al., 2025).

If a black-box assessment is performed, the safety measure definition remains at a general level.
As a consequence, the scenarios to be assessed (i.e., relevant crash and near-crash scenarios)
and operational conditions of the model (e.g., speed range, weather & lighting conditions, road
types) need to be known. Otherwise, the safety measure might be applied outside its operating
conditions. More detailed information is required for the interfaces of a black-box model of a safety
measure. In addition to the signals required to run the model (e.qg., velocity, acceleration), the
outputs of the model must also be defined, to be fed back into the simulation. The input and output
definitions should include the unit, the sampling rate, and the data type (e.qg., int8, int32, double,
string, etc.), at a minimum.
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If a white-box assessment is performed, the safety measure definition should contain, in addition to
the general information about the scenarios that the safety measure addresses and the operating
conditions, information about the measure’s logic and parameters. The level of detail for the logic
and parameters depends on the purpose of the assessment and the developmental stage of the
measure. If the safety measure’s concepts are to be assessed, the description logic will remain on
the level of general principles (e.g., the safety measure should brake in critical rear-end situations).
This description would allow the definition of a rough mathematical logic, which should be verified
with the stakeholders prior to the simulation of the assessment. The parameters might not be
defined. In fact, finding the optimal safety measure’s parameters could be the objective of the
assessment (e.g., which TTC threshold in rear-end conflicts is the optimal braking time for
minimising the number of false positive activations). However, even in these cases the parameters’
ranges should be defined beforehand.

During development, the parameters, as well as the logic, should become more concretely defined.
The development phase typically ends with the testing or validation of the final safety measure.
Should an assessment be done at this stage, all of the safety measure’s details should be known.
If not, discussion with the development department should be carried out to determine the details.
If all the details of the parameters and logic are known, the safety measure can be modelled in the
simulation. If (only) the logic is (re-)modelled, a model in the loop (MiL) simulation is performed. If
the exact software model of the safety measure is used, it becomes a software in the loop (SiL)
simulation. On the other hand, if the actual hardware is connected, it is a hardware in the loop
simulation (HiL). For SiL and HiL simulations, the interface, data types and simulation step size
must be specified in order to ensure that the model of the safety measure operates correctly.

Step 4. Implementation rate of safety measure

If the implementation rate is to be considered, there are two main approaches. For the selection of
the approach the intended baseline approach shall be considered.

1. The simulation covers the implementation rate directly.
For the traffic scenarios, the simulation requires multiple road users. (Selected baseline
approach is most often C2 or B with traffic; see 2.2.) Multiple road users should be
equipped with the safety measure if needed. During the scenario generation, it should be
ensured that the number of vehicles equipped with the safety measure is equivalent to the
requested implementation rate. If, for instance, the implementation rate of the safety
measure in question is 25%, then, on average, every fourth vehicle should be set up with it.
2. The implementation rate is considered indirectly in the assessment (a possibility for all
baseline approaches). In this approach, the simulation needs to cover the possible
combinations of the safety measure’s presence, but in the individual simulations the rate is
not considered. Thus, if an implementation rate of 25% is to be assessed:
e The simulations are run in the scenario type with and without the safety measure
(the latter is similar to the baseline).
e Afterwards, the determined crash avoidance rates for both conditions are
combined, using a weighted approach based on a 25% implementation rate.

If no implementation rate is required/defined, only the host vehicle in the treatment simulation shall
be equipped with the safety measure in question, and it should be so equipped in all treatment
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runs. The other road users are not to be equipped with the measure in either the baseline or the
treatment simulation.

Step 6. Scenario identification

The granularity required in the scenarios depends on the overall scope.

1.

2.

If all relevant scenarios are predefined (e.g., because only a few specific scenarios are to
be assessed), only the following points need to be considered:

a. Double-check that the scenarios fit the intended granularity (e.g., if only a certain
constellation is to be investigated, it should be clearly distinguishable from other
constellations).

b. Analyse whether all elements from 2.1.3.2 and the ODD are covered sufficiently.

c. Check for potential overlap between scenarios. Ideally, to prevent double-counting
within the assessment, they should not overlap, but it may sometimes be hard to
avoid. It is important to be aware of any existing overlap, so that its impact can be
accounted for in the effectiveness calculation.

If an existing classification scheme does not fit your assessment or is simply not available,
the following steps should be considered:

a. If broader scenario categories are provided (e.g., categorising manoeuvres without
detailed constellations), assess whether this level of granularity covers only the
relevant scenarios for your safety measure. If not all the included scenarios are
relevant, refine the categories. (Some combinations from step 7 may not be
relevant.)

b. If no specific scenarios are provided (e.g., if “all scenarios on intersections with
given scenario elements” are relevant), ensure the ODD is well understood to
search and own defined scenario categorise cover relevant cases of the ODD.
Combinations of elements that are not necessary should be excluded from further
assessment. A good understanding of the scope is required, and using existing
categories can help refine the ODD.

Step 12. Evaluation metrics definition

The user should ensure that the selected evaluation metrics can be obtained from the simulation
results or computed via required post-processing steps (see Step 13). Below are some examples
for the different evaluation metric categories:

a)

b)

c)

Safety criticality-based metrics: These metrics derive from simulation outputs and do not
require crash consequence details. They include SSMs such as TTC, PET, and time to line
crossing (TLC) (Kraay, JH & van den Horst, ARA, 1988). Human behaviour metrics can
also be included, such as reaction time, time to closest encounter (TTCE), and time to
manoeuvre (TTM). The TTM can be further divided into time to steer (TTS) or time to brake
(TTB) (Westhofen et al., 2023).

Crash parameter-based metrics: These metrics, like collision occurrence, can be directly
derived from the output of the simulation. Common evaluation metrics include “% reduction
of crash rate” or “change in collision speed”.

In-crash vehicle-related metrics: These metrics may require further information beyond the
simulation results; examples include the IRF and the potential risk reduction of a certain
injury level. A computed metric such as the Energy Equivalent Speed from the simulation
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results could be used, but the IRFs are also required—as the potential injury risks for both
baseline and treatment situations need to be estimated. Notably, a metric such as shoulder
belt load can be used for the assessment. Other examples are delta-v and the crash-
induced deceleration pulse.

d) In-crash infrastructure-related metrics: These metrics relate to road infrastructure impacts
during a crash, such as the energy change when colliding with crash barriers or poles
installed in the ground according to specific norms, such as EN 1317 (2010) or UNI EN
12767 (2019), respectively.

e) In-crash human injury-related metrics: These metrics, like those in c), require additional
information beyond the simulation results. IRFs may be used in this case. However, in this
case the computed metric would require different IRFs, since the metrics for in-crash
simulation are typically different. Example metrics are HIC and percentage of potential
reduction in the risk to sustain head injuries.
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Appendix B. Select Baseline
Approach

The statements in Table 5.4, Table 5.5 and Table 5.6 will guide the user to the best choice for a
baseline approach. The values to the right of each statement represent each approach’s
appropriateness; when the answer is “Yes” or “True”, the points for that statement are added to the

total for

each approach.

The possible values are 0, 0.5, and 1; 0 means that approach is not suitable, 0.5 means that it may
be suitable, but it is not preferred, and 1 means that the approach is perfectly suitable.

Useful definition:

True positive: activation of the safety measure in a situation that requires/justifies an
intervention.

False positive: activation of the safety measure in a situation that does not justify an
activation.

False negative: situation requires an activation, but the safety measure does not activate.
True negative: situation does not require an activation, and the safety measure does not
activate.

Adaptation: missing information is added (to ensure that the simulation can be run).

Main baseline selection approach

Table 5.4:

Selecting the main baseline approach

Evaluation scope or existing limitations A B ©

Evaluation scope

General

The purpose of the assessment is to evaluate a concept for a 1 1 1
safety measure during development.

The purpose of the assessment is to evaluate the performance of 1 1 1
a safety measure after development (safety measure validation
stage during development is included).

The safety measure under assessment leads to changes of the 1
exposure/occurrence frequency of certain driving scenarios

True positive, false negative, and false positive

Evaluation scope asks for an assessment of the true positive
performance (safety measure becomes active in situation that 1 1 X
would lead to a crash) of the safety measure.
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(For baseline approaches A and B, this statement can only be true
if crash data are available)

- Evaluation scope asks for an assessment of false negative
performance (safety measure does not become active in situation
that would lead to a crash) of the safety measure.

(For baseline approaches A and B, this statement can only be true
if crash data are available)

- Evaluation scope asks for an assessment of the false positive
performance (safety measure becomes active in situation that
would not require an intervention) of the safety measure.

(For baseline approach A and B this statement can only be true if
non-crash data are available; difficult to implement for BO)

0.5

- Evaluation scope asks for an assessment of both true positive and
false negative behaviours of the safety measure

0.5 0.5

Assessed Safety Measure (One option must be selected)

- Safety measure intervenes shortly before a crash (e.g., active
safety measure, measure issues warning)

- Safety measure controls the longitudinal and/or lateral behaviour
of a road user over a long period before the crash (potentially
affecting behaviour of other entities)

0.5 1

- Safety measure modifies the behaviour of the host vehicle or
several other road users

- Safety measure addresses infrastructure modifications (direct,
influencing driver behaviour, or in-crash)

- Safety measure addresses in-crash modifications (e.qg., airbag)

0.5

Addressed Scenario

- Evaluation scope explicitly includes assessment of certain
scenarios (e.g., GIDAS PCM cases, NCAP test cases)

0.5

- The assessment needs to consider additional traffic (not involved
in the conflict)

0.5

- The assessment requires an adaptation of original cases (e.g.,
adapting to future scenarios)
(Adaptation means adding missing information to ensure that the
simulation can be run)

Available data

- Original Cases are available
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o QI1: Number of original cases is sufficient to derive
collision mechanisms (e.g., distributions of initial

conditions)
o . Ql > Yes: 1|
. Original cases contain all relevant data 1 1
Q1 > No: 0.5
Q1>
. . Ql > Yes: 1| Yes: 0.5
. Original cases do not contain all relevant data 1
Q1> No:0 Q1 > No:
1
Ql~>
= Original cases need to be updated to today's Ql > Yes: 0| v Yes 0.5
situation Q1> No: 1 | Q1>
No: 1
- Only collision mechanisms (e.g., distributions) are available 1
(If only a few original cases are available, "Yes" is wrong, since
not sufficient data for deriving the required conclusions)
Available Models
Driver Behaviour model
- Traffic effects need to be considered 1
(Please check the answers. If no driver behaviour model is
required, you can proceed; If a driver model is needed, you cannot
do the assessment.)
o  An everyday traffic-interaction model is available, and 1
traffic effects are important for the assessment
(for answer, see evaluation scope)
o  An everyday traffic-interaction model is not available,
and traffic effects are important for the assessment
- Behaviour-related crash-causation model(s) is/are available 1 1
- A behaviour-related crash-causation model is not available 1
- A critical-event response model is available 1 1
- A critical-event response model is not available 1

Case-generation process

Table 5.5: Selecting the case-generation process for the baseline approach.

If Baseline A has been selected:

Only case generation 0 is possible. 1
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If Baseline B has been selected
(One option needs to be selected with “Yes”)

- Missing information is added to the original cases for the analysis
(number of simulated cases matches number of original cases)

- Variation of the original case should be analysed, for example to
create larger scenario coverage.

- Missing information is added, and a variation of the original case is
conducted

If Baseline C has been selected

- The simulation requires a high computation effort (e.g., a day for one
run)

- The simulation does not require a high computation effort 1

- Common representative cases are available and/or derived before
simulation

- Common representative cases are not available and cannot be
derived before simulation

- Changes in traffic/driving scenario exposure due to the safety measure
are expected

Case-instantiation process

Table 5.6: Selecting the case-instantiation process for the baseline approach.

If Baseline AO has been selected:

- Only one option 1

If Baseline BO has been selected

- Interactions between agents or their surroundings do not change; no modifications in

] 1 0.5
the scenario
- Interactions between agents or their surroundings change due to modifications in the 1
scenario
If Baseline B2 has been selected
- Interactions between agents or their surroundings do not change due to the 1 05

modification in the scenario
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- Interactions between agents or their surroundings change due to the modification in

1
the scenario
If Baseline C1 has been selected
- A scenario covers only a short duration (t<10 s), and interactions between road 1 05
users or road users and infrastructure are limited '
- A scenario covers a long duration (t>10 s) 0.5 1
o  The analyse scenario does not need to cover interactions either between 1 1
road users or road users and infrastructure.
o  The analysed scenario needs to cover interactions either between road 1
users or road users and infrastructure.
If Baseline C2 has been selected
- Scenario covers a long duration (t>10 s) 0.5 1
- The analyse scenario covers a short duration (t<10 s), and interactions either 1 05
between road users or road users and infrastructure are limited. ’
- Scenario should cover interactions either between different road users or road users 05 1

and infrastructure.
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Appendix C. Validation &
Verification (V&V) Question Cards

The question cards for validation and verification (explained in 5.1.2) are shown below.

Model V&V Approaches

In this section the seven questions in the category “Model V&V approaches” are presented.

Table 5.7: V&V Question 1.1 “Model Applicability”.

Question 1.1 “Model Applicability”
Validation/Verification Validation

V&V Phases DFN | BTP
Baseline Approach A |

Are the models you want to
use applicable?

Yes/No

This question checks whether the selected models and modelling approaches can cover the
requirements derived from the evaluation scope and those coming from other models/modelling
approaches used in the simulation. Details for selecting appropriate modelling approaches in
general can be found in D5.1 (Wimmer et al., 2025). The selection of behavioural models
specifically is described in more detail in D3.1 (Bargman et al., 2025), but a few important aspects
are covered here as well. In particular, it is important to understand what the model should be used
for (i.e., modelling everyday driving, critical event responses, crash causation, responses and
adaptations to safety measures, etc., or some combination). Once the model type is established,
the model’s original purpose and scope should be compared to what is needed for the specific
evaluation scope. This comparison should include an analysis of the demographics that the model
represents, as well as the scenarios that it is supposed to cover (in detail)—and any other aspect
that is particularly relevant for the assessment. Any validation of the model should also be
considered, and the analysis should be thoroughly documented.

Using models/modelling approaches that do not fulfil the requirements might result in invalid
simulation results.
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Table 5.8: V&V Question 1.2 “Model Behaviour Design”.

Question 1.2 “Model Behaviour Design”
Validation/Verification
V&V Phases DFN | BTP
Baseline Approach A |

Do models behave as designed? | 1) Are models (sensors, safety measure, infrastructure,
behaviour, etc.) for any safety measure added in the
baseline acting as expected?

2) Is the way that vehicle safety measures, such as sensors
or actuators (e.g., simplifications using ground truth data
with constraints), are simulated covering what was

Yes/No required in the evaluation scope?

3) Are the timings between road-users interactions in the
simulation the same as those in the original data?

Verification

This question verifies that all models accurately represent the intended/designed behaviour, in
order to ensure that the models act on input as expected.

Checks of the realism of the actions of individual models (by unit tests, for example) Should be
performed. Some examples are:
For human behaviour models: Check that reaction times and deceleration and steering
manoeuvres are feasible for humans.
For vehicle models: Check that longitudinal and lateral accelerations are within the limits of
physical constraints (e.g., friction and propulsion power).

Note, however, that combinations of models often need to be assessed as one unit, since they may
affect each other; for example, the vehicle model puts constraints on the behaviour model. Often,
at least one prototypical concrete scenario is simulated with the behaviour model and the output is
studied in detail. If possible, it is recommended that multiple models be compared, and that a
sensitivity analysis be performed to assess whether the model performed as expected.

The documentation should include which tests were performed to verify the intended/designed
behaviour and their results. If the models do not behave as designed, the results might not be as
expected and will have limited validity.

Table 5.9: V&V Question 1.3 “Model Behaviour Compared to Reality”.

Question 1.3 “Model Behaviour Compared to Reality”

Validation/Verification Validation
V&V Phases | BTP —
Baseline Approach A | B C
Do models behave 1) Are key indicators of key processes (e.g., driver behaviour)
realistically? close enough to those of real world data?
2) s the perception system modelled in such a way that it will not
substantially overestimate the performance?
Yes/No
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Close-to-reality behaviour of models is essential if the real-world benefit of a safety measure is to
be accurately assessed. Note, however, that “reality” in the case of the evaluation of future traffic
scenarios might be difficult to define.

The verisimilitude can be checked on various levels, from the overall simulation model down to
sub-components or functions of individual models. Whichever level the checks are performed on, it
is important that a clear boundary around the checked part is defined, and that it is the same part
as in the situation from which the validation data was obtained. If a model is simulated with inputs
matching those of the validation data, then the outputs and internal states (if measurable) of the
two should be the same—or as close as possible.

Validating the realism of human behaviour models is described in detail in D3.1. In short, the
validation is typically done (primarily) at the population level. The main problem with comparisons
at the individual case level is that a behaviour model with stochastic components (the most
common type) will generate only one particular behaviour of many. Therefore, the outcome of one
simulation cannot be compared with the actual behaviour in one specific real-world case. When
comparing at the population level, not only should the statistical means be assessed, but the
distributions should be as well. These assessments may be done using different types of
visualisation (Svard et al., 2021) or percentile plots (Bargman et al., 2024; Appendix K). It is further
recommended to perform a sensitivity analysis when assessing the validity of behaviour models.

Finally, it is important to make sure, when validating behaviour models, that what they are being
assessed on is relevant for the specific evaluation scope. This caveat relates to both the population
(e.g., demographics) and the metric assessed. For example, when a reaction time or braking
behaviour is likely to have a substantial impact on the outcome, the validation should focus on
those metrics rather than on metrics that are not directly relevant for the assessment.

In the same way, it is important to consider the use of the model and the safety measure under
assessment. If a safety measure is targeting some specific crash causation-related behaviour (e.g.,
distraction), the validation should focus on the metrics related to that specific behaviour. If a model
that already exists is used, it is strongly recommended that the reflections in relation to the current
assessment are made considering the above mentioned the aspects.

The documentation should include which checks were made, how the real-world data were
obtained, and how close the model outputs are to the real-world test data. If the models do not
replicate what happens in the real world, the results will not be representative; they could over- or
underestimate the effect of the safety measure under test.
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Table 5.10: V&V Question 1.4 “Driver perception and actuation”.

Validation/Verification

Validation

V&V Phases

BTP

Baseline Approach

Question 1.4 “Driver perception and actuation”

Are the driver model's
perception and action
modelled appropriately (e.g.,
with enough detail) for the
assessment scope?

Yes/No

For behaviour models, this validation is particularly relevant when modelling driver perception
(specifically glance behaviour) or steering and braking amplitudes (actuation). For the former, if
simple reaction times are used instead of complex models, it should be ensured that this
simplification captures the road users’ behaviour sufficiently (on both individual and population

levels) in terms of the evaluation scope as well as the output of complex model.

For the latter (actuation), it is important that, when possible, the full manoeuvre is considered in the
validation (e.qg., full speed profile or full yaw profile; see Wu et al., n.d.), not only the manoeuvre’s
onset. It is also important that this validation is done on metrics that are truly relevant for the
assessment at hand, at least at the population (distribution) level. As an example timing of the
model’s braking onset is compared with the timing of the real-world (validation) data for perception,
or the total speed change and duration for actuation.

Table 5.11: V&V Question 1.5 “Distribution Plausibility”.

Question 1.5 “Distribution Plausibility”

Validation

Validation/Verification

V&V Phases

BTP

|

Baseline Approach

Do the modelled distribution(s)
comply with the constraints of
physics (e.g., no reaction times
below zero and no accelerations
before crash substantially
greater than 1 g)?

Yes/No

This question checks the physical feasibility of the model parameter settings drawn from random

distributions; any value drawn must comply with physical constraints.

All distribution functions used must only provide values within the relevant physical constraints. In
the case of functions with ranges that are not strictly limited, it is recommended that their output
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values are checked/limited in a separate step—after the value is generated and before it is used in
a simulation model. Note that this assessment does not include verifying that the distribution of
behaviours is realistic (that matter is captured in Bargman et al., 2025). Full documentation is
recommended describing the functions used, including the means used to ensure that the output
values are limited by real-world physical constraints.

If the modelled distributions do not comply with the actual physical constraints, there is a risk of
obtaining unrealistic results or even simulation errors due to invalid parameter settings.

Table 5.12: V&V Question 1.6 “Check on Biases”.

Question 1.6 “Check on Biases”
Validation/Verification Validation
V&V Phases | BTP
Baseline Approach ‘ B ©

Are potential biases in the
models appropriately
considered?

Yes/No

For this validation it is important to consider both biases in the models and biases in the validation
data. That is, ideally, it has been ensured that the validation data matches what the model is
expected to represent. If that is not the case, precisely how the data do not match, as well as the
likely implications (for both the validation and for the assessment), should be clearly documented.

Behaviour models can have many types of biases. It is worth emphasising two important ones
here: demographics and severity (see Bargman et al., 2025 for more details). Demographic biases
concern the human population the model is based on; severity bias concerns the criticality of the
data used for the modelling. For example, a model based only on everyday/routine driving only
describes how humans behave in low-criticality situations (Olleja et al, 2024), so it would not be
appropriate for modelling highly critical situations. Validating a behaviour model requires the
validation data to have the criticality that the model is intending to model. Otherwise, the
implications of this lack of criticality for the validity of the assessment should be considered and
documented.
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Table 513: V&V Question 1.7 “Trajectory Following”.

Question 1.7 “Trajectory Following”

Validation/Verification Verification
V&V Phases |
Baseline Approach A | C
Are trajectories followed as 1) Do the trajectory parameters (e.g., speed profile and
specified? positions) match the intended trajectory?
2) Does the road user move in the scenario in the intended way
and in-line with the given infrastructure?
Yes/No

If the trajectories are pre-calculated, it is important that the simulation follows them (in terms of
position, orientation, and speed over time) precisely enough that the planned crash configuration or
critical situation occurs when there is no safety measure in place. Typically, some kind of trajectory-
follower model is used to ensure the appropriate outcome. It needs to be verified that these models
can follow the specified trajectories with sufficient precision.

In addition, the movements of all road users need to be checked to ensure they are in line with the
infrastructure boundary conditions (e.g., vehicles stay on roads/lanes without driving over curbs—
unless it is intended). Whether the trajectories are followed as specified can be checked by
evaluating the differences in position, orientation, and speed between the specified and the actual
trajectory. While it depends on the evaluation scope, usually only the differences at the time of the
crash, or for a given period before the crash or critical situation, are of interest.

Documentation is recommended for (at least) the differences between specified and actual
trajectories for all relevant participants at the time of the crash for baseline approaches A and B.
Depending on the evaluation objective, it might also be important to document the error for the
whole trajectory, for a critical situation, or at a certain time/distance before the crash.

Imprecise trajectory-following might result in modified simulation outcome. For example, crash

configurations can a change, crashes might not occur or objects might be detected by the safety
measure earlier or later.
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Baseline V&V Approaches

This section presents the seven questions related to the category “baseline V&V approaches” are
discussed.

Table 5-14: V&V Question 2.1 “Representativeness of Data for the Evaluation Scope”.

Question 2.1 “Representativeness of Data for the Evaluation Scope”

Validation/Verification Validation

V&V Phases DFN | BTP |

Baseline Approach A | B ‘ @

Do the processed input data 1) Is the severity level of the input data (incl. for behaviour
represent the evaluation modelling) aligned with the severity level to be assessed?
scope? 2) Are all relevant scenarios that are covered derived (explicitly

or implicitly) from the evaluation scope?

3) Are all potential biases in input data considered and

Yes/No discussed?

4) If data reaching far into the past is used: has it been checked
whether the transport system still represents the current
conditions (e.g., vehicle mass, infrastructure)?

5) Have you considered seasonal and time-of-day variations in
traffic patterns and incident rates in your generated baseline?

6) Is the generated baseline representing the crash causation
mechanisms of the real world in a way that properly assesses
the performance of the safety measure under assessment?

7) If you are excluding/including outliers from your baseline
generation, have criteria define to check that they are
unrealistic/realistic?

Within 2.3 (Prepare Data), the data are chosen and processed to represent the evaluation scope.
This question addresses that procedure and checks whether the data used really represent the
evaluation scope adequately. In this case, “data” refers both to the original cases in baseline
approaches A and B and the data used as input to the models (e.g., behaviour models) to generate
crashes. Some further aspects to consider can be found in the work by Sander et al. (2024).

The seven questions above cover two essential aspects: Are the data sufficiently comprehensive to
address the evaluation scope? and Do biases exist either within the original data or after
processing? Both questions are equally important, since the data form the basis for the safety
assessment’s comparison with the real world.

For the first question, data have to be checked against the requirements set by elements of the
safety assessment, such as behaviour models, for necessary information about crash causation.
For example, if the evaluation scope states that the safety measures should be assessed on the
reduction of severe injuries and fatalities, then the data (and models based on the data) should
represent those levels of severity—not only incidents, property-damage-only crashes, and/or low
severity injuries. A generated baseline should be validated with respect to the crash severities in
the real world. For example, an assessment should confirm that the generated baseline’s
distribution of delta-vs are similar to the real world, or at least confirm that the proportions of the
different levels of severities are similar for the generated baseline and the validation data (e.g., the
estimated fatalities account for 5%, severe injuries for 10%). Note that when this type of validation
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is performed, it is important to align the baseline and validation datasets, so that they are
comparable. Crash data are almost always biased towards high-severity outcomes, so
comparability cannot be assumed; see Hautzinger et al. (2005) and Bargman et al. (2024).

In addition to severity coverage, scenario coverage should also be assessed: first, both the type
and number of conflicts per scenario and their levels of severity (as described above) should be
checked; second, the crash-causation mechanisms relevant for the safety measure under
assessment should be included in the baseline data to the extent they are present in the real world.
For example, consider a warning safety measure that assumes a driver will react directly to a visual
warning. If the baseline does not include some mechanism to capture the response delays in
sleepy/drunk/inattentive drivers, the assessment will overestimate the performance of the safety
measure. External data sources like comprehensive scenario catalogues can be used to check the
scenario coverage (ensuring that all relevant scenarios for the evaluation scope are included).

Consistency checks can be made comparing the used data to (separate) validation data to answer
the following sub-questions. The latter may include general national statistics, such as collision
distributions from insurance companies or police reports. The validation data might have less detalil
(perhaps only aggregated statistics), so that cross-checks cannot be performed on each level,
rather on the level for which available data exists. Those checks can be done for specific elements
(such as the probability of specific scenarios, crash severities, or crash-causation mechanisms).
Note, however, that biases need to be considered in all data— including the validation data. (This
reminder is also relevant for the third sub-question of this V&V question.)

As mentioned earlier, crash databases typically under report low-severity crashes, making them
substantially biased towards higher-severity crashes. Consequently, if crash databases (including
insurance and police reports) are used for validation, this bias must be taken into consideration
(e.g., through data transformation before validation; Bargman et al., 2024).

Table 5.15: V&V Question 2.2 “Realistic Scenarios”.

Question 2.2 “Realistic Scenarios”

Validation/Verification Validation Verification
V&V Phases DFN | BTP |
Baseline Approach A | B | (@

Are the scenario parameters
realistic?

1)

In case of reconstructed trajectories, Do the trajectories

match the real cases?

2) Did you perform congruency checks?
3) Are the trajectories used physically plausible?

Yes/No

Test scenarios have to be created using the given input data. This question checks whether each
individual set of parameters leads to a realistic scenario, and whether the generated set of
scenarios has a realistic distribution across all relevant levels of severity (i.e., Is the proportion of
low-severity crashes to high-severity crashes realistic?). The question does not cover biases over
several scenarios but instead focusses on one.

Checks can be done relatively easily if scenarios are reconstructed from real-world data. In this
case, it can be checked whether deviations between real-world and test-scenario parameters
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occur—and if so, how significant they are. For trajectories, the deviation between real-world and
predefined trajectories can be assessed.

If scenarios are derived from distributions or elements are added which are not in real-world cases,
the validation of an individual test scenario becomes more challenging. In this case, congruency
(shape and size) and plausibility checks can be used. Those checks can be done for input cases
as well as processed and generated test scenarios. Typical checks can include the reasonability of
the physics (e.qg., for trajectories), geospatial dependencies between different scenario elements,
or the correct order and timing of events.

Table 5.16: V&V Question 2.3 “Crash Characteristics”.

Question 2.3 “Crash Characteristics”

Validation/Verification Validation

V&V Phases | BTP |

Baseline Approach A | B | ©

Does the output of the 1) Are the crash characteristics the same as in the original

baseline generation case?

represent the crash 2) Are the original case outcome characteristics uniformly

characteristics of the real distributed in the generated baseline?

world? 3) Is the distribution of crash characteristics of the generated
crashes similar enough to the real ones?

Yes/No 4) s the scenario generation creating crashes across the entire
spectrum (low/property damage, low/high severity), similar to
reality?

5) Does the baseline simulation reproduce the given baseline
data (trajectories, crash configurations, etc.) accurately
enough?

A safety assessment should evaluate the safety performance of a safety measure for real-world
applications. Therefore, the output of the generated baseline needs to represent the crash
characteristics of the real world (impact speed, delta-v, injury risk, etc.). The real-world data against
which the generated baseline is validated must be represented by validation data that accurately
mirrors real-world conditions, such as crash severity distributions (for validation data checks, see
V&V Q 2.5).

The method for comparing the output of the baseline generation to the validation data varies,
depending on the chosen baseline approach. For example, in Approach A, it might be sufficient to
compare the crash outcome and vehicle positions at certain timesteps of a baseline case with the
original case and decide whether the baseline characteristics are close enough to the original case.
The assumptions used to define the threshold indicating whether the baseline case is close enough
to the real world should be explained and documented. If, for example, Approach B2 is used for
scenario generation, a possible validation check involves investigating the delta-v distribution and
the distribution of the percentiles of crash outcome characteristics of the individual crashes
according to the distributions used for the variation of the original scenario (see Bargman et al.,
2024).
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Almost always—and particularly when using Baseline Approach C—it is recommended to compare
the distributions of crash characteristics (e.g., the speeds of the involved road users, the delta-v,
and (possibly) the impact point and impact angle) of the baseline (e.g., of generated crashes) with
those of the validation data. Another important validation is to check that the generated test
scenarios have the same proportions of crashes across scenario types as the validation data (see
V&V Q 2.5 for more information). Additionally, it is essential to consider various crash outcome
comparison methods and their challenges. This includes comparing distributions rather than just
means and medians, as well as focussing on higher-severity crashes and injury risks. (For more
details, see V&V Q 2.4.) Here it is very important to ensure that the data to be validated and the
validation data are aligned, for example with respect to biases in crash severity (as noted, crash
databases are always biased towards high-severity crashes).

If the baseline generation does not represent the crash characteristics of the real world, the safety
assessment's credibility and validity are compromised. This discrepancy indicates that the
generated baseline data does not accurately mimic real-world conditions, leading to a potential
misjudgement in the safety performance evaluation. Independent of answer to the V&V questions
the methods for and the results of the V&V should be documented for transparency.

For baselines generated using behaviour models, see Deliverable 3.1 (Bargman et al., 2025) for
more details on validating the realism of generated cases—in particular with respect to issues
related to the validation of crash causation and outcome severity.

Table 5.17: V&V Question 2.4 “Matching Distributions”.

Question 2.4 “Matching Distributions”

Validation/Verification Validation
V&V Phases | BTP l
Baseline Approach A | B ‘ C
Do the distributions resulting 1) Do distributions of crash outcome (e.g., impact speed,
from your simulation match the delta-v, injury risk) match data?
corresponding reference 2) If an aggregation/clustering process is used, has the
distributions? representativeness of the clusters been checked?

3) Are traffic-related parameters (such as traffic flow, speed,
Yes/No distance, etc.) sufficiently close to real-world data?

Virtual assessments are hugely dependent upon the simulation and the models used in it. Since
traffic involves a variety of different situations and actions, it is crucial to validate the distribution of
key variables against real-world data. This validation ensures the credibility of the generated
baseline and the accuracy of the overall assessment.

As an example, take the case of an AEB system designed to prevent frontal crashes with
jaywalking pedestrians: the credibility of the baseline generated by Approach B or C should be
judged by comparing it with real-world data for a set of different parameters (e.g., timings,
trajectories, and crash outcomes such as delta-v and injury risk). The comparison should not only
be done on summary statistics, (e.g., means, medians), but also on aggregated statistics (e.g.,
distributions) as well as on a case-by-case basis (i.e., to verify that none of the baseline cases are
completely different from the real world). Depending on the baseline approach, aspects such as
exposure (e.g., the number of crashes per million kilometres) may need to be included in the
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validation; these aspects in turn require the use of an appropriate measure of exposure (see, e.g.,
Q4.2).

As mentioned, several aspects need to be considered when comparing distributions; relying solely
on means and medians can be misleading. While these measures offer insight into the central
tendency of data, they do not capture the full complexity of a distribution, nor the details on
individual cases. Two distributions can have identical means and medians yet differ considerably in
their spread, shape, and other characteristics. Measures such as variance and standard deviation
measure the dispersion of a normal distribution, indicating whether data points are closely
clustered around the mean or spread out. Further, skewness quantifies the asymmetry of a
distribution, providing insights into potential biases, and kurtosis measures "tailedness", indicating
the presence of outliers and the likelihood of extreme values.

In addition to these metrics, it is usually valuable to illustrate the distribution's shape visually, with
tools like histograms and density plots. These visualisations make it easier to identify patterns,
clusters, and outliers. Two useful tools are the empirical cumulative distribution function and
quantile-quantile plots. The empirical cumulative distribution function provides a non-parametric
representation of the distribution, showing the proportion of data points below each value. Quantile-
quantile plots can show how closely one distribution matches another by plotting their quantiles
against each other. Another option for comparing two distributions is the utilisation of statistical
tests, such as the Kolmogorov-Smirnov (K-S) test, which is sensitive to differences in both location
and shape of the cumulative distribution functions; the Wasserstein test, which is sensitive to
differences in the full shape of the distributions; the Chi-Square test, which is suitable for
categorical data; and the Anderson-Darling test, which is especially sensitive to differences in the
distribution tails. Further tests can be found in the literature (see, for example, Parab et al., 2010).

Furthermore, it is important to assess whether crash severities in the baseline are comparable to
those in real-world data. It also is important to be aware of the biases in both the baseline and the
validation data (such as the oft-mentioned bias towards higher-severity crashes in crash
databases; see, e.g., Q 2.5). The severities should be aligned before validation (see also Q 2.1), or
the validation results will not be correct (Bargman et al., 2024).

Typically, baselines cannot be taken directly from a source; they almost always require some data
processing steps. It is therefore advisable to compare the baseline with the input after the
processing for important characteristics such as trajectories, speeds, crash configurations, etc. This
comparison can be either a verification (the baseline is compared with the input at the case level)
or a validation (the distributions resulting from the baseline are compared with those of the input
data, which are assumed to represent the real world). The verification is usually done in Approach
A, and the validation is usually done for Approaches B and C. A complementary way of assessing
the similarity of Approach B baselines with the input data is to assess the distribution of percentiles
of the original crashes in the generated crashes—that is, for example, to check where (at which
percentile) in the generated distribution of delta-v each original input case is, and then compare the
distribution of these percentiles. If the result is a uniform distribution, the generation model is
“correct” (see Appendix K in Bargman et al., 2024 for an overview of this method).

It should also be noted that not all these ways of comparing generated and real-world data are
possible with only a small amount of input data. Therefore consideration should also be given to
validation using data specifically intended for this purpose (see Q 2.5). However, if there is not
much input data for validation, the statements about the baseline’s validity must take this into
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account so that the validity of a generated baseline is not exaggerated. Any deviations must be
explained and quantified.

Moreover, the statistical population of crash occurrences in a scenario is finite. Therefore, as noted
above already, a given sample of real-world crashes might not be representative of the overall
statistical population of crash occurrences. In fact, it is a goal of sampling-based Baseline
Approaches (B and C) to interpolate between, and sometimes extrapolate beyond, the real-world
observations, in order to generate more reliable and robust safety performance estimates.

How well the baseline distributions match those of the real-world (validation data) shall be
documented in the assessment document, as should the assessment methods. This
documentation should also describe what “similar enough” means in the context of the evaluation
scope. Note that a precise matching of distributions will rarely be possible. However, the outputs of
the statistical tests documented the level of discrepancy in the data, allowing an analysis of the
validity and applicability of the assessment results. In the documentation, it is important not to treat
all metrics with the same weight; the focus should be on what is specified as important in the
evaluation scope. In addition, it is important that the documentation of similarity is done within the
same injury level to avoid comparing “apples and oranges”—for example, comparing property-
damage-only crashes and severe-injury crashes (Scanlon et al., 2024).

Table 5.18: V&V Question 2.5 “Validation Data”.

Question 2.5 “Validation Data”

Validation/Verification Validation
V&V Phases | BTP \
Baseline Approach A | B ‘ C

Did you consider potential
biases in the data used for
validation (e.g., crash databases
are biased towards higher
severities, while computational
models may be designed to
produce crashes across all
severity levels)

Yes/No

When validating generated crashes against some validation data it must be ensured that the two
sets of data are aligned. When they are not, attempts to make them more aligned should be made
and any remaining misalignment documented. Data alignment has many dimensions, such as
demographics (e.g., age, gender, experience, and driving culture), infrastructure (e.g.,
rural/urban/highway, speed limits, and overall infrastructure design), traffic (e.g., type and number
of road users), and support system prevalence (e.g., how common support systems such as
adaptive cruise control are). When a validation is being performed, if one or more of these
dimensions are not aligned, there may be biases in the validation. In addition to documenting
misalignments, reflections on the potential impact and direction of biases and misalignment on the
validation results should also be recorded. Note, however, that there will almost always be
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misalignments, one typical role of a validation is to identify them and provide input for proper
documentation.

Table 5.19: V&V Question 2.6 “Model Generalisation”.

Question 2.6 “Model Generalisation”

Validation/Verification Validation
V&V Phases | BTP |
Baseline Approach | B | @
If future traffic scenarios
are assessed: Has it
been checked that the
model-based scenario
generation is
generalisable to the
extent required by the
evaluation scope?

There are many different aspects of generalisability, ranging from demographics and traffic culture
(via, for instance, infrastructure and traffic volume) to the point in time for which the assessment
aims to be made (a potential future). However, these perspectives are just some of those that
should be considered; each evaluation must be considered separately. Note that it is particularly
important to validate (and document) generalisability when baseline generation is model-based
(mostly B2l and C2I), as the models will have to generate crashes with the target demographics
(among other aspects). For behaviour-model-based generation, remarks should be documented
about their generalise capabilities in the light of the evaluation scope.

However, the generalisability for baseline generation that used only original cases (Approach A) or
that used statistical interpolation and extrapolation (e.g., Approaches B_P and C_P) should be
verified and reflected on as well. Specifically, for non-behaviour-model-based generation, remarks
should be documented about the alignment between the data used and the temporal element in
the evaluation scope.

As for the generalisability of an assessment of a potential future: if one intends to assess the safety
measure’s performance under completely different conditions compared as today’s traffic, it is
important to check whether the models used for this assessment are capable of validly simulating
these future conditions. Since the parameterisation of the model is done with todays or historical
data, the models might not be very accurate for the future conditions.

Answering this question in the affirmative is challenging, since evidence for the different conditions
is mostly unavailable. However, qualitative reasoning and checks on the statistical independence
of the model parameters (and of the conditions expected to change) are recommended. It is also
strongly recommended that the baseline generation output for future scenarios is validated before
treatment simulations are run. Examples and further instructions on how to deal with future traffic
scenarios can be found in D4.2 (Glasmacher et al., 2025).
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Table 5.20: V&V Question 2.7 “Sampled Parameter Ranges”.

Question 2.7 “Sampled Parameter Ranges”

Validation/Verification Verification
V&V Phases | BTP |
Baseline Approach | B | (©
Do the sampled parameter 1) Is the scenario parameter space defined if sampling is
ranges in the simulation match applied?
the specification in the evaluation | 2) Are the sampled scenario parameter ranges checked
scope? against the specifications?
3) Is the sample size large enough to fit a distribution with
the confidence needed?

The evaluation scope defines certain parameter ranges that are to be simulated in order to
generate sufficient data for the assessment. However, it is not certain from the beginning that the
simulation chain will correctly sample the defined spectrum. Therefore, checks must be performed
to verify that the defined evaluation scope parameters are correctly sampled. These checks can
consist of simple statistical procedures such as histogram plotting.

If this question is answered with "No", the assessment results might be of limited use for answering

the evaluation scope, since the appropriate data ranges for the answer are not used by the
simulation chain for the simulation results.
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Treatment V&V

The three questions related to “Treatment V&V” are discussed. Please study “Model V&V
Approaches” first, since compared to the baseline an additional model (the safety measure under
assessment) is added to the simulation.

Table 5.21: V&V Question 3.7 “Adaption of Test Scenario Parameters to the Safety Measure’.

Question 3.1 “Adaptation of Test Scenario Parameters to the Safety Measure”

Validation/Verification Verification

V&V Phases DFN |

Baseline Approach A |

Are the test scenario parameters 1) Is the initialisation phase long enough for the safety
(starting distance, velocity, etc.) measure’s settle time?

for the treatment adapted so as to | 2) Are the test scenario parameters feasible to use for the
represent the safety measure safety measure?

correctly? 3) Have potential biases introduced by the combination of

the safety measure and test scenario parameters been
considered?

Yes/No 4) Are the adapted test scenario parameters still
comparable to the baseline?

The integration of the safety measure might necessitate adapting the test scenario parameters to
ensure that the measure functions properly, while remaining comparable to the baseline. For
instance, an additional time at the start of scenario might be required for specific elements
(sensors, actuators, etc.) of the safety measure to ensure their correct operation. Another example
could be a speed limit which an automated driving system as a safety measure needs to comply
with, while within the baseline case the limit was exceeded. The required adaptation would be to
reduce the initial speed of the vehicle in the treatment simulation to the given speed limit. As these
examples show, the inclusion of a safety measure might introduce biases and implausibility that
call for adaptations of the scenario parameters. Checks for potentially needed adaptions could be
done by comparing the requirements or capabilities of the safety measure model to the initial test
scenario parameters, especially to the initial or boundary conditions. All adaptations to the baseline
simulation should be documented. Such adaptations of test scenario parameters should consist
only of slight changes. The test scenario should ultimately still be comparable to the baseline.

If essential adaptations were not done or the safety measure was not checked for compliance with
the test scenario parameterisation, the safety measure model’s behaviour (and therefore the
treatment results and conclusion) could be strongly affected. If the safety measure needs
adaptations that result in considerable changes, then the results should be weighted in order to
reduce the bias, to make the test scenarios of baseline and treatment as comparable as possible.
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Table 5.22: V&V Question 3.2 “Model Applicability on Safety Measure Influence”.

Question 3.2 “Model Applicability on Safety Measure Influence”

Validation/Verification
V&V Phases | BTP
Baseline Approach A |
Do the conditions of cases/ 1) Is it still possible to use the intended models (e.g., for
simulations, including the safety road users) for the simulation with the safety
measure, fit the intended constraints measure?
of the models? (e.g., Do IRFs cover 2) Have meaningful characteristics, such as crash
simulated constellations?) constellations, changed due to the safety measure’s
integration?

3) Is the IRF still applicable for the simulations that

Yes/No incorporate the safety measure?

With the integration of the safety measure, the simulated constellations might change significantly
compared to the baseline. The question “Model applicability on safety measure influence” is a kind
of sub-question of Question 1.9 “Model applicability”, focussing on the appropriateness of the
models for the particular safety measure. Answers to this question make it clear that ,with the
integration of the safety measure, the conditions of cases might change compared to the
baseline—and these changes may affect the applicability of other models, such as road user
models or IRFs. In particular, IRFs are often limited to certain characteristics of crashes. If these
characteristics change as a result of the safety measure integration, or if other confounders are
present in the treatment, then it must be questioned whether the IRF can still be used.

For evaluations that use behaviour models, it is important to consider the baseline generation
models from a safety-measure perspective, and the relevance of models designed specifically for
the safety measure (e.g., models of responses and adaptations to the safety measures). For the
baseline generation it is particularly important that the models used capture all relevant aspects of
the safety measure. In particular, it should be ensured that the crash-causation and critical-event
response models used actually capture the mechanism that the safety measure is targeting.

For example, consider the assessment of a safety measure targeting sleepy drivers that does not
consider the modality of the safety measure (e.g., visual versus auditory). For instance, consider a
behaviour model that does not include an increase response delay in the treatment simulation after
longer use of an automated system. There are many different aspects of behaviour models that
can be influence by a safety measure. However, these aspects need to be reviewed individually for
the given assessment and safety measure. Good starting points for the validation are: a) Do the
causes of the crashes that the safety measure aims to assess match what is actually simulated?
And: b) Do the perceptions and expectations of the drivers (in data and models) match what is
actually simulated?

If the constraints of some of the models do not fit the conditions of cases or simulations anymore,
one should look for alternatives (e.g., other models or different approaches, which might result in

limitations to be documented or a different weighting). Note that all reflections on the model’s
relevance for the safety measure should be thoroughly documented for transparency.
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Table 5.23: V&V Question 3.3 “Conclusions on Simulation Results”.

Question 3.3 “Conclusions on Simulation Results”

Validation/Verification Verification

V&V Phases |

Baseline Approach A | B | @

Do the simulation results allow a 1) Are the results understandable and interpretable?
conclusion? 2) Do the results fulfil all requirements? (e.g., Are they

realistic based on physics and input distributions and

representative based on expected outcome

Yes/No distributions?)

3) Do the data from treatment and baseline results allow
comparisons (signals, format, model fidelity)?

4) Is the bias in the results known?

5) Are the results statistically significant?

6) Does the result’s confidence intervals allow for any
conclusions?

The goal when performing a safety assessment is to gather knowledge about the impact of a
certain safety measure by comparing the results of the treatment with the baseline. Some aspects
need to be considered to ensure a valid conclusion:

First, simulation results need to be actionable, meaning they must be presented in a manner that is
easy to understand and interpret: the data should be clearly organised, and the results should be
communicated using appropriate graphs, charts, or summaries. Further, the simulation results
need to be within realistic boundaries. That means, on one hand, being realistic based on physical
laws; for example, the results should accurately represent the physics of vehicle dynamics (like
deceleration and lateral acceleration). On the other hand, the results should be in line with what is
anticipated based on prior knowledge. If the results are unrealistic, this could indicate issues—with
the model, inputs, or assumptions, making it difficult to draw reliable conclusions. The causes of
the unrealistic result should be examined.

Typically, the difference between baseline and treatment is the presence of the safety measure.
Consequently, if the baseline is validated (see, e.g., Qs 2.1 and 2.4) and the implementation of the
safety measure is verified, there is a reasonably good chance that the simulation itself (excluding
the scaling up and impact assessment) is valid.

When formulating a conclusion based on simulation results, the user must also consider possible
biases. These biases could, for example, originate from idealised conditions (e.g., sensors or
environmental conditions) that do not fully capture real-world uncertainties, thus skewing the
results toward more optimistic outcomes. Further, biases that are present in the input data of the
baseline also propagate into the treatment. Such biases need to be reported alongside the
simulation results and discussed when drawing conclusions.

For Baseline Approach A, the number of simulated test scenarios also needs to be considered,
unlike Approaches B and C—for which it is almost always possible to generate a sufficient number
of simulation runs to create a statistically significant effect. For Approach A, on the other hand, it is
recommended to run statistical hypothesis tests to determine whether the safety measure has a
notable impact under the given conditions. To this end, a statistical power calculation can help
determine how many cases are needed to measure a certain effect size. However, it is important to
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note that statistical significance does not automatically mean that the results represent a true effect
or that they are practically meaningful: a result can be statistically significant if the sample size is
large enough, even if the actual effect is minimal or irrelevant in a real-world context. Conversely, if
a true effect exists, but the sample size is too small, the result may not reach statistical
significance, leading to the incorrect conclusion that there is no effect.
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V&V Assessment

This section deals with the five question cards on the topic of V&V assessment.

Table 5.24: V&V Question 4.1 “Non-Addressable Scenarios”.

Question 4.1 “Non-Addressable Scenarios”

Validation/Verification Verification
V&V Phases | BTP
Baseline Approach A | B C

Are scenarios within the evaluation
scope that cannot be addressed with
the safety measure included in the
safety evaluation?

Yes/No

It might be the case that the evaluation scope defines scenarios that the safety measure cannot
address. For instance, an AEB system designed for scenarios with pedestrians crossing a street is
to be evaluated. However, the system does not work effectively in scenarios with obstructions, in
spite of the fact that these scenarios are within the evaluation scope. This limitation must be taken
into account when evaluating the AEB’s safety performance.

From the behaviour-modelling perspective, understanding this and similar limitations is a very
important verification step. There are many different causes of crashes that originate from driver
behaviour, but only a small proportion are represented by crash-causation models. The potential
impact of the “missing” crash causes in behaviour-based baseline generation should not be
overlooked. As another example, it is typically difficult to capture aspects such as expectations and
trust in the modelling of drivers’ responses and adaptations to safety measures (e.g., how drivers
react to a FCW or how they adapt to support functions such as higher levels of automation)—
although these aspects have large impacts on driver responses (Victor et al., 2018), and
consequently on the safety evaluation. Scenarios that the behaviour models cannot capture are (by
definition) not part of the evaluation. All relevant scenarios regardless whether they are addressed
by the system or nor must be identified (verified) and documented properly for transparency.
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Table 5.25: V&V Question 4.2 “Exposure of Baseline and Treatment”.

Question 4.2 “Exposure of Baseline and Treatment”

Validation/Verification Validation
V&V Phases | BTP
Baseline Approach A | B c

Do the baseline and treatment have
the same exposure (if relevant for the
assessment)?

Yes/No

If the baseline and treatment scenario generations do not share identical exposure, any differences
in safety performance may be due to these varying conditions—despite being erroneously
attributed to the effectiveness of the safety measure itself. For example, when evaluating an AEB
system, both the baseline and treatment should be exposed to the same traffic conditions, road-
user behaviour, and environmental factors. Different levels of exposure is typically less of an issue
for Baseline Approaches A and B (in which the safety measure is applied to the individual baseline
cases) than for Approach C. For the latter, as with retrospective safety assessments (Scanlon et
al., 2024), it should be ensured that aspects such as (simulated) kilometres driven for the host
vehicle are accounted for, so that the exposure levels are made as equivalent as possible.

If the baseline and treatment do not have the same exposure, the assessment results could be
misleading. This discrepancy could cause either an overestimation or an underestimation of the
true impact of the safety measure, leading to incorrect conclusions. Therefore, it is essential to
carefully control and document the exposure conditions in both scenarios to ensure that any
observed differences in performance are solely due to the safety measure being evaluated.

Table 5.26: V&V Question 4.3 “Crash Characteristic Suitability”.

Question 4.3 “Crash Characteristic Suitability”
Validation/Verification Validation
V&V Phases | BTP
Baseline Approach | B (©
If non-crash metrics were used: Are
the selected non-crash metrics
sufficient for the evaluation scope
(e.g., higher level of severity)?

Yes/No

In some safety assessments, in addition to non-crash metrics such as near-misses, hard braking
events, and evasive manoeuvres, non-crash metrics such as TTC, PET, and brake threat number
(Asljung et al., 2021) are used. If the evaluation scope encompasses only near-misses and/or low-
severity collisions, these choices can be adequate. However, if the assessment focusses on higher
levels of severity, these non-crash metrics might not suffice (as suggested in the literature), so the
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choice of metrics should be determined with care. While a decrease in the number of near-crashes
generally suggests a decrease in the number of actual crashes (across severity levels), there is no
established relationship (such as a linear correlation) between non-crash metrics and crashes
across scenarios—nor is there a known relationship between non-crash metrics and high-severity
outcomes like fatalities (Bargman et al., 2025). Further, it has frequently been shown that a safety
measure that reduces the number of low-severity crashes does not necessarily reduce higher-
severity crashes. Here are two examples, both related to infrastructure safety measures. First,
roundabouts typically increase the number of low-severity crashes, while substantially reducing the
number of high-severity crashes. This is a positive safety result, as defined by the WHO (WHO
2017). Second, replacing a four-way stop with traffic lights may increase the number of high-
severity crashes while reducing the number of low-severity crashes.

These results make the use of non-crash and lower-severity-crash metrics as proxies for high-
severity crashes debatable. Given that there is no verified relationship between non-crash
metrics/low-severity crashes and high-severity crashes, if an assessment relies on non-crash
metrics the safety measure's impact on severe crash scenarios is not accurately represented.
Similarly, if the safety measure reduces the number of low-severity crashes (as indicated by non-
crash metrics), it does not mean that the number of high-severity crashes is reduced—they might
even increase. The use of these proxies is likely to lead to an incomplete or misleading evaluation
of the safety measure's performance. Consequently, a thorough analysis and documentation of the
potential misinterpretations should be included.

Note that secondary crashes should be considered when assessing the reduction in the number of
crashes of certain types. Take the example of a reduction in lead-vehicle crashes (and non-crash
metrics such as minimum TTC) accomplished by harsh braking; secondary impacts from following
vehicles must be considered. Like the previous issue of the use of lower-severity metrics, this issue
should also be considered, analysed, and documented. Further information about defining and
selecting suitable evaluation metrics can be found in 2.1.5.

Table 5.27: V&V Question 4.4 “Projection Data”.

Question 4.4 “Projection Data”

Validation/Verification Validation

V&V Phases DFN |

Baseline Approach A | B | C

Have the data used for projection in 1) Were any disruptive events (pandemic, severe

time and extrapolation across weather conditions, etc.) identified in the

regions been evaluated for reference year for the projection?

suitability? 2) Have plausibility checks for information from
common databases (e.g., CARE or IGLAD) been
performed?

Yes/No

Different important factors need to be considered when projecting crashes from a sample region
into a target region. First, common databases like IGLAD or CARE are often used for both types of
regions. It is beneficial to perform plausibility checks on data from these databases, as accident
collection methods can vary across countries, and information may be lost when transferred to
another database. For instance, there might be missing data on injury severity categories or under-
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reporting of crash numbers. Another factor to consider is the possibility of a disruptive event which
might unusually influence crash numbers in the reference year. A notable example is the COVID-
19 pandemic, which reduced traffic volume in many regions, so data collected during that period
may not be typical. Other disruptive events include exceptionally cold winters or other extreme
weather conditions. It is always essential to check whether the projection data are suitable and to
document any identified shortcomings and assumptions. Further information can be found in
Project Results (4.2).

Table 5.28: V&V Question 4.5 “Retrospective Comparisons”.

Question 4.5 “Comparison of Results”

Validation/Verification Validation

V&V Phases ‘

Baseline Approach A | B @

Have comparisons been made to 1) Has the calculated safety performance been

other studies? compared with a retrospective analysis of the safety
measure?

2) Has the calculated safety performance been

Yes/No compared with other studies assessing similar safety

measures?

One option for evaluating whether the safety measure’s calculated safety performance of a study is
within a realistic range is to compare the performance of the safety measure with a retrospective
analysis. This analysis involves comparing the simulation results against real-world data collected
after the safety measure, such as an AEB system, has reached significant market penetration.
Additionally, the calculated safety performance could be compared with other studies assessing
similar safety measures. This option involves benchmarking the simulation results against findings
from different validated simulation approaches or similar safety performance assessments (ISO
21934-1 2021). Since a comparison can only be made when corresponding results are available, it
is not always possible to answer this question in the affirmative. Nevertheless, possible
comparisons should be investigated and, if available, documented for a better understanding of the
results.
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Simulation Setup & Execution V&V

This category of V&V questions contains ten question cards dealing with the subject of simulation
setup and execution. Primarily, checks that are intended to help set up an error-free simulation are
described. The various topics covered are further explained in Configure Simulation (3.1) and
Manage Simulation (3.2).

Table 5.29: V&V Question 5.7 “Simulation Run Integrity”.

Question 5.1 “Simulation Run Integrity”

Validation/Verification Verification

V&V Phases |

Baseline Approach A |

Does the simulation run without any 1) Are mechanisms implemented to report issues (and

problems? their reason) during the execution of the simulation?

2) Do all baseline simulation runs terminate without

error?

Yes/No 3) Do all treatment simulation runs terminate without
error?

4) Does the simulation output look plausible (values,
resolution, etc.)?

5) Is the safety measure status logged during the
simulation and checked in the treatment?

6) Is the simulation duration of any specific test scenario
surprisingly long/short?

7) If co-simulations are used, are all simulations
synchronised?

Ensuring simulations run without any problems is crucial for credible results. The most obvious
check is whether all simulation runs complete successfully without any terminations or error
messages. Any errors or crashes that do occur must be investigated and resolved to maintain the
simulation's integrity, which requires integrating a mechanism that indicates errors and their
causes, logging detailed information such as timestamps and stack traces. While these
mechanisms are essential for detecting known issues through exception handling, unknown errors
may still go undetected, allowing the simulation to appear problem-free when it is not. Thus it is
also important to check the plausibility of the simulation results by evaluating whether the values,
aggregate values, and resolution are within expected ranges. For example, if a simulation using a
driver model shows unusually high decelerations in conflict situations, it could indicate an error that
standard error reporting mechanisms missed.

Additionally, meta-information such as execution time and resource utilisation can reveal potential
errors in the simulation execution. If certain test scenarios run significantly longer or shorter than
others, there might be inefficiencies or bugs in the simulation. For instance, a run that completes
unusually quickly might suggest that critical processes are being skipped or terminated
prematurely.

While the final simulation output is relatively easy to evaluate, the factors leading to the specific

outcome are often not immediately evident. One way to investigate the implausible behaviour of a
simulation element, such as a model, is to log its status throughout the simulation's execution. For
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example, logging the status of safety measures can help determine whether they behaved as
expected and contributed to plausible simulation results.

If the answer to the question is “No”, underlying issues could compromise the reliability and validity
of the simulation results, leading to misguided decision-making and/or a lack of confidence in the
outcomes. Therefore, any problems identified during the simulation execution need to be fixed
urgently.

Validation/Verification Verification

V&V Phases | BTP

Baseline Approach A |

Is the simulation type (deterministic 1) If random processes are included in the simulation,
or stochastic) as intended? are the seeds for the random generators set for each

case so that the simulation becomes reproducible?

Yes/No

Simulations can be either deterministic or stochastic. In a deterministic simulation, the outcomes
are precisely determined through known relationships among the states and events, without any
randomness. Its opposite is a stochastic simulation, which incorporates randomness and
probability; the outcomes can vary even when the initial conditions and inputs are the same.
Whether the simulation is deterministic or stochastic should be stated in the evaluation scope and
be in line with the goal of the assessment. To check whether a simulation is deterministic or
stochastic, the setup should be examined for the inclusion of random number generators and the
respective seeds. If no random number generators are included, a simulation run multiple times
should always produce the same results. The same applies to random number generators with
fixed seeds. If, on the other hand, random number generators are included and the simulation
results differ, the simulation is stochastic, and the seeds of the random number generators are not
set. A check of the simulation type should be performed and documented. If the simulation is not
the intended type, the results could be unreliable, leading to misguided decision-making.
Additionally, not setting random seeds in a stochastic simulation can hinder reproducibility,
compromising the validation and verification of the simulation results.

V4SAFETY | Deliverable D2.1 | WP2 | Final 146



Table 5.31: V&V Question 5.3 “Time Settings”.

Question 5.3 “Time Settings”

Validation/Verification Verification
V&V Phases |
Baseline Approach A |
Are the time settings of the 1) Is the simulated time span long enough without being
simulation properly set? too long?

2) Is the time step of the simulation small enough (e.g.,

to account for behavioural changes of models)?

Yes/No 3) Are distributed simulations properly synchronised?

The time settings are among the most important general settings of a simulation. One important
example is the time step. Smaller time steps can lead to more detailed and accurate results, as
they allow the simulation to capture finer details of the process being modelled. For instance, in a
simulation assessing the performance of an AEB system, smaller time steps can more accurately
model the rapid deceleration of the vehicle and the timing of the brake application. However,
smaller time steps also increase the computational load and extend the simulation runtime, while
overly large time steps may overlook critical details. Therefore, a balance must be struck between
detail and efficiency.

The simulation period, the total time span of the simulation, is also key. The period can vary
largely, depending on the specific safety assessment. For instance, a simulation evaluating the
performance of a Lane-Keeping Assist (LKA) system might need to cover several seconds to
capture the full sequence of the vehicle detecting lane markings, making corrective steering inputs,
and stabilising within the lane. It is essential to choose a simulation period that fully encompasses
the relevant events and processes without imposing an unnecessary computational burden.

Time synchronisation is particularly important in distributed simulations, since different parts of the
simulation may run on separate processors or systems. Synchronisation points are often used to
ensure that all parts of the simulation adhere to the same timeline. Otherwise, the simulation could
produce inconsistent results leading to errors and misinterpretations, as the different parts might
progress at different rates. For example, it might be necessary to synchronise the timing of sensor
data processing with the activation of vehicle control systems.

Since the time settings of a simulation are critical, this question must be answered with yes,
because otherwise it could not be guaranteed that the results of the simulation are credible.
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Table 5.32: V&V Question 5.4 “Initial Conditions and Simulation Environment”.

Question 5.4 “Initial Conditions and Simulation Environment”
Validation/Verification

Verification

V&V Phases |

Baseline Approach A |

Are initial conditions for the 1) Is the pre-crash phase within a scenario long enough
simulation established properly? to allow the safety measure to react properly?

2) Are elements of scenarios aligned, i.e., do they have
the same references in space and time?

Yes/No 3) Is the simulated environment large enough to assess

treatment-related shifts in the collision position?

For a simulation to work as desired, start conditions must be set. It is also important that these
conditions are achievable. If, for example, the initial speed of a vehicle in a collision scenario is

30 km/ and the simulation tool does not allow to start the simulation with a vehicle speed of

30 km/h, this speed must first be reached by accelerating the vehicle. Other tools might allow to
start the simulation directly with 30 km/h. One critical factor is whether the pre-crash phase within a
scenario is long enough to allow the safety measure to react properly. For instance, if the
simulation is testing the effectiveness of an AEB system, the pre-crash phase should provide
sufficient time for the safety measure to detect the obstacle, process the information, and initiate
braking. If this phase is too short, the safety measure may not have adequate time to respond,
leading to results that do not accurately represent its real-world performance. Therefore, it is
essential to ensure that the pre-crash phase duration aligns with the reaction times required by the
safety measures being evaluated.

Another crucial factor is the alignment of elements within scenarios—ensuring that vehicles,
pedestrians, and obstacles (for example) have the same references in space and time.
Misalignment can lead to incorrect interactions and timing, which can skew the simulation results.
For example, if a pedestrian is incorrectly placed relative to a vehicle, the simulation might not
accurately depict the ability of the vehicle’s pedestrian-detection system to recognise and respond
to the pedestrian. Additionally, the size of the simulated environment must be large enough to
assess treatment-related shifts of the collision position. Active safety measures can influence the
position and timing of potential collisions; if the simulated environment is too small, these shifts
might not be accurately captured. Therefore, the simulated environment must be of sufficient size
to encompass all possible movements and interactions instigated by the safety measures under
evaluation.
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Table 5.33: V&V Question 5.5 “Storing Parameters”.

Question 5.5 “Storing Parameters”
Validation/Verification

Verification

V&V Phases |
Baseline Approach A |
Is relevant information about the 1) Are the simulation input parameters stored?

simulation needed for analysis kept 2) Is exposure data tracked correctly in the simulation?
through the assessment chain?

Yes/No

Keeping the information about the simulation (e.g., parameters and weights) is particularly
important for two reasons. First, retention of the simulation input parameters. For instance, the risk
of collision is significantly influenced by the number of road users present: the probability of a
collision is different if there are ten cyclists on the road rather than just one. Ensuring that these
volume flows are correctly tracked means that the simulation accurately reflects the modelled
conditions in terms of traffic density. In addition, tracking exposure data correctly avoids
underestimating or overestimating the crash risk, which would lead to inaccurate safety
assessments.

Second, keeping detailed records ensures reproducibility, so that the simulation can be recreated
for future analyses or peer reviews. If the answer to the question is “No”, special attention must be
paid to ensuring that the safety performance is calculated reliably and, in the case of weighted
results, that the corresponding weights are correctly applied.

Table 5.34: V&V Question 5.6 “Proper Collision Detection”.

Question 5.6 “Proper Collision Detection”

Validation/Verification Verification
V&V Phases ‘
Baseline Approach A |
Are collisions detected properly? 1) Are collisions detected at the right time?

2) Are collisions detected at the correct impact point?
Yes/No

The proper detection of collisions, including the impact point, is particularly important for assessing
injury risk. Moreover, the risk is often specified by injury risk functions that are valid only for certain
impact locations. If the impact locations are not properly defined in the simulation, the injury risk
assessment may be incorrect, which can lead to incorrect conclusions about the effectiveness of
the safety measures being tested. Another complicating factor is that the shape of a vehicle is often
idealised/simplified in the simulation (as a bounding box or other simplified geometric shape). It
must therefore be ensured that the collision is modelled correctly even with this simplification. If this
question is answered with "No," then the simulation might not be providing reliable data, potentially
compromising the safety assessment.
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Table 5.35: V&V Question 5.7 “Number of Simulation Runs”.

Question 5.7 “Number of Simulation Runs”

Validation/Verification Verification
V&V Phases | BTP

Baseline Approach |

Is the number of simulation runs 1) Has a stable result been reached?

sufficient? 2) Are edge cases covered by the simulated runs?
Yes/No

The question of whether there has been a sufficient number of simulation runs is hard to answer
and should be evaluated separately for each individual assessment. Nonetheless, some aspects
should always be considered. First, a statistical sufficient number of cases is a relevant
consideration for all baseline approaches to ensure that the results are stable and to reduce the
impact of random variability and increasing confidence in the findings. This can be in particular a
challenge for Baseline Approach A, since it does not allow for modification. Therefore, the
parameter range needs to be carefully considered. Edge cases, though rare, must be investigated
since they can help identify potential weaknesses of a safety measure. Further, the reproducibility
of results is enhanced by conducting a sufficient number of simulation runs.

Nevertheless, resource constraints need to be considered, so the ideal number of runs should be
balanced against available time and computational resources. It is important to document the
number of runs performed and (at least) estimate whether it is sufficient with regards to the
available data and the evaluation scope. If the answer is clearly “No”, this needs to be highlighted
in the documentation and conclusion.

Table 5.36: V&V Question 5.8 “Simulation Tool Integrity”.

Question 5.8 “Simulation Tool Integrity”

Validation/Verification
V&V Phases | BTP
Baseline Approach A |
Have the tools and simulation 1) Is the storage of the results reliable enough to prevent
environment been inspected for any data loss?
errors? 2) Are only tested and validated tools being used, or are
there any non-released versions that potentially have
bugs?
Yes/No 3) Have the used tools been tested for reliability?
4) Do the simulation logs reveal any errors?

Simulations should only be done with functioning tools and IT systems, including reliable storage of
the results. Preventing data loss is essential to ensure all outcomes are accurately saved and
accessible for analysis. Further, it is recommended that only tested and well-proven tools be used
to avoid potential bugs from non-released versions. Therefore, before a tool is used for a specific
assessment, it is beneficial to perform a pre-test to ensure consistent, dependable performance.
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Addressing these aspects helps maintain the integrity and accuracy of the simulation results and
should be carefully considered if the question is answered with “No”.

Table 5.37: V&V Question 5.9 “Model Integration”.

Question 5.9 “Model Integration”

Validation/Verification Verification

V&V Phases |

Baseline Approach A |

Have the interface definitions for 1) Are data types, update frequencies, and units

linking the (sub-)models to an overall consistent?

simulation model been checked? 2) Are the interface formats defined?

3) Are the required signals for the connected models
available?

Yes/No 4) Are the reference points and coordinate systems for
transferring positions and rotations of all scenario
participants aligned between different partial models
of the overall simulation model?

For a functional simulation to deliver correct results, the models and submodels must be thoroughly
integrated into the overall simulation model. This means that connected partial models must be
able to interact with each other without errors, for example by ensuring that the data type, update
frequencies, and units match. If they do not, the results may be incorrect—which is particularly
problematic if the error is not indicated by an error message and the results are therefore not
scrutinised. Also, if object positions and/or rotations are exchanged between models during
runtime, it is important to ensure that the same reference points and coordinate systems are used
(or that an appropriate coordinate transformation is implemented in one of the models). Misaligned
positions/orientations might lead to incorrect results in distance measuring or collision detection, for
example. The model integration should be documented as part of the simulation structure, as
defined in 3.1.1.
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Other V&V Approaches

Six questions related to other V&V approaches are discussed.

Table:5.38: V&V Question 6.7 “Evaluation Scope Alignment”.

Question 6.1 “Evaluation Scope Alignment”

Validation/Verification Validation
V&V Phases DFN | BTP
Baseline Approach A |

Was it checked whether the
assessment really captured the
evaluation scope?

Yes/No

The V&V process recommends for each assessment phase a comparison with the evaluation
scope (see Fahrenkrog et al., 2025). If the answer to this question is “No”, there is a possibility that
generated simulation results appear to be correct, but do not address the actual scope. The
assessment (whether an interim result is compatible with the evaluation scope) should always be
briefly documented. At the end of this interim assessment, a full assessment of the alignment
between what was planned and what was actually done should be performed—to include aspects
such as making sure that the interim assessment was performed and reported on the levels of
severity that the evaluation scope targeted. Here are two examples: if the evaluation scope states
that safety should be assessed, the exact definition of safety should be verified; and if the
evaluation scope targets an assessment of the reduction of severe injuries and fatalities, but the
assessment mainly assessed the safety measure’s impact on property-damage-only and/or low-
severity injury crashes, that is a problem since the assessment did not address the evaluation
scope.
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Table 5.39: V&V Question 6.2 “Credibility Assessment”.

Question 6.2 “Credibility Assessment”

Validation/Verification Validation

V&V Phases | BTP

Baseline Approach A |

Has a credibility assessment been 1) Are aspects of the credibility assessment addressed?

performed? 2) Has the credibility assessment been reviewed by an
external organisation?

Yes/No

This question investigates whether the credibility assessment (as described, for instance, in the
Regulation 2022/1426 by the European Commission (European Commission 2022) in Annex Part
4) has been conducted. The credibility assessment aims to prove that the results of a simulation
tool are credible. The origin of the credibility assessment lies in the NASA Technical Standard
NASA-STD-7009A “Standard for models and simulations” (NASA 2016). With adaptation it was
defined by the UN ECE VMAD group as a reasonable approach for demonstrating the credibility of
the simulation in the context of the homologation of automated driving (UNECE VMAD 2022).
Although the original scope of the simulation-based assessment is to homologate an automated
driving system, that credibility approach can be applied to other types of virtual assessments (slight
modifications might be necessary).

The credibility assessment is a complete framework for investigating, not only the validation and
verification of the simulation and its models, but also the simulation management processes. The
partner responsible for the assessment and the evaluation scope decides to what extent the
credibility assessment is applied, in the context of the prospective safety performance assessment.
For example, it might be reasonable to apply only certain parts of the assessment. However, it is
important that the approach is known, and that the aspects of the credibility assessment are
considered in the V&V process. Depending on the evaluation, it might be necessary for the
credibility assessment report to be reviewed (audited) by an external organisation.

The question should be answered for any automated driving function equal to or higher than SAE

Level 2, since the regulation asks for these functions. For other functions, the credibility
assessment is optional.
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Table 5.40: V&V Question 6.3 “Sensitivity Analysis”.

Question 6.3 “Sensitivity Analysis”

Validation/Verification Validation

V&V Phases |

Baseline Approach A |

Has a sensitivity analysis been 1) Has a sensitivity analysis for the input
performed? signals/parameters of the safety measure models

been performed?

2) Has a sensitivity analysis for the influence of the

Yes/No baseline scenarios parameters been performed?

3) Do neglected elements of concrete scenarios have a
significant influence on the outcome when transferred
to test scenarios?

A sensitivity analysis, which can be applied to different means and models, should be used to
ascertain how one or more parameters influence the outcome (of the entire simulation or of the
relevant model). While the baseline scenario and the safety measure in question are obvious
choices for this analysis, it can also be applied to identify models that have a major impact on the
overall results. Variations in the input parameter(s) can also have a large effect (e.g., completely
changing the scenario).

There are two approaches for conducting a sensitivity analysis. Either the parameters in question
are varied systematically and their effect is measured directly (often referred to as a one-at-a-time
approach), or the variation is not done systematically and the relation between input and output is
calculated using mathematical models (e.g., regression analysis).

The sensitivity analysis is a powerful tool for understanding the principles of a black-box system or
model. Hence, it is also part of the credibility assessment. The drawback of this analysis is that it
typically requires a great deal of effort to do it. While it is not required, it certainly is very useful. The
preferred answer is “Yes”, but “No” can still be an acceptable answer.
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Table 5.41: V&V Question 6.4 “Reproducible Assessment”.

Question 6.4 “Reproducible Assessment”
Validation/Verification

V&V Phases |
Baseline Approach A |
Is the prospective safety assessment | 1) Are the simulation tools and models deterministic?
reproducible? 2) Are the seed values of probabilistic models (if any)
stored?
3) Are all relevant input data for repeating the simulation
Yes/No stored?
4) s the version information available for tools and
models?
5) Are old versions of the models and tools stored?

A general question related to the prospective safety assessment by simulation is whether the
safety assessment is reproducible. That is, can the same (or a similar) result be obtained if the
assessment is conducted with the same input by a different person at a different location and/or at
a different time (i.e., repeated later)?

Whether this is possible or not depends on several aspects:

1)

2)

3)

Are the simulation tools and the applied models deterministic? (This question also covers
the use of the same random seed.) If so, a second simulation with the same input and the
same tool will lead to the same result. If the simulation is not deterministic in case the
same random seed is used this needs to be noted.

The original input for the simulation needs to be available. If the input differs, it is likely that
the results will differ as well. If another person in the same organisation is running the
simulation, then the original input (with all details) should be available, and the results
should be the same. If an external stakeholder is running the experiment, then perhaps
only the used distributions (for example) would be fully available. In this case, a small
deviation from the original result might be acceptable.

To be able to repeat an assessment, the user needs all the information on the simulation
tool and models used in order to make sure that any differences in the results do not come
from a different simulation setting. For this reason, the version numbers of the models and
tools should be stored, along with the code or the executable of the code for the different
versions, so that the assessment can be repeated.

The answer to this question should be “Yes”. If the answer is “No”, the fact that the simulation is
not reproducible need to be stated explicitly and the assessment (including the simulation) should
be conducted multiple times, ensuring that the results are in the same range each time.
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Table 5.42: V&V Question 6.5 “Check of V&V tools and data”.

Question 6.5 “Check of V&V tools and data”

Validation/Verification Validation

V&V Phases DFN | |

Baseline Approach A | B | c

If (reference) data and tools are used | 1) Have the (additional) data used for the V&V been

for the V&V, have they been checked checked with respect to applicability?

with respect to their applicability? 2) Have the (additional) tools used for the V&V been
checked with respect to applicability?

Yes/No

Reference tools and data used for the V&V of simulation models, tools, and/or results need to be
checked before their application to ensure that they are suited for that purpose. This task might not
be easy. Different approaches can be used, such as argumentation and inspection. One indication
that the data and tools are appropriate is that they have been used in the past for a similar
purpose. The expected answer is “Yes”. If the answer is “No”, checks for the applicability of data
and tools need to be applied until the answer becomes “Yes”.

Table 5.43: V&V Question 6.6 “Robustness testing”.

Question 6.6 “Robustness testing”

Validation/Verification Verification
V&V Phases ‘
Baseline Approach A |
Has a robustness testing been 1) Are operation conditions for the simulation tool and
performed? models defined?
2) s it specified which conditions/parameters outside the
normal range should be tested to stress the
Yes/No assessment and simulation tool?

Robustness tests helps ensure the quality of the simulation tool and the models, specifically by
investigating their capability to operate correctly in unexpected conditions (outside of their normal
operation). The purpose of this testing is to ensure that the simulation can run and deliver the
simulation results even if it received abnormal input parameters. Fault injection testing is one
example method of robustness testing. However, the testing should cover valid inputs in addition to
abnormal inputs, to ensure correct operation under the defined input ranges. Robustness testing
requires definitions of the operation conditions of the simulation tool and models (including
parameter ranges). In addition, the test cases need to be defined; i.e., define normal and abnormal
parameters to be tested.

How relevant the question is, depends on where the simulation tool was developed: internally vs
externally (bought). Ideally, robustness tests are performed during product development. On the
other hand, if the simulation is always applied within its normal operation conditions, this question
and its answer are less relevant.
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Appendix D. Collision Figures in EU

Fatalities by mode of transport
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Appendix E. Cost-Benefit Analysis
Examples

This appendix describes and compares two examples of CBAs of road safety measures:
e Installation of safety barriers on rural roads to contain vehicles and redirect them back to
the road.
e AEB for pedestrians and cyclists.

The two examples are based on CBAs conducted in previous European research projects:
SafetyCube (Daniels et al., 2019) and VIRTUAL (Butzer et al., 2022). In the SafetyCube project,
CBAs of 29 road safety measures were conducted, applying a common methodology. In the
VIRTUAL project, a CBA methodology was developed that used input from human body models
estimate the effectiveness of the AEB. The methodology was embedded in a practical cost-benefit
calculation tool. The tool was applied to three road safety measures in order to illustrate the
methodology.

The SafetyCube CBAs used the number of prevented crashes or casualties as a key input,
whereas the VIRTUAL methodology used information on the specific types of injuries that were
prevented. This is an important difference, which has implications for the monetary valuation of
benefits. In SafetyCube, values per crash or casualty were used, while QALYs (Quality Adjusted
Life Years) were applied for monetary valuation in the VIRTUAL CBAs.

Below, each step that needs to be taken when conducting a CBA (as described in 4.3.2) is
described for the two examples. The original CBAs include sensitivity analyses, presenting upper
and lower estimates of costs and benefits based on upper and lower input values. Here we only
present the best estimates to illustrate the methodologies. More details, including all data sources
and the calculation formulas that were used, can be found in Daniels et al., (2019), Daniels et al.,
(2017), Bltzer et al., (2022) and Wijnen (2024).

Example 1: Safety barrier CBA
Number of prevented casualties, crashes, and injuries
The number of prevented crashes was calculated from:

- the average annual number of target crashes by crash severity. Based on the data from
the CARE database, the numbers of crashes per kilometre per year, grouped by severity
level, were 0.0283 (fatal), 0.1357 (serious injury), 0.9413 (slight injury), and 0.6054 (PDO).

- the proportional reduction in the number of crashes, which was taken from a meta-analysis
of 36 effectiveness studies. Fatal crashes were reduced by 46%, and serious and slight
crashes together were reduced by 55%. An increase in the number of PDO crashes equal
to the reduction of fatal and injury crashes was assumed, since safety barriers do not
generally reduce the number of crashes—rather, they reduce the injury severity.

The number of prevented crashes per network kilometre is calculated by multiplying the number of
target crashes by the reduction rates: 0.013 for fatal crashes, 0.075 for serious crashes, 0.518 for
slight crashes. The number of PDO crashes increases by 0.605 crashes per network kilometre (see
Table 5.44, below).
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Monetary benefits

Standardised European monetary values per crash were applied to translate the crash reductions
into monetary benefits. The values were developed in the SafetyCube project, based on a survey
of road crash costs in 31 European countries. Table 1 shows the values per crash type and the
resulting annual benefits per kilometre. The total benefits amount to about 77,000 € per kilometre
(2015 prices).

Table 5.44: Baseline crash risk (number of crashes per km), crash risk reduction rates, number of prevented crashes per
km, monetary value per crash, and monetary benefits (2015 values).

Crash Baseline Crash risk Number of Monetary Monetary
severity crash risk reduction prevented value per benefits per
per network rate crashes per crash (€ network km
km network km 2015) (€ 2015)
Fatal 0.0283 46% 0.013 2,579,089 33,575
Serious 0.1357 55%
injury 0.075 350,796 26,182
Slight injury 0.9413 55% 0.518 37,340 19,331
PDO 0.6054 -100% -0.605 3,960 -2,397
Total 76,690

Present value of monetary benefits

The present value of the monetary benefits was calculated for a time horizon of 25 years, the
assumed lifetime of the safety barrier. (Following standard practice, future benefits were
discounted.) The annual discount was set at 2.5%, implying that monetary benefits are valued
2.5% lower in each subsequent year. The resulting present value of monetary benefits, the sum of
the discounted annual benefits, is 1.45 € million per kilometre.

Costs of safety measures

The costs of implementing a safety barrier were estimated at 39,070 € (2015 prices), and the
annual maintenance costs at 1,804 €. These figures are based on Norwegian estimates published
in the Handbook of Road Safety Measures (Elvik, 2009). They were translated into average
European values by correcting for purchasing power differences.

Present value of the costs

The maintenance costs occur during the lifetime of the safety barrier (assumed to be 25 years),
while the implementation costs are one-time costs at the start of the time horizon. A 2.5% discount
rate was applied was to calculate the present value of the maintenance costs. Adding this present
value to the implementation costs results in the present value of the total costs, which amount to €
72,314,

Benefit-Cost Ratio (BCR) and Net Present Value (NPV)

The BCR is calculated by dividing the present value of the benefit (1.45 million €) by the present
value of the costs (72,314 €). The BCR is 20, which indicates that installing or improving safety
barriers is a very cost-beneficial measure (the benefits are 20 times higher than the costs). The
cost benefit is also reflected by the NPV (the balance of the present values of the benefits and
costs), which is 1.38 € million per kilometre.

In this SafetyCube study, the BCR was used to compare the efficiency of 29 road safety measures.
The installation of safety barriers was the third most efficient measure based on the BCR.
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However, its NPV was lower than that of several other measures, in part because safety barriers
are cheaper than these other measures. Both the costs and benefits of safety barriers are lower,
resulting in a relatively low NPV, but the ratio of benefits and costs is higher. This comparison
illustrates the fact that the BCR is better suited to compare the efficiency of different types of
measures.

Overview
Table 5.45 summarises the results of the CBA of a safety barrier.

Table 5.45: Summary CBA of a safety barrier (monetary values per km, 2015 prices).

Annual monetary benefits 76,690 €
Monetary benefits (present value) 1.45 million €
Costs (present value) 72,314 €
Benefit-cost ratio 20
Net present value 1.38 million €

Example 2: Automated emergency braking system (AEB)

Number of prevented casualties, crashes, or injuries

The number of prevented injuries was calculated using:
- baseline crash risks for car-pedestrian and car-cyclist collisions;
- crash reduction due to AEB,;
- injury probabilities with and without AEB.

The baseline annual crash risks, defined as the number of injury crashes per vehicle and per
million kilometres driven, were 0.40*10-% and 0.51*10-2 for car-pedestrian and car-cyclist collisions,
respectively, based on an analysis of CARE data.

The crash risk reduction was estimated at 81.7 % for car-pedestrian collisions and 53.8% for car-
cyclist collisions, based on a pre-crash simulation tool developed within the VIRTUAL project.

The probabilities of injuries occurring in the target crashes were obtained from human body model
simulations, using the ViVA+ models or average males and females, for situations with and without
AEB. The injury types included are concussion, rib fracture, hip fracture, femur shaft fracture, tibia
fracture, and knee ligament rupture. Table 5.46 presents the injury probabilities with and without
AEB.

Based on the baseline crash risk, crash risk reduction, and injury probability reduction, the total
number of injuries prevented per vehicle was estimated at 0.040 during the vehicle’s lifetime
(assumed to be 15 years). This implies that one injury is prevented if AEB is installed in 25
vehicles.

Monetary benefits and present value’
Since monetary values per injury type are not available, the monetary benefits are calculated in
three steps:
- translating the number of prevented injuries into QALY gains (Quality Adjusted Life Years)
- expressing the QALY gains in terms of money using a monetary value per QALY

” The annual benefits and the present value of the benefits during the vehicle lifetime are not presented separately in the
VIRTUAL cost-benefit model. Therefore, these two steps are taken together here.
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- adding medical cost reductions and human productivity gains as additional benefits

Table 5.46: Injury probabilities (in percentages) with and without AEB (AIS 1: minor; AIS 2: moderate; AIS 3+: Serious or

more; AlIS 4+ severe or more).

Male Female
No AEB [ AEB No AEB | AEB
Pedestrian
Concussion AlIS1 8.1 6.3 7.2 8.0
AlIS2 24.4 15.6 22.7 18.4
AlS4+ 38.9 14.2 46.1 154
Rib fracture AIS1 14.7 4.9 13.9 12.0
AlIS2 8.6 5.3 8.3 2.7
AlIS3+ 27.4 14.4 17.5 0.5
Hip fracture Left 17.7 12.4 26.1 16.6
Right 18.0 8.7 48.5 18.3
Femur shaft fracture Left 18.4 9.8 17.1 6.8
Right 26.4 3.2 23.0 3.3
Tibia fracture Left 2.6 0.1 1.4 0.2
Right 3.5 0.2 3.7 0.6
Knee ligament Left 98.2 94.2 92.1 83.1
rupture Right 99.6 96.9 99.0 93.9
Cyclist
Concussion AIS1 5.9 3.6 6.2 4.0
AlIS2 15.6 8.1 15.9 10.4
AlS4+ 11.7 4.3 16.6 9.0
Other skull-brain
injury 23.6 10.3 23.2 14.2
Rib fracture AIS1 8.6 5.6 10.7 4.6
AIS2 4.1 4.7 2.1 2.9
AIS3+ 23.4 13.5 10.3 7.3
Hip fracture Left 23.0 6.2 15.2 10.7
Right 16.9 13.1 40.1 57.7
Femur shaft fracture Left 13.9 1.1 17.4 155
Right 3.1 0.6 5.9 3.7
Tibia fracture Left 0.5 0.1 0.4 0.1
Right 14.5 3.1 25.3 7.1
Knee ligament Left 78.3 72.9 90.0 71.2
rupture Right 93.0 93.2 94.0 76.6

QALYs are a measure of the impact on quality of life that combines injury severity and the duration
of (the health impact of) an injury. QALY gains are calculated using disability weights that indicate
the severity of the injuries, the impact on quality of life, and the duration of the loss of quality of life.
A standardised method for calculating QALY gains, including data on disability weights and injury
duration, was applied. Gains in QALYs were calculated for each prevented injury, and the total
number of QALYs gained was estimated at 0.049 per vehicle during the vehicle’s lifetime (one
QALY per 20 vehicles with AEB).

Based on a literature review of values per QALY, a monetary value of 70,000 € per QALY (2020
prices) was used. The monetary benefits of AEB were calculated by multiplying this value by the
number of QALYs gained, which is 2,720 € per vehicle.

The VIRTUAL cost-benefit tool includes a calculation of reduced medical costs and human
productivity gains for each injury type, using data from a Dutch injury cost model. The medical cost
reduction and human productivity gains resulting from AEB were estimated at 214 € and 159 € per
vehicle, respectively. The total monetary benefits (QALY gains, medical costs reduction, and
human productivity gains) amount to 3,093 € per vehicle. A 3.0% discount rate was applied to
account for lower valuation of future benefits during the vehicle's lifetime.
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Costs of safety measures and present value

The costs of an AEB system with a camera were estimated at about 3,000 € (2020 prices), based
on price indications given by the car industry (among other sources). It was assumed that there are
no other costs related to AEB during the vehicle life. Consequently, the present value of the costs
is equal to the actual one-time cost of installing AEB.

Benefit-Cost Ratio (BCR) and Net Present Value (NPV)

In this case, the benefits (3,093 €) were found to be about equal to the costs (3,000 €). Therefore,
the BCR is equal to one and the NPV is very close to zero. Based on these calculations, the
efficiency of AEB is questionable. However, it should be noted that there are several uncertainties
in the input data—for example, with respect to the costs. Moreover, AEB is often part of a system
consisting of more driver assistance systems with additional benefits, which were not included.

Overview
Table 5.47 summarises the results of the CBA of AEB.

Table 5.47: Summary CBA of AEB (monetary values per vehicle, 2020 prices)

3,093 €
3,000 €
1.0

93 €
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